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Abstract

Diffusion processes are a class of stochastic
differential equations (SDEs) providing a rich
family of expressive models that arise nat-
urally in dynamic modelling tasks. Proba-
bilistic inference and learning under gener-
ative models with latent processes endowed
with a non-linear diffusion process prior are
intractable problems. We build upon work
within variational inference, approximating
the posterior process as a linear diffusion pro-
cess, and point out pathologies in the ap-
proach. We propose an alternative parameter-
ization of the Gaussian variational process us-
ing a site-based exponential family description.
This allows us to trade a slow inference algo-
rithm with fixed-point iterations for a fast al-
gorithm for convex optimization akin to natu-
ral gradient descent, which also provides a bet-
ter objective for learning model parameters.

1 INTRODUCTION

Continuous-time stochastic differential equations
(SDEs, e.g., Sarkké and Solin, 2019; Oksendal, 2003)
are a ubiquitous modelling tool in fields ranging from
physics (van Kampen, 1992) and finance (Eraker, 2001)
to biology (Golightly and Wilkinson, 2011) and ma-
chine learning (Yildiz et al., 2018; Ruttor et al., 2013;
Garcia et al., 2017; Li et al., 2020b). SDEs offer a
natural and flexible way to encode prior knowledge
and capture the dynamic evolution of complex systems,
where the stochasticity and nonlinearity of the under-
lying processes play a crucial role. In the particular
setting where the drift of the SDE model is linear, the
resulting prior process is a Gaussian process (GP, Ras-
mussen and Williams, 2006), known as a general and
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Figure 1: Approximating pp with ¢ for inference and
learning in DPs.

powerful ML paradigm of its own. We focus on diffu-
sion processes (DPs), which are a subset of SDEs with
additional regularity conditions on the drift and diffu-
sion functions (details in Higgs, 2011, Ch. 2). DPs with
non-linear drifts cover a wide range of processes with
multi-modal, skew, and fat-tailed behaviour (Fig. 2 left).

The generality of DPs, however, comes at a high
practical cost: exact inference and parameter learning
in non-linear DP models are computationally chal-
lenging or even intractable due to the infeasibility of
direct simulation. Therefore, developing efficient and
accurate methods for approximating DP models is
crucial for theoretical and practical reasons. In this
paper, we are concerned with Bayesian inference and
learning in generative models with latent temporal
processes endowed with an It6 DP prior.

Particularly, given a DP prior p and observations D,
we are interested in approximating the non-Gaussian
DP posterior pp with a linear-Gaussian DP ¢ (Fig. 1).
The seminal work by Archambeau et al. (2007a) used
the framework of variational inference (VI, Blei et al.,
2017) to derive an approximate inference algorithm,
where the approximating variational family Q consists
of time-variant linear (affine) DPs (i.e., Markovian
GPs, App. B in Rasmussen and Williams, 2006):

q 1dx¢ = fo(x¢,t)dt +LdB:, %o ~ q(x0),
s.t. fq(xt7 t) = AtX + bt. (1)

They also introduced an objective for approximate
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Figure 2: Left: Sequential Monte Carlo (SMC) samples and posterior of our CVI-DP for a non-linear diffusion

process with skew and emerging modes between observations (x).

Middle: ELBO iterations highlight faster

inference with CVI-DP vs. VDP. Right: Exact log-likelihood and ELBO as function of # for parameter learning.

inference (the variational evidence lower bound or
ELBO) and a fixed-point iteration algorithm to
optimize it. In this paper, we highlight shortcomings
in the method proposed by Archambeau et al. (2007a),
which we refer to as VDP: (i) the inference algorithm
is slow to converge even in the simple setting where the
prior is a linear diffusion, and (%) the parameterization
of ¢ via its drift function is ill-suited to the problem
of learning the parameters of the prior diffusion from
observations. To tackle these issues, we retain the
problem formulation and objective but introduce
an alternative site-based parameterization (Minka,
2001; Csato and Opper, 2002) and a new optimization
algorithm. Crucially, the new parameterization allows
us to trade the slow fixed-point algorithm of VDP
for a fast and better-understood algorithm for convex
optimization, akin to natural gradient descent (Amari,
1998). This stabilizes and speeds up inference (Fig. 2
middle) and aids parameter learning.

Contributions (i) We propose a novel site-based
approach, the CVI-DP, for VI in models with latent
DP priors that exploits the structure of the optimal
Gaussian variational posterior; (4) We show how
CVI-DP speeds up inference and learning under
both linear and non-linear DP priors; and (i) We
demonstrate the feasibility and efficiency of CVI-DP
on a wide range of inference problems with DP priors
featuring multi-modal, skew, and fat-tailed behaviours.

Related work For inference in general non-linear
Gaussian sequential models, particle filtering a.k.a. se-
quential Monte Carlo (SMC, e.g., Chopin et al., 2020)
methods are popular tools. When computing the poste-
rior given some observations (the smoothing problem),
conditional particle filters (Andrieu et al., 2010; White-
ley, 2010; Lindsten et al., 2014) have proven reliable in
avoiding mode-collapse and particle degeneracy (Svens-
son et al., 2015). For model parameter learning, au-
tomatic differentiation has enabled black-box learning
of continuous-time dynamics (e.g., Chen et al., 2018;
Rubanova et al., 2019; Kidger et al., 2021). Close to our

work grounded in the framework of VI, Li et al. (2020b)
introduced a tractable, sampling-based algorithm for
inference and learning in general SDE models where
the posterior process is parameterized via its non-linear
drift and diffusion functions. Although general in scope,
these methods are unnecessarily heavy and compute-
intensive for many practical applications. Another re-
lated work is the VI algorithm by Wildner and Koeppl
(2021) where the variational posterior is a controlled ver-
sion of the prior (i.e., the prior SDE with an extra term
added to the drift). Although practical for inference,
we argue our approach is better suited for learning.

We take an alternative route, trading some generality—
by restricting the posterior process to a GP—for ef-
ficiency. We do so by explicitly ‘Gaussianizing’ the
non-Gaussian observations and linearizing the non-
linear diffusion. These principles are grounded in ex-
tended Kalman(—Bucy) filtering/smoothing (overview
in Sarkka and Solin, 2019, Ch. 10) with numerous exten-
sions (reviewed in Wilkinson et al., 2023) such as poste-
rior linearization (Garcia-Fernandez et al., 2016, 2019).

This work aims at improving VDP originally proposed
in Archambeau et al. (2007a,b) (overview in Sec. 2.1).
The algorithm has been used as a building block, e.g.
in drift estimation (Duncker et al., 2019), switching sys-
tems (Kohs et al., 2021), and learning neural network
drift functions (Ryder et al., 2018). The work of Course
and Nair (2023) introduces a Bayesian treatment of
the DP learning problem by endowing the diffusion
parameters with a prior distribution and deriving a
mean-field variational algorithm to approximate the
posterior over states and parameters. However, their
formulation suffers from the same optimization issues as
VDP, which is also reflected in the run time they report.
Our approach turns the hard problem of VI under a
DP prior into an easier problem of VI under a GP prior.
For the latter, it is common to restrict the variational
process to a GP (Challis and Barber, 2013). Efficient
inference and learning that exploit the exponential fam-
ily structure of the manifold of GPs and its geometry
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can then be derived which are state of the art (Khan
and Lin, 2017; Chang et al., 2020; Adam et al., 2021).
These algorithms are equivalent to natural gradient
descent (Amari, 1998) and exploit the structure of the
optimal variational process in the natural parameteriza-
tion (Sato, 2001), splitting the contribution of the prior
and the observations into the posterior in an additive
fashion. These previous approaches consider models
with GP priors and non-Gaussian likelihoods, while we
focus on the more general problem of DP priors.

2 BACKGROUND

An Ito diffusion process (DP) with state dimension d
can be defined by an SDE as

pdxy = fp(xe,t)dt+LdB:, st xo ~ p(xo), (2)
where the drift f, : R*xR; — R? is a non-linear
mapping, the diffusion term L is linear (we drop
dependency on t for notational convenience), and G,
denotes the Brownian motion with a spectral density
Q.. The data D={(t;,y;)}~, comprises input—output
pairs and is assumed to constitute independent and
identically distributed noisy versions of state trajectory
x at n ordered discrete-time points via an observation
model providing the likelihoods {p(y; | x¢,)}";. The
posterior process pp can be shown to have the following
structural properties: (i) it shares the same diffusion
coefficient as the prior; (i7) it can be expressed as
the sum of the prior drift f,, and a data and prior
dependent term ¢ resulting from a backward pass
through the process and observations (see App. A):

Pp dxt = (fp(xtat) +g(XtvtaD7p)) dt+Ldﬁt7
s.t.  xo ~ pp(Xp). (3)

However, for most of the settings of interest, the poste-
rior pp is intractable and therefore approximate infer-
ence methods are used for both inference and learning.

VI turns the posterior inference problem into the max-
imization of a lower bound £(g) (ELBO) to the log
marginal likelihood log p(y) with respect to a distribu-
tion ¢ over the latent variable x,

logp(y) > Eqllogp(y | x)] — Dkilq | p] = L(q), (4)

where p is the prior distribution over x, p(y|x) is
the likelihood, and Dky[q || p] is the Kullback-Leibler
divergence between ¢ and p. The gap in the inequality
can be shown to be logp(y) — £(¢) = Dkrl¢| pp]-
Thus, the bound is tight for ¢ = pp, i.e. when ¢ is
the posterior distribution. We use probability density
functions to refer to the associated distributions, as
is commonly done in the field.

In the case of diffusion processes, the KL divergence
between the variational process ¢(x) and the prior pro-
cess p(x) can be expressed by using Girsanov theorem
(Girsanov, 1960) leading to the ELBO,

L(q) = Eq(x) log p(y | x) — Dxw[g(x0) || p(x0)]
=300 B lfa(xest) = o )12, 1ty (5)
where || - ||? o is the weighted 2-norm associated to

the inner product (f,g)q-1 = f'Q_ g, and we set the
diffusion function of the posterior process to its optimal
value, which is that of the prior.

The prior DP might have free model parameters 0 (e.g.
parameterizing the drift function as in Fig. 2) that
need to be adjusted to best explain the observations,
a task we refer to as the learning problem. In this
scenario, the ELBO L(q, @) depends on both the model
parameters 8 and the variational distribution ¢. Noting
q*(0) = argmax, £L(q,0), the optimal variational
distribution for fixed model parameters 8, a common
objective to solve the learning problem is to maximize
objective L£(¢*(0);0). This nested optimization prob-
lem is intractable and usually replaced by coordinate
ascent of the ELBO with respect to (g, 8), a procedure
known as variational Expectation-Maximization
(VEM, Neal and Hinton, 1998, see App. E.2). The
efficacy of VEM strongly depends on the choice of pa-
rameterization for the variational distribution ¢ and its
dependence on the parameters 6 (Adam et al., 2021).

2.1 Gaussian VI for Diffusion Process (VDP)

Archambeau et al. (2007a) propose to restrict the vari-
ational process ¢(x) to be a diffusion with affine drift

Q={q: dx;=(Asx;+by)dt +LdB;, x0 ~ q(x0)}, (6)

with A, € R?¢ and b, € R, corresponding to the set
of Markovian Gaussian processes (¢f. Sarkkd and Solin,
2019, Ch. 12). In this setting, the marginal distribution
q(x¢) of the process are fully characterised by the mean
and covariance, M = (my, S;).

Constrained optimization Archambeau et al. ex-
press the ELBO Eq. (5) in terms of both the variational
parameters V = (Ay, b;) specifying the drift function
fq and the marginal statistics M of the variational
process g, which are coupled through ODEs:

m;—A; m;—b;
Si—A:S:—S: A -Q.
They introduce an alternative formulation of the ELBO
optimization problem as the maximization of

CIM, V](t) = =0 Vit (7)

LM, V) = Ex) log p(y [ x) - Dxr[q(x0) || p(%0)]
-3 00 Eqpen l(Axe +be) = fo(xe, ]2 dt, (8)
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subject to constraint C[M, V](¢)=0,V¢. They propose
to solve this constrained optimization problem via the
method of Lagrangian multipliers (see App. C). This
approach does not lead to a closed-form expression for
the solution, but gives stationarity conditions for the
optimal variational parameters,

(Arvb;:k) = Hq*(Xf,)[fp('7t)] +9(D, A", b", 1), (9)

where Il [fp(,t)] is the posterior linearization
operator applied to the prior drift f,(-,¢) defined by

I [fp(-,t)]=argmin B |[[Aexeitbe - fo(xe,t)g- |-
q(x¢) (Ay,by) a(xt) °

(10)
Informally, the operator finds the best linear ap-
proximation of the drift in a squared loss sense, in
expectation over the ongoing variational process.

Fixed point iterative algorithm These stationarity
conditions imply an iterative algorithm,

(AL D) =Ty i i 09D, AL B, 1),

(11)
for finding the variational parameters. An appealing
property of these updates is that they mimic (up to
the posterior linearization) the additive expression of
the exact posterior drift in Eq. (3) (see App. C). As
a follow-up, Archambeau and Opper (2011) clarified
the connection to posterior linearization, which is also
used as an explicit sub-routine in various approximate
inference algorithms (Garcia-Fernandez et al., 2015;
Tronarp et al., 2018).

Limitations of the VDP method The first issue
is with the iterative algorithm in Eq. (11). The itera-
tive algorithm is introduced out of convenience because
it leads to closed-form updates. However, it does not
come with convergence guarantees. Another issue stem-
ming from the stationarity conditions Eq. (9) is that
unlike in the exact inference case Eq. (3), the devi-
ation g from the prior drift depends on the optimal
posterior (A*, b*) instead of on the prior p. This depen-
dence makes the fixed-point updates arbitrarily slow to
converge—even for simple linear diffusion (see Fig. AS8).

Consequently, learning the model parameters (via
VEM) becomes problematic. Following Adam et al.
(2021), we argue that when learning parameters via
ELBO maximization, the best parameterization of
the variational posterior ¢ is one that completely
decouples the contribution of the prior from that of the
observations. Such a decoupling occurs in conjugate
posterior inference in exponential family models: the
posterior natural parameters sum contributions of
the prior and of the observations. This property of
exponential family models is the building block of
the method we propose. It is not possible to achieve

such a decoupling when parameterizing ¢ via its
drift function. This is true even when exploiting the
additive expression of the exact posterior drift Eq. (3)
because the deviation term g still mixes the prior
and the observations. The algorithm proposed in
Archambeau et al. (2007a) inherits this more general
problem of parameterization via the drift function.

In the next section, we describe our method and how
it fixes the aforementioned issues by exploiting the ex-
ponential family structure of linear diffusion processes.
By parameterizing the posterior in terms of its natu-
ral parameters, we (i) bypass the need to use a fixed
point algorithm, trading it for a well-understood con-
vex optimization algorithm, and (7i) achieve a better
separation of the prior and observation contributions
to the posterior, speeding up the dynamics of learning.

In short, our approach hinges on the following steps:
(1) We frame our method within the framework of VI, re-
stricting the variational process to the set of linear diffu-
sions; (71) such a variational process belongs to an expo-
nential family, and we parameterize it via its natural pa-
rameters; (i) we speed up inference via natural gradi-
ent descent and ease learning by incorporating iterative
posterior linearization of the prior in the framework.

3 CVI FOR LINEAR DPs (CVI-DP)

Consider the following continuous-discrete Gaussian

diffusion model with Gaussian observations:
dth(Atxt + bt) de + L d,@t7 Yi | X:thti + (S (12)

with ¢ ~ N(0,0%) and h € R? (example of such
a model in Fig. A8). The diffusion process can be
marginalized to state evaluations {x;=x;, }I*; leading
to the discrete-time Markov chain

gi ~ N(Ov Qz)a

where (Az, b, Qz) are available in closed-form.

Xi41 = AiXi + E)z + gi, (13)

Exact inference for Gaussian observations The
marginalized prior process belongs to the exponential
family F which we define as containing non-degenerate
Gaussians with probability density

- Xp) = exp[(T(x), mp) — A(mp)],

where T(x) = [x, btd(xx )] is the set of sufficient statis-
tics with btd(M) sets entries of M outside of the d-block
tri-diagonals to zero (see App. D), and 1, are the nat-
ural parameters. The likelihood factors {p(y; | x;)}7"
can be expressed as proportional to the density of an
exponential family distribution conjugate to F with
sufficient statistics {T(hTx;)}"_, and natural param-
eters A*=(0"%y, —12072) € R"*2. Due to the conju-
gacy, the posterior distribution p(x|y) x p(y | x) p(x)

p(xo, .- (14)
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Figure 3: Approximate inference under a Double-Well prior (draws from prior on the left). Middle: Approximate
posterior processes for CVI-DP and VDP overlaid on the SMC ground-truth samples. Right: Our CVI-DP
converges quickly even with large discretization step when inferring the variational parameters, while VDP suffers
from slow convergence even with a small discretization step.

belongs to F. Its natural parameters are avail-
able in closed form and decompose additively as
no=np+@(A*), where ¢(A) is the linear mapping such
that >°.(T(h"x;), A;) = (T(x), ¢(A)). Importantly, A*
is independent of the prior parameters 6.

Non-conjugate case If observations are independent
conditioned on the process but no longer Gaussian
distributed, one can resort to VI and show that the opti-
mal Gaussian variational posterior ¢ € F has the same
additive natural parameter structure ng=n,+@o(A*).
To optimize the ELBO, Mirror descent in the expec-
tation parameterization of the variational distribution
p = E,[T(x)], with the Kullback-Leibler divergence as
Bregman divergence (see App. E.1) provides an efficient
algorithm to find the optimal A*, via the local updates

AFD (12 ) A1 67 (V0 By log plys | x4)) s (15)

where ¢; are the linear mappings such that
(T(hTx;), A = (T(x3), di(Ni))- This procedure
corresponds to the CVI inference algorithm introduced
in Khan and Lin (2017).

Learning To learn the hyperparameters 6, we
follow Adam et al. (2021) who proposed a modi-
fied VEM algorithm running coordinate ascent on
(A, 0)=L(n,(0)+0(N),0), instead of the usual coor-
dinate ascent directly on £(n,,8), and showed that
it speeds up the learning (see App. E.2). Informally,
with the former loss, the optimal variational param-
eters A*(0) = argmaxy [(\, 0) obtained for a fixed
parameter setting @ are more independent of 8 than
in alternative parameterizations. As a consequence,
they generalize better to the new parameters settings
encountered during the learning, in the sense that they
remain closer to the new optimal variational parame-
ters across the M-steps iterations: A*(0;41) =~ A*(6,).
Thus fewer adjustments of A are needed in the E-steps
during the learning process via VEM, which explains
the faster convergence. As an extreme example, con-
sider running inference and learning via coordinate

ascent [(A, @) in the model with Gaussian observations
described above. Since A* is independent of 8, it is
only required to run Eq. (15) to convergence once to
obtain A*, and then to optimize the loss with respect to
0. Note that in this setting, it is unnecessary to resort
to approximate inference since the marginal likelihood
is available in closed form.

4 CVI-DP FOR NON-LINEAR DPs

Similar to the algorithm proposed in Archambeau et al.
(2007a), we adopt the variational approach and restrict
the variational process ¢ to the set of linear diffusions.
However, to derive our algorithm, we take a differ-
ent route than Archambeau et al. (2007a). We first
discretize the continuous-time inference problem ef-
fectively turning the continuous-time problem into a
discrete-time problem. We then derive an inference
algorithm for the discretized problem. Finally, we take
a continuous-time limit of the resulting algorithm. This
construction is similar to the work of Cseke et al. (2013).

4.1 Discretizing the Inference Problem

We discretize the prior process on an ordered time-grid
T = (t1,...,typ) € [0,T] using Euler—-Maruyama as

M-1
P({)=p(x0) [] N 13 Xt fy (s ) At, QuAY)
m=0

(16)
where we denote the discretized process as {x},. We
assume the discretized process is observed at n < M
time points and denote by x9 the vector of states
such that p(y; | {x},)=p(vy: |x¢). The CVI algorithm
applies to inference problems with exponential family
priors. We denote by F. the set of Markovian
Gaussian processes marginalized to {x},, which is a
Gaussian exponential family with sufficient statistics

)
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Figure 4: Approximate inference under a stochastic van der Pol oscillator prior (draws from prior on the left).
Middle: Approximate posterior processes for CVI-DP and VDP overlaid on the SMC ground-truth samples.
Right: CVI-DP converges quickly even with large discretization step when inferring the variational parameters,
while VDP suffers from slow convergence even with a small discretization step. SMC did not converge with the
provided budget and requires more number of particles in the multi-dimensional setup.

T({x};). We introduce p;, € F. with linear drift
fr(xXm, m) = A, X, + by, and the added constraint
that it shares the same innovation noise as p as well
as the same marginal distribution over the initial state
xg. This allows to introduce the change of measure

p({x}-) M—1 p(x | % )
—_— = log PAEmtl [ Xm)
pL({X}T) exp <Zm:O og PLXmi1] Xm))

= (S0l Vi) AL), ()

where X,,=[Xn+1,Xm] denotes consecutive pairs of
states, and the potentials V(X,,) are given by

1
V&) = 31 20om) = folem) [+

At<% - fL(Xm)7 fP(Xm)_fL(Xm)>Q71' (18)

Note that we dropped the time dependence of the
drift function to simplify the notation. Details of the
derivation are provided in App. F.1. We obtain an
alternative expression for the posterior distribution

p({x}+ D) = pr({x}-) p(y [{x}+)
exp(sz;g V(%) At) . (19)

This corresponds to an inference problem in which
the prior over the latent chain has the simpler
density pr, and two likelihoods: the original and now
sparse likelihood p(y | {x}) and an additional dense
likelihood stemming from the change of measure. We
are now back in the setting of models with linear
diffusions as priors, where VI can be achieved via the
Mirror descent algorithm introduced in Sec. 3.

c

4.2 Solving the Discretized Problem

In the discrete form, the intractable posterior can be
approximated by a Markovian Gaussian process param-
eterized via a mixture of dense and sparse sites as done

in Cseke et al. (2013, 2016):

a({x}s) o pr({x}) exp( S0y (A T )
+ X0 (A, T(&))AL) . (20)

The approximating distribution g belongs to F. and
has natural parameters n,=np+¢(X)+y(A), where ¢
and v are linear operators (see App. F.3).

Inference In this scenario, the ELBO is

£(g) = —Dxrla({x}- | pr({x}.)] (21)
T By ey log p(yi | x8) + om0 Bycx,) V (Km) At

The inference algorithm consists of applying Mirror
descent on this objective in the expectation parame-
terization, which leads to the following local updates

AR (1-p) AN L9 (VB oo log plys | x3)), (22)

where ¢; and 1, are additional linear operators (see
App. F.4). Tt is important to note that the choice of
pr, is not important for the purpose of inference. This
is because ¢* and A\* are independent of py,. For any
distribution py,, the optimal dense sites are given by
Y(A*) = ng —np — ¢(A*). However, for the purpose
of learning, the choice of p;, matters.

Learning For the purpose of learning the hyperparam-
eters 0 of the prior diffusion, we use the modified VEM
approach described in App. E.1. For this method to be
effective, it is desirable at the M-step for the sites A, A
of the variational distribution to be as independent
of 8 as possible, or alternatively to have py as close
as possible to p. Here, we use posterior linearization
(Eq. (10)) and set (A, b)) = g, ) [fp(+ tm)]. When
the prior diffusion p is linear, we recover exactly the
algorithm for linear diffusion discussed in Sec. 3.
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Table 1: Negative log predictive density (NLPD) (lower better) over 5-fold CV for Gaussian (sanity check) and
non-Gaussian DPs when performing inference only. CVI-DP agrees with the SMC ground-truth, even at large
discretization steps At while VDP suffers from convergence issues.

Gaussian Non-Gaussian priors

ou Benes DW Sine Sqrt van der Pol

& SMC 0.371-+0.225 0.178+0.160 0.069-+0.140 0.153+0.210 —0.054+0.085 0.836+0.460
s Opt. Gaussian 0.374+0.234 0.172+0.167 0.077+0.117 0.160+0.215 —0.046+0.086 0.946-+0.711
& GPR (OU kernel) 0.377+0.241 0.191+0.130 0.252+0.091 0.220+0.281 0.648+1.371 0.638+0.447
5 s VDP 1.842+42.494 0.253+0.128 0.412+0.231 0.208-+0.169 0.162+0.155 0.042+0.609
© CVI-DP (Ours) 0.377-+0.239 0.169+0.153 0.076-+0.186 0.154-+0.207 —0.048+0.078 —0.144+0.534
+«8 VDP 0.379+0.241 0.174+0.101 0.384+0.215 0.160+0.191 0.070+0.146 —0.150+0.431
<42 CVI-DP (Ours) 0.377-+£0.240 0.169+0.153 0.075-+0.190 0.154-+0.207 —0.050+0.078 —0.159+0.514
+«35 VDP 0.377+0.240 0.154+0.126 0.318+0.228 0.167+0.193 0.059+0.144 —0.148+0.434
4SS CVI-DP (Ours) 0.377-+0.241 0.169+0.153 0.075-+0.192 0.154-+0.208 —0.050+0.078 —0.167-+0.501

Algorithm 1: Variational Inference under a dis-
cretized non-linear DP prior.

Input: Prior p({x},),¢({x}+), data D, learning rate p
while not converged do
while not converged do

Sites update:

A =(1-p)A 49 671 (V 1, E iy log plyi | %))
AR =(1=p) AR +p Y0t (Vi By V (Rm))
Compute posterior:
nngrl) = T, 1 AFEFD) 1 p(AKHD)

end

Update pr, via posterior linearization:
(A, b )" = g (e, [fp (- Em)]

new,

Update A under p7**: A|p2ew =Alp, +1p, —Mpuew
end

We choose to set py, iteratively via posterior lineariza-
tion within a broader CVI-DP algorithm for inference
and learning, which we describe in Alg. 1. We alternate
steps of (i) inference via mirror descent on the ELBO
(Eq. (22) and Eq. (23)), (ii) posterior linearization to
update pr,, and (%) learning via gradient descent on
an ELBO with respect to 6.

4.3 Continuous-time Limit

When taking the continuous-time limit d¢ — 0, both
pr and ¢ become Gaussian processes, and these no
longer have a formulation through density functions
with respect to the Lebesgue measure. As dt — 0, Gir-
sanov theorem guarantees the existence of the change
of measure in Eq. (17), and we have

X} P(dx
Eq(¢xy,) log plix}e) (dx)

pr{x},) im0 %8 B (dx)
= [ Eqllfo(xe,t)=fp(xe, )72 dlt, (24)

where P, Py, Q are the probability measures of the
limiting processes p, pr, g respectively. Informally, as

the sites get dense, sums become integrals

afx}) o prx)exp( X (@i(2). Te))

T
+ Jy (A T(x) ). (25)
Though such a density does not exist, the marginal
means m; and covariances X; of ¢ do exist and are
solution to the well-defined ODEs of the Kalman—Bucy
filter (Sarkkd and Svensson, 2023). Also, the local site
update rules Eq. (22) and Eq. (23) readily extend to
the continuous time setting

A=) A 1o (Vi By Vi) . (26)
We provide further details in App. G. It is important
to note that, after taking the continuous time limit, the
algorithm no longer depends on the Euler—-Maruyama
discretization used to build the discrete algorithm in
the first place.

Relation to the original CVI algorithm CVI was
introduced in Khan and Lin (2017) with application
to inference in Gaussian process models. It was
extended to the case of Markovian Gaussian processes
in Chang et al. (2020) and to the setting of sparse
Gaussian processes (Wilkinson et al., 2021; Adam
et al., 2021), an approximation framework to reduce
the computational cost of inference. The modified
VEM algorithm was explicitly introduced in Adam
et al. (2021). In this paper, we further extended CVI
to the setting of non-linear diffusions.

Comparison with the VDP method CVI-DP is
built on top of efficient algorithms specialized for the
setting of linear diffusion priors (i.e., GPs). One of
its good properties is that it reverts to these efficient
pre-existing algorithms when applied to problems in
the linear-Gaussian setting. In that sense, it unifies
variational inference in models with a GP and a DP
prior. This is unlike the VDP, which is very inefficient
in these scenarios in terms of speed of convergence for
both inference and learning (c¢f. Figs. 3 and 5).
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Table 2: Negative log predictive density (NLPD) (lower better) over 5-fold CV for Gaussian (sanity check) and
non-Gaussian DPs when performing inference and learning. CVI-DP yields good performance even at large
discretization steps At while VDP suffers from convergence issues.

Gaussian Non-Gaussian priors
ou Benes DW Sine Sqrt van der Pol
GPR (OU kernel)| 0.389+0.249 |  0.197+0.164 0.218+0.091 0.214+0.202 0.358+0.134 0.561+0.154
35 VDP 0.559-£0.488 0.642+0.577 0.270-£0.142 0.209-£0.169 0.170-£0.152 0.713+0.827
S  CVI-DP (Ours) 0.361-£0.240 0.154+0.146 0.100-£0.131 0.180-+0.218 —0.048+0.083 —0.032+£0.412
-8 VDP 0.385+0.233 0.218+40.184 0.223+0.149 0.162+0.183 0.085+0.141 0.1924+0.577
4SS CVI-DP (Ours) 0.361+0.239 0.154+0.146 0.098+0.134 0.177+0.214 —0.052+0.079 —0.031+0.412
<35 VDP 0.374+0.239 0.209+0.191 0.297-+£0.185 0.165+0.197 0.028+0.133 —0.032+0.426
4S CVI-DP (Ours) 0.361-+0.239 0.154+0.147 0.100-£0.135 0.177+0.213 —0.044+0.081 —0.022-+0.404

However, the parameterization of CVI-DP is slightly
more costly than that of VDP. Both methods implicitly
learn the transition statistics (A,, bi. QZ) of a linear
Gaussian SSM (see Eq. (13)), but VDP does not learn
the Ql and restricts the diffusion coefficient to match
that of the prior diffusion. This is suboptimal when the
continuous algorithm is discretized at implementation
time: in Fig. 3 we show that the performance of VDP
degrades fast as the discretization gets coarser, while
the performance of CVI-DP is relatively unaffected.

5 EXPERIMENTS

We implement both CVI-DP and VDP within the
MarkovFlow (Adam et al., 2022) framework built on
top of TensorFlow (Abadi et al., 2015) and perform a
series of experiments to showcase various properties of
these methods. For inference and learning, we evaluate
the performance of these methods on problems covering
a set of DP priors, both linear and non-linear, each
with its own characteristics. For inference, we show the
proposed method CVI-DP performs better than VDP
and is at par with the sequential Monte Carlo baseline.
For learning, we use the same setup but also learn
the model parameters of the DP prior. We show how
CVI-DP provides a better learning objective leading
to faster learning. Furthermore, to showcase the appli-
cability of CVI-DP in the real world, we demonstrate
inference on finance and GPS tracking data sets.

Synthetic problems We comparatively evaluate
our method on synthetic problems covering an array
of DP priors: the linear DP (Ornstein—Uhlenbeck,
OU, Fig. A8), dz;=—0x;dt+df;, as a sanity check
for which the posterior process can be written in
closed-form; the Bene§ DP, dz;=60tanh(x;)dt+dS:,
whose marginal state distributions are bimodal
and mode-switching in sample state trajectories
becomes increasingly unlikely with time (Fig. A9);
the Double-Well (DW) DP, da;=0yz; (61 —x?) dt+df;,
whose marginal state distributions have two modes
that sample state trajectories keep visiting through
time (Fig. 3); a Sine DP, dx;=00 sin(x;—0;) dt+dS:,

whose marginal state distributions have many modes
(Fig. A10); a Square-root DP, day;=+/0|z:|dt+dp;,
that has divergent fat-tailed behaviour
(Fig. All); and stochastic van der Pol oscillator,
dx; =00 (0, 2V —(1/3)a() —2?) at, (1/a,)2iM dt) T+dB,,
that has multi-dimensional state vector (Fig. 4).

Baselines As a baseline, we use sequential Monte
Carlo (SMC) as particle smoothing through conditional
particle filtering with ancestor sampling adopted from
Svensson et al. (2015). The ‘optimal’ Gaussian baseline
is based on a Gaussian fit to the SMC samples. To ap-
proximate the log marginal likelihood, we use annealed
importance sampling (AIS, Neal, 2001) with a similar
setup as in Kuss and Rasmussen (2005); Nickisch and
Rasmussen (2008) (details in App. H). We maintain a
consistent number of particles and smoothers across all
experiments. However, it struggles with convergence
issues in the multi-dimensional van der Pol DP.

Speeding up inference We compare the performance
of approximate inference using VDP and CVI-DP on
three aspects: convergence speed, accuracy of the poste-
rior approximation, and robustness to the discretization
of the time horizon. As a sanity check, we start with
a linear DP prior, where CVI-DP reaches the optimal
posterior after a single iteration (Fig. A8). Also, for
non-linear DP priors, CVI-DP is faster than VDP (see
Fig. 3 for an example with DW prior). Convergence
plots for other DPs are available in App. I. To mea-
sure the accuracy of the approximate posterior, we
use negative log predictive density (NLPD) with 5-fold
cross-validation (results in Table 1). The proposed
method CVI-DP is robust to the discretization of the
time horizon; we report both the methods with different
discretization (At={0.01,0.005,0.001}). A coarse grid
leads to a model with fewer parameters as the number
of variational parameters scales inversely with At.

Learning of model parameters To showcase the
learning capability of CVI-DP, we experiment with the
same setup as in the evaluation of inference but now
learn parameters of the prior DP 0 as well. We compare
the two methods on two aspects: speed of learning and
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Figure 5: Faster learning of the Double- Figure 6: Apple Inc. stock price data set.
Well DP parameter 8 (M-Step) of the pro- CVI-DP learns the drift as an MLP neural
net and predict into the future.

posed method CVI-DP compared to VDP.

posterior predictive accuracy. CVI-DP provides a bet-
ter objective for learning (Fig. 2) which leads to a faster
learning algorithm (Fig. 5). We also report the poste-
rior predictive performance of the methods in Table 2
using NLPD with 5-fold cross-validation as a metric.

Finance data We model the trend of Apple Inc. share
price (8537 trading days), and evaluate four models
under 5-fold cross-validation: Sparse GP regression
model with 500 inducing points (Titsias, 2009) and
a sum kernel of Const.+Lin.+Matérn-1/2+Matérn-3/2
as in Solin and Sarkkd (2015) which gives NLPD
1.444+0.70/RMSE 0.914+0.54; CVI-DP with a linear
DP (OU) which gives NLPD 1.08+0.45/RMSE
0.77+0.41; CVI-DP with a neural network drift DP
which gives NLPD 0.81+0.08/RMSE 0.51+0.08; and
VDP model with a neural network drift DP gives
NLPD 0.92+0.22/RMSE 0.54+0.17. The models have
different priors incorporated in the form of the kernel
and prior DP, giving different flexibility to the resulting
variational posterior. The aim is to learn the underlying
process of the stock price, which we measure in terms of
NLPD on the hold-out set. Of all the models, CVI-DP
with an NN drift results in the best NLPD value due
to its flexibility. Fig. 6 shows simulated predictions
from the CVI-DP learnt prior DP (details in App. 1.2).

Vehicle tracking We model a 2D trajectory of
vehicle movement from GPS coordinates (Fig. 7). The
data set consists of 6373 observation points collected
over 106 minutes. Outputs are modelled with two
independent DPs learned jointly. Similar to the setup
in Solin and Sarkki (2015), we split the data in chunks
of 30 s and perform 10-fold cross-validation. We
experiment with three models: CVI-DP with a linear
DP (OU), which gives NLPD -0.67+0.19/RMSE
0.13+0.04; CVI-DP with a NN drift DP which gives
NLPD -0.824+0.43/RMSE 0.06+0.03; and VDP with
a NN drift DP which gives NLPD -0.554-0.24/RMSE
0.0940.06. CVI-DP with a NN drift gives better NLPD
and RMSE value primarily because of the flexibility of
the DP to model the trajectory (details in App. 1.3).

T T
1995 2005 2015 —5 kmO km 5 km

Time, t (years)

Figure 7: CVI-DP with
NN drift on GPS data
along with observations.

Further comparisons Finally, we compare against
the popular class of NeuralSDEs methods (Li et al.,
2020a; Kidger et al., 2021). These methods are varia-
tional inference algorithms with a broader scope than
CVI-DP: the posterior process ¢ is not restricted to be a
linear DP. However, they rely on sample-based estima-
tion of the ELBO gradient and thus incur a large com-
putational cost, and convergence of optimization via
stochastic gradient descent is often slow (see App. 1.4).

6 DISCUSSION AND CONCLUSION

CVI-DP provides a principled and scalable approach for
variational inference in models with latent non-linear
diffusion processes, parameterized via a time-variant lin-
ear It6 SDE. We argue that the Gaussian VI approach
commonly used for inference in GP models can readily
be extended to the DP prior setting, and propose a uni-
fying approach for both the GP and DP prior settings.
Our work fixes practical problems in the seminal work
by Archambeau et al. (2007a) (c¢f. Figs. 2 and 3), and
provides an important building block for approximative
inference and learning under diffusion processes.

While we tackle the core SDE tooling, diffusion pro-
cesses have recently gained traction in fields across
machine learning such as image generation (Ho et al.,
2020; Song et al., 2021; Dhariwal and Nichol, 2021),
reinforcement learning (Janner et al., 2022), and time-
series modelling (Vargas et al., 2021; Tashiro et al.,
2021; Park et al., 2022). We see that our work can
be an important component in future methods and
extended to handle more complex scenarios with addi-
tional constraints or priors.

A reference implementation of the methods presented
in this paper is available at https://github.com/
AaltoML/vi-diffusion-processes.
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Supplementary Material:
Variational Gaussian Process Diffusion Processes

This supplementary document is organized as follows. App. A describes exact inference for latent diffusion
models, and highlights the properties of the posterior drift function. App. B describes an (intractable) variational
algorithm to perform exact inference in latent diffusion models, using the method of Lagrangian multipliers to
optimize a constrained objective. App. C provides the full derivations for the tractable variational algorithm of
Archambeau et al. (2007a), where the variational distribution is restricted to a set of Markovian Gaussian Process.
In App. D, we derive linear Gaussian state space model using an alternative parameterization. In App. E, we
derive the proposed method CVI-DP (discrete version) for linear DP prior and an arbitrary observation model.
In App. F, we derive the proposed method CVI-DP (discrete version) for non-linear DP prior and an arbitrary
observation model. In App. G, we derive the proposed method CVI-DP (continuous version) for non-linear DPs.
App. H gives details about the Monte Carlo baselines and App. I provides details about the experiment setup
and insights about various results.

A Exact Inference for Latent Diffusion Process Models

In this section, we describe the exact posterior inference in models with diffusion process prior, following the
derivations in Higgs (2011). Given the Markovian structure of the diffusion, the marginal posterior at time ¢
factorizes as

p(x¢| D) = p(x¢| D<t) (A27)
N———— D

e (xt)

This expression splits the contribution of observations before and after time ¢ into two terms corresponding to
continuous time equivalent of the forward and backward (up to a constant) filtering distributions in discrete
Markov chains (Byron et al., 2004).

The forward filtering distribution ng) satisfies, in between observation times, the Kolmogorov forward equation

(Karatzas and Shreve, 1998)
N
(@~ Kp)pi" =0, (A28)
N
where K ¢ is the Fokker—Planck operator defined for twice differentiable functions ¢ as

R 1o i= VT [£6x, )6(x)] + tr(Qe(TV ) [6(x) (429)

Similarly, the second term 1);(x;)—also known as the information filter—satisfies, in between observation times,
the Kolmogorov backward equation

-
(0 + K y)ty =0, (A30)
+—
where K is the adjoint of the Fokker-Planck operator defined for twice differentiable functions ¢ as
pa T 1 T
Kylo(x)] = f(x,1) V[o(x)] + 5tr(Qe(VV ) [(x)])- (A31)

If solving for piF) forward in time, at the discrete observation times ¢, observations are added from the conditioning
sets of p;(F), leading to the instantaneous updates

P (x4 ) o pU) (34 ) p(Dy | x4 ). (A32)



The information filter ¢; can be solved backwards with the initial condition ¢ = 1 and discrete updates

(Dt | x¢) y+ (%4+)
p(Dy | Dey) .

- (x-) = 2 (A33)

Differentiating the marginal posterior distribution py,|p through time (Higgs, 2011, Theorem 2.8), it can be
shown that the posterior process py |, shares the same diffusion as the prior process and its drift i is given by:

h(Xtat) = fp(xht) + QcVlog wt(xt)- (A34)

This result reveals that the posterior process shares the same Markovian structure as the prior process. It also
provides a recipe to compute the posterior marginals: (1) compute 1; backward in time via Eq. (A30) and the
jump conditions Eq. (A33), and (2) compute the posterior drift via Eq. (A34) and compute the marginals of the
posterior process via Eq. (A28). These steps are however intractable for most settings of non-linear drift and
observation models.

B Variational Inference for Latent Diffusion Process Models (General Case)

In this section, we derive the posterior process for latent diffusion models starting from the variational formulation
of the problem. We introduce the variational objective, describe an optimization procedure and discuss some
properties of the solution.

We start from the variational objective for inference in latent diffusion models given in Eq. (5), which we rewrite
here for completeness

L(q) = Eq( [log p(y [ %)) — % Jo Bageoll (e, t) = fo(xe, 1)I[g,-1dt — Dxrla(xo0) || p(x0)]. (A35)

The drift f,- of the optimal variational process ¢* maximizing £(q) can be derived from this variational objective
using the tools of Lagrangian duality. Let L(q, f;) be the ELBO defined in Eq. (A35) where we have severed the
dependency between ¢ and f;. The optimization of the ELBO can be cast as the optimization problem

—

max L (g, fq) subject to [(8; — Ky, )q](x,t) =0, Vx,t, (A36)
q

—
where K is the Fokker—Planck operator defined in Eq. (A29). We introduce the Lagrangian X associated to this
constrained optimization problem

(g fa0 N) = £(q, £) + [ [ Ao ) [0 — K 1.)q] (x.t) dx, . (A37)

A local optimum (g*, Iy ) of the original constrained optimization problem is associated to a unique pair of La-
grangian multipliers A\* satisfying Vg, A£|g«, sz 2+ = 0. Introducing the change of variable Ax,t) = —log¥(x,t),
the system of equations can be written as

0= 2200 R )] + i, ) S o plu | X601 1), (A38)

We recover the posterior drift as in Eq. (A34),

faxe,t) = fp(xe,t) + QcVlog ¥(x, 7). (A39)

C Gaussian Variational Inference for Diffusion Processes (VDP)

In this section, we focus on the case where the set of variational processes is restricted to that of Markovian
Gaussian processes, as described in Sec. 2.1. More formally, the variational process ¢ is restricted to be a diffusion
with an affine drift

Q={q:dxt=(Awx¢ +by)dt +LdB:, x0~q(x0)}. (A40)



The drift parameters A; € R¥*? and b; € R? are associated to a unique set of marginal distributions q(x;), which
are fully characterised by the mean and covariance M = (my, S;). We denote by V = (A¢, b;) the variational
parameters of ¢. The ELBO is given by

LM, V) = By log p(y | %) + 3 fy Eqen [(Aixi +be) = fp(xi, )2 1dt = Dicefa(xo) [ p(x0)] . (A41)

The constraints connecting the drift parameters to the marginal statistics (m, S) are

m; — A;m; — by

CIM,V](t) = |4 =0 Vt. A42

[ ]() St*AtSt*StA:*QC ( )
The constrained optimization problem is thus

rl\r/}a‘)/( LM, V) (A43)

subject to C[M,V](t)=0 V. (A44)

A Lagrangian is constructed, with Lagrangian multipliers © = (A, ¥;) associated to each of the two constraints
as
£(M,V,0) = LM, V) — [[(6,C]M, V(1)) dt. (A45)

A local optimum (M*, V*) of the original constrained optimization problem is associated to a unique pair of
Lagrangian multipliers ©* satisfying Vi, v, e, £|lM: vy,0; = 0,Vt. The system of equations can be re-expressed
as:

¥y = AT - WA - (A46)
A= AN~ Vil (A47)
A} = B, [Vaf] - 2Qu¥°, (A48)
(A49)
(A50)

b} =Eg[f] = Ajmj — A},
0 = C[m*,S*, A*,b*].

C.1 Fixed Point Iterations

The system of equations derived earlier are not analytically solvable. They consist of self consistency equations
among the optimal variables x}, ©f. To find optimal solutions to this problem, a fixed point algorithm, whereby a
sequence of variables (X§k)7 @E’“)) is constructed in Archambeau et al. (2007a) using the self consistency equations
as follows:

From Eq. (A46): ®(#+D ¥, = —APTw, -, AP —VsLlgn, with ¥(T) =0, (A51)
From Eq. (A47): AG+D A =—APTN, = VL, with A(T) = (A52)
From Eq. (A48): A(+D — (1 - w) AW 4 w(E,m[Vxf] — 2Q.BHF ), (A53)
From Eq. (A49): b*+D — (1= w)b® 4 G(Eym[f] — AP mP - AP (A54)
From Eq. (A50): m(+Y —m; — Angrl) m; — b§k+1) ) (A55)
From Eq. (A50): S*+D 8 —AFg, g, AT _q.. (A56)

The iterations are run until convergence. In Eqs. (A53) and (A54), the learning-rate w is introduced for stability
reason. It enforces a degree of stickiness to the previous values for A and b in the sequence defined by the
updates.

D Linear Gaussian Discrete Markov Chains
We consider a Linear Gaussian discrete Markov chain, also known as linear Gaussian state space model (LGSSM),
which specifies the distribution of a finite collection of random variables x = [xg, ..., X,] as follows:
Xp ~~ N(mo, So), (A57)
Xi+1 = Ax; +b; + &, £ ~N(0,Q;). (A58)



The joint density over x factorises as a chain p(xo,...,X,) = p(xo) [[iq P(x; | x;—1). It is common in the
literature to parametrize the ‘drift’ via statistics ¢ = {Al, Bi, Qz}?;l It provides an intuitive description of the
collection as a temporal process and also an effective way to compute the marginal means m;, covariances S; and
cross covariances C;, defined as

m; 1 = E[x;41] = A;m; +b;, (A59)
Sit1 =E[(xip1 —my1)(xi1 —mi1) ] = A8 A + Qi (A60)
Ci = E[(xit1 — mip1)(x; —m;) '] = A;S;. (A61)

The stacked parameters M = {m;, S; 11, C;4+1}}, constitute a parameterization of the LGSSM. A convenient
alternative parameterization of LGSSMs is as a special case of conditional exponential family distributions (Lin
et al., 2019)

p(Xit1|xi) = exp[(Te(Xit1, %), Ai) — Ac(Ni)], (A62)
p(x0) = exp[(T(x0), Ao) — A(Xo)], (A63)

where for each conditional distribution, T.(x;4+1,%;) are the sufficient statistics, A; the natural parameters, and
Ac(N;) the associated log partition function.

The initial state is distributed as a multivariate Gaussian with sufficient statistics and natural parameters
T(Xo) = [Xo,X()X(—)r] 3 )\0 = [Salmo, —%Sal] . (A64)

By expanding the log conditional density as

log p(xi+1]%;) = _%(Xi-&-l —Aix; — b)) Q  (xip1 — Aixi —by) + ¢ (A65)
= sz-i-lQi_lBi - %XL1Q;1X1+1 +x1Q TAX; + ¢, (A66)

we can identify
T(Xip1, %) = Kip1 XX, XX, |5 A= [Q ', —3Q; 1, Q7 'A], (A67)

where the inner product in Eq. (A63) (resp. Eq. (A62)) distributes over the sufficient statistics in Eq. (A64) (resp.
Eq. (A67)) and is the standard inner product a,b — a'b for vectors and A, B — Trace(A "B) for matrices.

Finally, the expectation parameters p for the conditional exponential family distribution are defined as

1i = Epie e [T(Xiw1, %)) = [migr, Sign +mypmyy, G+ myyp), (A68)
1o = Ey(xq)[To(x0)] = [mo, So + momg]. (AG9)

The joint distribution over states x is a (T + 1) d-dimensional multivariate normal distribution in the exponential
family
p(X0, -+ xXn) = exp[(T(x),mp) — A(mp)]- (A70)

Building the joint density by multiplying the terms from the conditional exponential family description (Eq. (A63)
and Eq. (A62)) reveals the sparse structure of the sufficient statistics. Indeed these are the union of the initial
and conditional sufficient statistics in Eq. (A64) and Eq. (A67). Importantly, they only include the outer product
of identical states x;x; or consecutive states x;x;,,. These sufficient statistics can be conveniently written as
T(x) = [x,btd(xx )] where btd(M) sets entries of M outside of the d-block tri-diagonals to zero.

An important property we use in the paper is that given two such LGSSMs indexed p1, p2 with natural parameters
nW, ), the Kullback-Leibler divergence is

VDKL [pl(X; ) [Ip1 (7)) | =™ —n®). (AT71)

A LGSSM is fully characterized by either of the parameterizations 1, p , ¢ and M. There is a bijective mapping
between each of these parameterizations and CVI-DP requires to compute some of these transformations, which



we derive here for completeness.

@ to M:
A;=C;S;, (A72)
Qi =Sit1 — AiS;iA/, (AT3)
bqj =m;y1 — Almz (A74)

M to u:
pi = [mip1, Siv1+mipm),, Ci+mm]], (A75)
Mo = [mo, So + momOT] (A76)

pn to M:

T T

miy1,Siv1, Ci = [, p® — P pMT p — pPpdr) (ATT)
[mo, So] = [k, k5 — momg . (AT8)

p to p:
A =Cis7t = () — pP D () - pP P, (A79)
bi = myer — A, = i — () — D) - e g (A80)

E CVI-DP for Linear DP and Arbitrary Observation Model

In this section, we derive the proposed CVI-DP for the model with a linear diffusion process prior and an arbitrary
likelihood i.e. the prior over the latent state trajectory is a diffusion process, and data D = {(¢;,y;)}, consist
of noisy observations of the process, y; = h'x;, + ¢; with i.i.d. noise {¢;}?_,. Therefore, the likelihood function
factorizes as p(y | x) = [\, p(yi | h"x¢,). Note that, although we derive the method for the specific i.i.d. setting
with a linear projection from states to observations, the algorithm is not restricted to these assumptions.

E.1 Inference

When the observation model is not Gaussian, we can still marginalize the diffusion to a finite Markov chain.
However, the posterior no longer belongs to an exponential family F, and we need to resort to approximate
inference. Under the variational framework, restricting ¢ to belong to F has the convenient property that
the optimal posterior has the same additive decomposition as in the conjugate case: n; = n, + ¢(A*), with
A* = (A1, A}). This is revealed by looking at the first-order stationary condition of the optimal distribution
q*. The distributions in F can be parameterized via their natural parameters 7 but also equivalently by their
expectation parameters p = E[T(x)]. The gradient of the ELBO with respect to the expectation parameters p of
q is given by VL = V,E,[log p(y | x)] — (ng — np), where we used the property V,Dxr[q || p] = ng — mp. At the
optimum,

VuLly- =0 = ny =np + VuEq[log p(y; [ x)]

e (A81)
Given the factorizing likelihood, noting u; = h'x,,

= ZEQ(ui)[Ing(yi |h7x, = u)]

Eq(x) [log p(y [x)] i (A82)

where q(u;) = N(m;=h"m;,v;=h"S;h) and p; = [m;,S; + m;m.]. We introduce the scalar gradients as

i = Vi, By [9i (wi)]Im; (A83)
Bi = Vo, Eq(uy [gi(w)] oy, (A84)

where g;(u;) = logp(y; | w;). The chain rule gives

w = (h(af —26;pf),hh 57) £ (hAf,, hhTA), (A85)




which reveals the low rank structure of these gradients. Stacking the (Af;,\},) into the matrix A € R™*2, we
introduce the bijective linear operator ¢ with span & C R4 x Rndxnd,

RV 5 S, (T(x),0(A) =3 (T(h"x;), \). (A86)
Thus, the optimality condition in Eq. (A81) can be rewritten as n;=n, + ¢(A*). Therefore, to find the optimal

variational parameters, it is sufficient to search the space of distribution in F with natural parameters 1,=mn,+®(\).

Conjugate-computation VI (CVI, Khan and Lin, 2017) gives an efficient algorithm to find the optimal A* by
running mirror descent with the Kullback—Leibler divergence (KL) as Bregman divergence. More precisely, using
p step-size, it constructs a sequence of iterates AR via

P = argma (V, £(uY), ) — %DKL [a(oc 1) [ aox: ). (A8T)
This maximization can be computed in closed-form leading to the following updates in the natural parameterization
AT (1= p) AB 4 p g™ (V4 E 0 log ply | %)) (A88)
This global update rule can be decomposed into n local updates as
M= = ) A 4007 (Vi Egon log plyi | x2)) (A89)
where we introduced the bijective linear operator ¢; with span S; C R? x R¥*4,
¢ 1 R? = S, (T(h'x),Ai) = (T(x), ¢i(Ai))- (A90)

In the case of Gaussian observations, the gradient term in the updates is independent of where the gradient is
evaluated and equal to A*, so a single step of CVI with step-size p = 1 leads to the optimum (see Fig. A8 for
an empirical example). In the more general setting of log-concave likelihoods, the iterations in Eq. (A88) are
guaranteed to converge to the optimum.

E.2 Learning

Standard VEM procedures iterate pairs of E (Expectaction) and M (Maximization) steps to built a sequence

of variational distributions {¢;}£, and parameters {6}, which we here describe in the context of the dual

parameterization. In the E-step, starting from a hyperparameter 6;, the optimal variational distribution

qr = arg meaé( L(q,0;) is computed via maximizing the ELBO. For the dual parameterization, we get the optimal
q

variational parameters as n; = 1,(0;) + A;. The standard M-step then finds 6, = arg max L(qt,0). Noting
Ly(ng,,0) = L(g:,0), we can rewrite the M-step as

Standard M-step:  0;41 = argming L, (n,(0:) + A}, 0). (A91)

Instead of performing coordinate ascent on £(g¢,0), we do so on I(X,8) = L, (n,(6) + A, 0), which preserves the
original E-step but leads to the modified M-step

Proposed M-step: 641 = argming £,,(1,(0) + A}, 6). (A92)

This proposed objective is still a lower bound to the marginal likelihood and it corresponds to the ELBO in
Eq. (4) with a distribution whose natural parameter is 7, (0) = 1,(0) + A; and thus depends on 6. The ELBO
is different from the distribution obtained after the E-step, with natural parameter n;, which is independent of 6.
We denote this distribution by ¢(x;n;). Clearly, at 8 = 6, both objectives match, and so do their gradient with
respect to 0, but they generally differ otherwise. Adam et al. (2021) showed that this parameterization leads to a
tighter lower bound. Therefore, the learning objective can be expressed as

T, p(yi | x:)pe (x) ]

log Ta—
2(10) [Li=: t; (xi)pe(x)

E(Tlp(g) + A7, 0) = Eqn(r;)(x)
———
1q(6)

=108 Z4(60) + 27y Eq, 00 [ log 24152, (A93)

c(0)




where log Z,(0) is the log-partition of [, t(x;)pe(x). It is the log marginal likelihood of a generative model
where the prior is the linear DP, py(x), and the observation likelihoods are given by the Gaussian sites. Hence, this
is classic Gaussian process regression. The term ¢(€) captures a notion of mismatch between the true likelihood
terms and their Gaussian approximation via sites which is 0 in the setting of Gaussian observations and matched
sites.

F CVI-DP for Non-linear DPs (Discrete Case)

We discretize the prior process on an ordered time-grid 7 = (¢1,...,ta) € [0, T] using Euler-Maruyama as

p({x}- )HM ) N(xm + fp(xm)At, Q:AL), (A94)

where we denote the discretized process as {x},. We assume the discretized process is observed at n < M time
points and denote by x? the vector of states such that p(y; | {x},) = p(y; | x¢). The CVI algorithm applies to
inference problems with exponential family priors. We denote by F. the set of Markovian Gaussian processes
marginalized to {x}, which is a Gaussian exponential family with sufficient statistics T({x}.).

F.1 Details of Change of Measure

We introduce py, € F. with linear drift fr(x,,, m) = A, X, + by, and the added constraint that it shares the
same innovation noise as the prior p. Thus, the change of measure is

p{x})

- log 2Otm+1 [Xm) A
pr({x}7) = exp (5515 log i) (A95)
= exp(S012 V() At), (A96)

where we write the individual sum terms as V' (X,,) At and X,,=[Xm+1,Xm] to denote consecutive pairs of states.
We can further expand it as

p(x7n+1 ‘ Xm)

V) = R G ) (A97)
= gl e g (A9%)
S i AR ACARS AN N o v AT Y
- §HfL(Xm) - fp(Xm)H?;z;l + At<% - fo(xm), fp(xm)—fL(xm)>Q;17 (A100)

where the time dependence of the drift function is dropped to simplify the notation. Thus, we obtain an alternative
expression for the posterior distribution

p({x} 1) = p({x}) ply | {x}7) exp (X020 V(&) AL) . (A101)

This corresponds to an inference problem with the prior over the latent chain having density pr, and two
likelihoods: the original and now sparse likelihood p(y | {x},) and an additional dense likelihood stemming from
the change of measure.

F.2 Solving the Discretized Problem

In the discrete form, the intractable posterior can be approximated by introducing a Markovian Gaussian process
parameterized via a mixture of dense and sparse sites as done in Cseke et al. (2013, 2016):

a({x}r) o po({che) exp( 0Ly s TOTXE)) + 20070 (A, T At) (A102)

The approximating distribution ¢ belongs to F. and has natural parameters 19,=nr+¢(X)+9(A), where ¢ and ¢
are linear operators (see App. F.3).



F.3 Structure of the Optimal Posterior

In the discretized CVI-DP method, the ELBO is

M-1 <
L(q) = —Dxwrlg({x}r [ pL({x})] + Eq(x) log p(y [ %) + 2210 Eq(x,n) V (Xm) At
The optimality condition in this scenario is obtained as

M

VLl =0 = n; =n5+ V,Eyx logp(y | x) + Em:_ol ViuEqo&)V (Xm) At. (A103)

Introducing the bijective linear mappings v, with span S,,, € RMd x RMdxMd
Yt R2 X R 5 S (A, T(En))=(T(x), Y (Arn)) (A104)
and the bijective linear operator ¢ with span & C R4 x Rndxnd,
¢ :R™? = 8 (T(x),6(N)) = Z(T(h %), Ai). (A105)
There exists A* € R"*2 and A* € RM*2d x RMx2dx2d
My =L+ S(N7) + S 02) b (AS,) At (A106)
F.4 Derivation of the CVI-DP Update Rule
The inference algorithm consists of applying Mirror descent on the ELBO in the expectation parameterization,
p = argmax (VL1 ®), 1) — p~' Dict gl 1) | aloc ). (A107)

This leads to the following local updates

AP = (1= AN 4007 (VB e log p(ys | x1)), (A108)
A§7]§+1) =(1- p)A,(ff)er/J;l (VﬂmEq(’c)V(im))' (A109)

F.5 Learning

We adapted the modified VEM procedure described in App. E.2 to the non-linear DP setting.

In the non-linear DP case, the objective for the modified M-Step can be expressed as:

[1i—, p(yi | xi)pe(x)
L0y, (0) + A", 0) =E, . (x |log —1i=tPY1
\L(,B)_/ an(e) (%) % Hi:l tz' (Xi)PLg(X)
Mq
_ pe(x) N .
=log Z,(8) + Ey, 4 x) {log pLe(X)} + 3 Eg o) [10g %] ’ (A110)
() c(6)

where log Z;(0) is the log-partition of []"_, t(x;)prg(x). It is the log marginal likelihood of a generative model
where the prior is the linear DP, pr4(x), and the observation likelihoods are given by the Gaussian sites. The
term ¢(0) captures a notion of mismatch between the true likelihood terms and their Gaussian approximation via
sites which is 0 in the setting of a Gaussian observation model. The term w(8) is related to the error introduced
by the linearization of the non-linear drift of the prior DP. This error is 0 when the prior is a linear DP.

G CVI-DP for Non-linear DPs (Continuous Case)

In this section, we describe the procedure of taking the size of the time grid to infinity. We keep the time horizon
T fixed, but increase the number M of time points. Taking M — oo is equivalent to taking At = % — 0.



Algorithm 2: CVI-DP inference under a non-linear DP prior (continuous version).

Input: Prior p, g, data D, learning rate p
while not converged do
while not converged do

Sites update:

A = (1= pAY 49 6, (Vi By log plys | x7))
A = (1= p) A oy (Vi By V(x))
Compute posterior:
ni T =y ST+ (AY)

end

Update pr, via posterior linearization:
(Ag, b)) = Tl [fp (5 )]

new,

Update A under pr®": Alpnew=Al,, +1p, —npnew
end

First, we look at the change of measure in Eq. (A100). For ¢ € [0, T], we consider m(M) = £ and take M — oo,

1
m V(&) =V(xe) = 5lfe(x) - Foxe)llgyz- (Al11)

As we take the dense grid limit, the change of measure is instantaneous, i.e., it no longer depends on pairs of
consecutive states on the grid.

If we take a similar limit to the update rule Eq. (A109), we have that A; € R? x R4¥4 and,
AP = (1= AP 49 (V0 By V(X)) (A112)

We believe these updates could be obtained by introducing the continuous version of the exponential family for
Gaussian Markov chain in Eq. (A70) and using functional Mirror descent in place of the standard mirror descent
we used in Eq. (A107).

The limit of the variational posterior in Eq. (A102) is a Markovian Gaussian process and no longer has a density
with respect to the Lebesgue measure. Informally, we write

a(x) o pr () exp( iy (Ar, T X)) + [ (A, T(xa) ). (A113)

Note that the sufficient statistics for each dense site A; is now T(x;) € R? x R¥*? instead of T(X,,) € R?d x R2d*x2d,
In practice, this means that after taking the continuous time limit, the variational process ¢ shares the same
diffusion coefficient as the base process pr,, hence of the prior p.

To evaluate the updates in Eq. (A112), we need to compute the marginal statistics (means and covariances) of
the variational process at all times. These are available via Kalman-Bucy smoothing (see Appendix B.1, Cseke
et al., 2013).

The full continuous time algorithm is in Alg. 2. After taking the limit, the resulting algorithm no longer depends
on the Euler—-Maruyama discretization scheme we introduced to build the discretized inference algorithm. Just as
for the algorithm of Archambeau et al. (2007a), many discretization schemes may be chosen to implement Alg. 2.

H Monte Carlo Baselines

In the main paper, we compare to baseline ‘ground-truth’ solutions both for inferring the latent processes and for
parameter learning targets. For inference, the problem falls under sequential Monte Carlo (particle smoothing)
methods, and for estimating the approximate marginal likelihood we employ annealed importance sampling (AIS).
In practice, we could use any simulation methods for the baseline, but we settle for the following setup due to its
robustness and fast execution.
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Figure A8: Approximate inference under a linear diffusion process (Ornstein—Uhlenbeck). Left: Draws from
the prior. Middle: Approximate posterior process for CVI-DP overlaid over SMC ground-truth samples.
Right: CVI-DP converges quickly even with large discretization step when inferring the variational parameters,
while VDP suffers from slow convergence even with a small discretization step.

H.1 Sequential Monte Carlo (SMC) Baseline

We use a sequential Monte Carlo approach in the form of particle smoothing through conditional particle filtering
with ancestor sampling. The posterior (smoothing) distribution p(x |y) problem can not be computed in closed
form in the general case due to the nonlinear nature of the models. We employ the approach of Svensson et al.
(2015), where the smoothing distribution p(x|y) is approximated by generating K (correlated) samples using
sequential Monte Carlo. Each iteration of the MCMC algorithm uses a conditional particle filter with ancestor
sampling. This approach has been shown to avoid the problem of particle degeneracy typically occurring in
particle filters (Svensson et al., 2015).

As our setting is continuous-discrete (continuous-time prior with observations discretely spread over the time-
horizon), we choose to use an Euler-Maruyama scheme with time-step size At for solving the SDE prior for
discrete-time steps.

H.2 Annealed Importance Sampling (AIS)

As an illustrative ground-truth for the parameter learning target (marginal likelihood), we use a sampling approach
as the baseline. We use annealed importance sampling (AIS, Neal, 2001) which is similar to that used for Gaussian
processes with non-conjugate likelihoods in Kuss and Rasmussen (2005) and Nickisch and Rasmussen (2008).
The setup defines a sequence of j = 0,1,...,.J steps Z; = [ p(y|x;0)79)p(x;0) dx, where 7(j) = (5/J)* (such
that 7(0) = 0 and 7(J) = 1). The marginal likelihood can be rewritten as

Zy Zy L3

o) = 22 = Al114
i) == (A114)

where Zj/z;_, is approximated by importance sampling using samples from g;(x) o p(y | x;6)70 =1 p(x; 0):

Z;  [p(y]x;0)"9p(x;0) dx

_ A115
Z; 1 Z (A115)
p(y | £;6)"9) p(y[x;60)"0~Vp(x; 6)
- _ d A116
/ Py [%;6)7G-D 7 x (AL16)
S .
1 (). p\r(G)=7(G—1) ) Py |x;0)70D p(x;0)
~ SZp(ylxj ;6) , where x] 7 . (A117)

The difference to Kuss and Rasmussen (2005) and Nickisch and Rasmussen (2008) is that here sampling x; from
p(y |%;0)"U=Y p(x;0)/Z;_1 is non-trivial due to the non-linear/non-Gaussian nature of the prior. Here we use
sequential Monte Carlo in the form of particle smoothing through conditional particle filtering with ancestor
sampling (i.e., the method presented in App. H.1) to draw those samples. For each process x; sampled from the
SMC approach we only use the 10" sample (discarding the preceding ones as burn-in) and otherwise follow the
setup described in App. H.1.
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Figure A9: Approximate inference under a Bene§ prior (draws from prior on the left). Middle: Approximate
posterior processes for CVI-DP and VDP overlaid on the SMC ground-truth samples. Right: CVI-DP converges
quickly even with large discretization step when inferring the variational parameters, while VDP suffers from
slow convergence even with a small discretization step.

By using a single sample S = 1 and a large number of steps J, the estimation of the log marginal likelihood can

be written as

J J
logp(y; 0) = 3 log 2~ S 2(r(j) — 7(j 1)) logply | x5:6). (A118)
=1 =t =

Following Kuss and Rasmussen (2005), we set J = 8000 and combine three estimates of log marginal likelihood
by their geometric mean.

I Details on Experiments

In this section, we provide details for the experiments which were included in Sec. 5. We start by explaining the
setup and details about the synthetic tasks for each diffusion process individually in App. I.1. We then cover
the details about the experiments on real-world finance data and vehicle tracking in App. 1.2 and App. 1.3. We
perform a grid search in all the experiments to find the best learning rate and other hyperparameters for all the
methods.

1.1 Synthetic Tasks: Inference and Learning

We consider six diffusion processes to compare the performance of CVI-DP and VDP. For both inference and
learning, 5-fold cross-validation is performed. We discuss each diffusion process and the experimental setup in
detail below.

Ornstein—Uhlenbeck We start with the (linear) Ornstein-Uhlenbeck diffusion process as a sanity check where
the exact posterior and the exact log-likelihood are available in closed-form. It is defined as

dl‘t = —Gxt dt + dﬁt, (Allg)

where f; is standard Brownian motion (Q. = 1). For the experiment, we set § = 0.5, zg =1, to =0, t; = 10
and randomly observe 40 observations under the Gaussian likelihood with ¢? = 0.01. To simulate the process,
Euler-Maruyama is used with 0.01 step-size.

For inference, both the methods (CVI-DP and VDP) have an Ornstein-Uhlenbeck DP as prior with § = 1.2
and Q. = 1.0. To get the (exact) posterior and the (exact) log-marginal likelihood, we use a Gaussian process
regression (GPR) model with a matched Matérn-1/2 kernel. In the linear DP setup, CVI-DP does a single-step
update with p = 1 for all values of the discretization grid (At = {0.01,0.005,0.001}) (theoretical reason of the
single-step update is discussed in App. E.1). For VDP, we perform a grid-search over various learning-rate w and
use the best-performing one: 1.0 for At = 0.001, 0.5 for At = 0.005, and 0.1 for At = 0.01. As all the models
converge to the same posterior, the posterior obtained by CVI-DP with At = 0.01 is only plotted in Fig. A8 along
with the convergence plot for all the methods.

For learning, the same setup as in the inference experiment is used, but the parameter € of the prior OU
(lengthscale and variance of Matérn-1/2 kernel in GPR) is also optimized. For all the methods, 6 is initialized
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Figure A10: Approximate inference under a Sine prior (draws from prior on the left). Middle: Approximate
posterior processes for CVI-DP and VDP overlaid on the SMC ground-truth samples. Right: CVI-DP converges
quickly even with large discretization step when inferring the variational parameters, while VDP suffers from
slow convergence even with a small discretization step.

to 2.5 (to be off from the expected optima) and the Adam optimizer is used. For the learning rate of Adam
optimizer, we perform a grid search and use the best-performing one: 0.1 for CVI-DP and 0.01 for VDP.

Benes We experiment with a commonly used non-linear diffusion process, the Benes DP, whose marginal state
distributions are bimodal and mode-switching in sample state trajectories becomes increasingly unlikely with
time (Fig. A9). It is defined as:

dxy = ftanh(z,) dt + df;, (A120)

where f; is standard Brownian motion (Q. = 1). For the experiment, we set § = 1.0, o =0, tc =0, t; =8
and randomly observe 40 observations under the Gaussian likelihood with o2 = 0.01. To simulate the process,
Euler-Maruyama is used with 0.01 step-size.

For inference, both the methods (CVI-DP and VDP) have a Bene§ DP as prior with § = 1.0 and Q. = 1.0.
After performing a grid search over the learning rate for both the methods, we use the best performing one:
p =11in CVI-DP for all discretization grid (At = {0.01,0.005,0.001}), and w = 0.1 for At = 0.001, w = 0.001
for At = {0.005,0.01} for VDP. The posterior of both methods and the convergence plot are shown in Fig. A9.
From the plot, it can be observed that the posterior obtained by both methods is identical. However, CVI-DP
converges faster than VDP.

For learning, the same setup as in the inference experiment is used, and now the parameter 6 of the prior Benes
DP is also optimized. For both methods, 6 is initialized to 3 (to be off from the expected optima), and Adam
optimizer is used. For the learning rate of Adam optimizer, we perform a grid search and use the best-performing
one: 0.1 for CVI-DP and 0.01 for VDP.

Double-Well We experiment with the non-linear diffusion process, the Double-Well (DW) DP, whose marginal
state distributions have two modes that sample state trajectories keep visiting through time (Fig. 3). It is defined
as:

dZCt = 00 $t(01 — 13t2) dt + dﬂt, (A121)

where f; is standard Brownian motion (Q. = 1). For the experiment, we set 6y = 4.0, §; = 1.0, z9 = 1.0, t; = 0,
t1 = 20 and randomly observe 40 observations under the Gaussian likelihood with ¢ = 0.01. To simulate the
process, Euler-Maruyama is used with 0.01 step-size.

For inference, both the methods (CVI-DP and VDP) have a double-well DP as prior with 6y = 4.0, 6; = 1.0 and
Q. = 1.0. After performing a grid search over the learning rate for both the methods, we use the best performing
one: p = 0.5 for CVI-DP and w = 0.001 for VDP for all discretization grid (At = {0.01,0.005,0.001}). The
posterior of both methods and the convergence plot are shown in Fig. 3. The plot shows that VDP struggles with
convergence issues while CVI-DP converges faster and to a better ELBO value. With optimization tricks and
more iterations, VDP is expected to reach the same posterior as CVI-DP.

For learning, the same setup as in the inference experiment is used, and now the parameter 6, of the prior DW DP
is also optimized. For both the methods, 6; is initialized to 0.0 (to be off from the expected optima), and Adam
optimizer is used. For the learning rate of Adam optimizer, we perform a grid search and use the best-performing
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Figure All: Approximate inference under a Sqrt prior (draws from prior on the left). Middle: Approximate
posterior processes for CVI-DP and VDP overlaid on the SMC ground-truth samples. Right: CVI-DP converges
quickly even with large discretization step when inferring the variational parameters, while VDP suffers from
slow convergence even with a small discretization step.

one: 0.1 for CVI-DP and 0.01 for VDP. Fig. 5 showcases the fast learning of #; in CVI-DP as compared to VDP.

Sine We experiment with the non-linear diffusion process, Sine DP, whose marginal state distributions have
many modes (Fig. A10). It is defined as:

dz; = Oy sin(zy — 61) dt + dy, (A122)

where 3; is standard Brownian motion (Q. = 1). For the experiment, we set 6y = 1.0, ; = 0.0, 2o = 0, ty = 0,
t1 = 10 and randomly observe 40 observations under the Gaussian likelihood with ¢ = 0.01. To simulate the
process, Euler-Maruyama is used with 0.01 step-size.

For inference, both the models (CVI-DP and VDP) have a Sine DP as prior with 6y = 1.0, §; = 0.0, and Q. = 1.0.
After performing a grid search over the learning rate for both the methods, we use the best performing one:
p = 1.0 for CVI-DP and w = 10=° for VDP for all discretization grid (At = {0.01,0.005,0.001}). The posterior
and convergence plot of both methods is shown in Fig. A10. From the plot, it can be observed that the posterior
obtained by both methods is identical. However, CVI-DP converges faster than VDP. For VDP, in the experiment,
we set the maximum iterations to 1000. However, with more iterations and optimization tricks, VDP is expected
to reach the same ELBO value as CVI-DP. Empirically, we found that VDP suffers from slow convergence and
takes ~7000 iterations to lead to a value closer to CVI-DP.

For learning, the same setup as in the inference experiment is used, and now the parameter 6; of the prior Sine
DP is also optimized. For both methods, 6; is initialized to 2.0 (to be off from the expected optima), and Adam
optimizer is used. For the learning rate of Adam optimizer, we perform a grid search and use the best-performing
one: 0.01 for both CVI-DP and VDP. While learning, after performing a grid search, the best-performing learning
rate for CVI-DP was p = 0.1 while for VDP, it was the same as in inference, w = 1075.

Square-root We experiment with the non-linear diffusion process, Square-root DP, that has divergent fat-tailed
behaviour (Fig. A11). It is defined as:

d.’IJt =V 9|.’L’t| de + dﬂt, <A123>

where £, is the standard Brownian motion (Q. = 1). For the experiment, we set 6 = 1.0, o = 0.0, tx = 0, t; = 10
and randomly observe 40 observations under the Gaussian likelihood with o2 = 0.01. To simulate the process,
Euler-Maruyama is used with 0.01 step-size.

For inference, both the models (CVI-DP and VDP) have a Square-root DP as prior with # = 1.0 and Q. = 1.0.
After performing a grid search over the learning rate for both the methods, we use the best performing one:
p = 1.0 for CVI-DP and w = 107> for VDP for all discretization grid (At = {0.01,0.005,0.001}). The posterior
and convergence plot of both methods is shown in Fig. A10. From the plot, it can be observed that the posterior
obtained by both methods is identical. However, CVI-DP converges faster than VDP. For VDP, in the experiment,
we set the maximum iterations to 1000. However, with more iterations and optimization tricks, VDP is expected
to reach the same ELBO value as CVI-DP. Empirically, we found that VDP suffers from slow convergence and
takes ~7000 iterations to lead to a value closer to CVI-DP.



For learning, the same setup as in the inference experiment is used, and now the parameter 6 of the prior Sine
DP is also optimized. For both methods, 6 is initialized to 5.0 (to be off from the expected optima), and Adam
optimizer is used. For the learning rate of Adam optimizer, we perform a grid search and use the best-performing
one: 0.01 for both CVI-DP and VDP. While learning, after performing a grid search, the best-performing learning
rate for CVI-DP was p = 0.5 while for VDP, it was the same as in inference, w = 1075.

Stochastic van der Pol oscillator We experiment with the multi-dimensional non-linear diffusion process,
stochastic van der Pol oscillator DP (Fig. 4). It is defined as:

d

(1) (1) (1) (2)
x; Orx;” — (Y3)x, ' —a;
— 9 dt + dg;, A124

where f3; is the standard Brownian motion (. = I). For the experiment, we set 6y = 5.0, 6; = 2.0, o = 1.0,
to = 0, t; = 5 and randomly observe 40 observations under the Gaussian likelihood with 02 = 0.01 1. To simulate
the process, Euler—-Maruyama is used with 0.01 step-size.

For inference, both the models (CVI-DP and VDP) have a stochastic van der Pol oscillator DP as prior with 8y = 5.0,
0, = 2.0 and Q. = I. After performing a grid search over the learning rate for both the methods, we use the best
performing one: p=0.5 for CVI-DP and w=1072 for VDP for all discretization grid (At = {0.01,0.005,0.001}).
The posterior and convergence plot of both methods is shown in Fig. 4. In the multi-dimensional setup, SMC
struggles to converge and requires more iterations. Currently, for consistency, we use the same number of particles
and smoothers for the SMC as other experiments. From the plot, it can be observed that CVI-DP converges
faster than VDP. For VDP, in the experiment, we set the maximum iterations to 2000. However, with more
iterations and optimization tricks, VDP is expected to reach the same ELBO value as CVI-DP.

For learning, the same setup as in the inference experiment is used, and now the parameters 6y, 6, of the prior DP
is also optimized. For both methods, 6y, 0; are initialized to 2.0 (to be off from the expected optima), and Adam
optimizer is used. For the learning rate of Adam optimizer, we perform a grid search and use the best-performing
one: 0.01 for both CVI-DP and VDP. While learning, after performing a grid search, the best-performing learning
rate for CVI-DP was p = 0.5 while for VDP, it was the same as in inference, w = 1073,

1.2 Finance Data

While the main focus is on providing a better method and algorithm for the particular case defined by VDP (and
thus benchmark primarily against it), we also seek to showcase the practical applicability of our approach. To
showcase the capability of proposed method CVI-DP in the real world, we experiment with a finance data set
originally proposed for Student-t processes in Solin and Sérkké (2015). The data set considers the (log) stock
price of Apple Inc. and consists of 8537 trading days (setup follows Solin and S&rkka, 2015). This experiment aims
to learn the underlying process of the stock price, which is measured in terms of negative log predictive density
(NLPD) on the hold-out test set. We bin the data into five bins, ~1707 trading days in every bin and model the
log stock price. We experiment with three models; each model has different prior information incorporated in it.
Gaussian likelihood is used with o2 = 0.25 for all the models, which is not optimized.

Following Solin and Sérkké (2015), we consider a GP baseline: sparse variational Gaussian process (SVGP) with
500 inducing points (Titsias, 2009) in which prior information is incorporated in terms of the sum of kernels
(Const.+Lin.+Matérn-3/2++Matérn-1/2). The prior is structured as in Solin and Sérkkd (2015) to capture a linear
trend, a slowly moving smooth trend component, and a faster more volatile component. The GP baseline gives
NLPD 1.44+0.70 / RMSE 0.914+0.54. All the kernels are initialized with unit variance and lengthscale, and Adam
optimizer is used with a learning rate of 0.1. The inducing variables are spread uniformly over the time grid and
not optimized.

Next, we experiment with CVI-DP with a linear OU DP process in which prior is incorporated in terms of the
OU process, which is initialized with #=1.0, Q.=0.1. After evaluating the data, the prior on the initial state is set
to N(—1,0.1). The learning rate p is set to 1.0 and the prior DP parameter is optimized using Adam optimizer
with a 0.01 learning rate. The model gives NLPD 1.084+0.45 / RMSE 0.77+0.41.

Finally, to give more flexibility, we experiment with CVI-DP with a neural network drift (NN) DP. The drift of
the prior DP f,, is initialized to be a NN with one hidden layer with three nodes followed by a ReLU activation
function, and Q. is set to 0.1. The parameters of the NN are initialized from a unit Gaussian, and after evaluating
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Figure A12: Approximate posterior processes under a Double-Well prior (setup similar to Fig. 3) for — CVI-DP,
— VDP, and — NeuralSDE (Kidger et al., 2021) with different iterations overlaid on the SMC ground-truth
samples. The NeuralSDE posterior gets closer to CVI-DP with more iterations.

the data, prior on the initial state is set to N(—1,0.1). The learning rate p is set to 0.5 and the prior DP parameter
is optimized using Adam optimizer with 10~3. The model gives NLPD 0.81+0.08 / RMSE 0.51+0.08.

We also experiment with VDP with a neural network drift (NN) DP. The drift of the prior DP f, is initialized to
be a NN with one hidden layer with three nodes followed by a ReLLU activation function, and Q. is set to 0.1.
The parameters of the NN are initialized from a unit Gaussian, and after evaluating the data, prior on the initial
state is set to N(—1,0.1). The learning rate p is set to 0.1 and the prior DP parameter is optimized using Adam
optimizer with 10~3. The model gives NLPD 0.92+0.22 / RMSE 0.54+0.17.

Of all the models, CVI-DP with a NN as drift results in the best NLPD / RMSE value as it is the most flexible
and can adapt to the non-stationary behaviour of the data over the state range. To show the quality of learnt
drift, we simulate and plot the predictions from the learnt prior DP for future years Fig. 6.

1.3 GPS Tracking Data

To further showcase the applicability of CVI-DP in real-world, we experiment with a GPS data set of a moving
vehicle (data also from Solin and Sérkka (2015)). The aim is to model the 2D trajectory of the vehicle recorded
from GPS coordinates over time. The data set is 106 minutes long and consists of 6373 observation points. We
experiment with two models; both use two independent DPs learnt jointly (one for latitude and one for longitude
directions). Similar to the setup in Solin and Sarkké (2015), we split the data in chunks of 30 s and perform
10-fold cross-validation. For all the models, Gaussian likelihood is used with 2 = 0.01, which is not optimized.

First, we experiment with CVI-DP with a linear OU DP process in which prior is incorporated in terms of the
OU process, which is initialized with § = 1.0, Q. = 0.1. After evaluating the data, prior on the initial state is set
to N(0,0.1). For optimizing sites, the learning rate p is set to 0.5, and the prior DP parameter 6 is optimized
using Adam optimizer with a 0.01 learning rate. The model gives NLPD —0.67+0.19 / RMSE 0.13+£0.04. Next,
similar to the finance example (App. 1.2), to give more flexibility, we experiment with CVI-DP with a neural
network (NN) drift DP f,. The drift of the DP is initialized to be a NN with one hidden layer with three nodes
followed by a ReLU activation function, and @ is set to 0.1. The parameters of the NN are initialized from a
unit Gaussian, and after evaluating the data, prior on the initial state is set to N(0,0.1). The learning rate p is
set to 0.5 and the prior DP parameter is optimized using Adam optimizer with 1072 learning rate. The model
gives NLPD —0.82+£0.43 / RMSE 0.06+0.03.

We also experiment with VDP with a neural network drift (NN) DP. The drift of the prior DP f, is initialized to
be a NN with one hidden layer with three nodes followed by a ReLLU activation function, and Q. is set to 0.1.
The parameters of the NN are initialized from a unit Gaussian, and after evaluating the data, prior on the initial
state is set to N(0,0.1). The learning rate p is set to 0.1 and the prior DP parameter is optimized using Adam
optimizer with 1073. The model gives NLPD —0.5540.24 / RMSE 0.0940.06.

CVI-DP with a NN drift gives better NLPD and RMSE value primarily because of the flexibility of the DP to
model the trajectory and possibility to adapt to the non-stationary behaviour in the state space. The posterior



for CVI-DP with NN drift is shown in Fig. 7. The behaviour of the vehicle is different at different points in the
input space (perhaps due to faster driving on highways and slower on smaller streets), which the model is able to
capture by learning the parameters.

1.4 Comparison with NeuralSDEs

We also compare against the recently popular class of NeuralSDE methods (Li et al., 2020a; Kidger et al.,
2021). These methods are variational inference algorithms with a broader scope than CVI-DP: the posterior
process ¢ is not restricted to be a linear DP but is characterized by a neural network drift. However, they rely
on sample-based simulation methods for estimation of the ELBO gradient and thus incur a large computational
cost. Also, the convergence of optimization via stochastic gradient descent is often slow.

Empirically, we find that these methods need a delicate learning-rate scheduler to converge. In comparison, CVI-
DP has a deterministic objective and intrinsically has an adaptive learning rate (setup similar to various natural
gradient descent algorithms). Thus, CVI-DP is fast and does not need fine-tuning. Fig. A12 showcases the posterior
of NeuralSDE along with CVI-DP and VDP (similar to Fig. 3). From the figure, it can be noted that in fewer
iterations, the posterior is similar to VDP and with more iterations, the posterior gets closer to what CVI-DP gets.
For the experiment, we use 1000 training samples for each iteration step and Adam optimizer with a 0.1 learning rate
and an exponential learning-rate scheduler. The implementation is based on the code-base of Kidger et al. (2021).

Fig. A12 shows that while the NeuralSDE approach is general and eventually converges to the same optima as
CVI-DP, in the particular case where it is possible to formalize the problem under the VDP/CVI-DP setting,
using CVI-DP for inference and learning is orders of magnitude faster.

1.5 Implementation Detail

We implement VDP by solving the fixed point iterations using Euler’s scheme. The experiments with CVI-DP
are performed with the discrete version where Euler-Maruyama scheme is employed. The fixed point iterations of
VDP can be solved via other adaptive ODE solvers. However, for a fair comparison, we would need to compare
them with the continuous version of CVI-DP as discussed in App. G.
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