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Abstract

We study a multi-objective pure exploration
problem in a multi-armed bandit model.
Each arm is associated to an unknown multi-
variate distribution and the goal is to iden-
tify the distributions whose mean is not uni-
formly worse than that of another distribu-
tion: the Pareto optimal set. We propose
and analyze the first algorithms for the fized
budget Pareto Set Identification task. We
propose Empirical Gap Elimination, a fam-
ily of algorithms combining a careful estima-
tion of the “hardness to classify” each arm in
or out of the Pareto set with a generic elim-
ination scheme. We prove that two partic-
ular instances, EGE-SR and EGE-SH, have
a probability of error that decays exponen-
tially fast with the budget, with an exponent
supported by an information theoretic lower-
bound. We complement these findings with
an empirical study using real-world and syn-
thetic datasets, which showcase the good per-
formance of our algorithms.

1 INTRODUCTION

The multi-armed bandit problem has been extensively
studied in the literature, predominantly as a single-
objective stochastic optimization problem. In this
framework, an agent sequentially collects samples from
a set of K (unknown) probability distributions, called
arms. Two common goals are either to maximize the
sum of observations (regret minimization, (Lattimore
and CSzepesvri, 2020)) or to identify the arm with the
largest expected value (best arm identification, Even-
Dar et al. (2002); Audibert and Bubeck (2010)). In
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many real-world problems, however, there are multi-
ple (possibly conflicting) objectives to optimize simul-
taneously and there might not exist a unique arm that
maximizes all these objectives. This leads to a scenario
in which the observations are multi-dimensional, and
there may be several Pareto optimal arms. An arm
belongs to the Pareto optimal set $* if it is not dom-
inated by any other arm (in the sense that the mean
values of all the objectives would be larger for the lat-
ter). While some line of work aims at minimizing the
Pareto regret by strategically selecting arms from the
Pareto set along the agent’s trajectory (Drugan and
Nowe, 2013), we are interested in the pure exploration
counterpart of this problem, first studied by Auer et al.
(2016), in which the goal is to identify (relaxations of)
the set §*, as quickly and accurately as possible. This
multi-objective exploration problem has a wide range
of applications including adaptive clinical trials (with
multiple indicators of efficacy), software and hardware
design (with multiple criteria such as speed and energy
consumption), or A/B/n testing for recommender sys-
tems (with different metrics of users engagement).

Notably, prior work (Auer et al., 2016; Ararat and
Tekin, 2023; Kone et al., 2023) has studied the Pareto
Set Identification (PSI) problem under the fized-
confidence setting: given a risk § € (0,1), the agent
stops at a random time 7 and recommends a set §T
such that P(S, # S*) < 4, while minimizing its ex-
pected stopping time E[r]. However, to the best of
our knowledge, no algorithms have been proposed for
the dual fized-budget setting in which the agent should
output a guess for the Pareto set after a given budget T’
while minimizing its probability of error P(St # S*).
For some applications, the fixed-budget setting can be
viewed as more practical: e.g., in clinical trials the
maximal number of patients is typically defined in
advance (due to some financial constraints), and the
stopping time used in the fixed-confidence formulation
could be prohibitively large.

We fill this gap by proposing the first algorithm(s)
for Pareto Set Identification in the fixed-budget set-
ting. Our approach may be viewed as an extension of
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Successive Rejects (SR) (Audibert and Bubeck, 2010)
and Sequential Halving (SH) (Karnin et al., 2013),
two state-of-the-art algorithms for fixed-budget best
arm identification (i.e. PSI in the uni-dimensional set-
ting), that are based on arm eliminations. We propose
a novel arm elimination criterion based on the com-
putation of an Empirical Gap. This quantity can be
viewed as a measure of the hardness to classify an arm
as Pareto optimal or sub-optimal and is inspired by the
gaps featured in the analysis of fixed-confidence algo-
rithms (Auer et al., 2016; Kone et al., 2023). While SR
and SH successively eliminate arms with smallest em-
pirical means, in Empirical Gap Elimination (EGE),
the arms with the largest empirical gaps are eliminated
and appropriately classified as optimal or sub-optimal.

We prove an upper bound on the error probability of a
generic version of EGE using any arm allocations sat-
isfying some budget constraints (Theorem 1). We ex-
plicit our bound for two instances using the same arm
allocations as SR and SH respectively, called EGE-
SR and EGE-SH, showing that their error probability
decrease exponentially fast with the budget (Corol-
lary 1.1). We derive an information-theoretic lower
bound showing that these algorithms are essentially
optimal in the worse case (Theorem 2). On the prac-
tical side, we report in Section 6 some experimental
results showing that EGE-SR/SH outperform uniform
sampling and are much more robust than APFE-FB, an
adaptation of an existing fixed-confidence algorithm
that requires some prior knowledge of the problem
complexity as input (discussed in Appendix D). Fi-
nally, we propose in Section 5, EGE-SR-/, a variant of
EGE-SR that tackles a relaxation of PSI first consid-
ered by Kone et al. (2023) in which one should iden-
tify at most k Pareto optimal arms, with a provably
reduced probability of error.

Related work The Best Arm Identification problem
(BAI) is one of the most studied pure exploration prob-
lems in the bandit literature. The fixed-confidence for-
mulation of BAI is by now well understood as there are
efficient algorithms with guaranteed bounds on their
sample complexity, E[7] (e.g., (Kalyanakrishnan et al.,
2012; Gabillon et al., 2012; Jamieson et al., 2014)) and
some algorithms that attain the minimal sample com-
plexity on any (parametric) problem instance in the
asymptotic regime 6 — 0 (e.g., (Garivier and Kauf-
mann, 2016; You et al., 2023)). In contrast, the theo-
retical understanding of fixed-budget BAI is more elu-
sive. While the error probability of any reasonable
strategy (e.g. uniform sampling) decays exponentially
fast with the budget T, Degenne (2023) shows that
there is no optimal exponent that can be attained by
a single algorithm on all bandit instances. Still, the
Successive Rejects and Sequential Halving algorithms

mentioned above have their error probability scaling
in exp(—T'/log(K)H (v)) for some complexity quantity
H(v) depending on the bandit instance v and Carpen-
tier and Locatelli (2016) proved a (worst-case) lower
bound showing that there exists instances v in which
this rate is un-improvable (up to constant factors in
the exponent) when the budget T is large.

In recent years, there has been a growing interest in
pure exploration problems in a multi-dimensional set-
ting. Adaptive algorithms for Pareto Set Identifica-
tion were first proposed in the literature on black-box
multi-objective optimization. Besides several evolu-
tionary heuristics (e.g., Deb et al. (2002); Knowles
(2006)), the works of Zuluaga et al. (2013, 2016) have
studied PSI under a Gaussian Process modeling as-
sumption, obtaining some error bounds that decay
polynomially in 7" and depend on some notion of infor-
mation gain that is specific to the GP setting. In the
bandit literature, the first fixed-confidence PSI algo-
rithm proposed by Auer et al. (2016) is based on uni-
form sampling and an accept/reject mechanism. Kone
et al. (2023) then proposed a more adaptive LUCB-
like algorithm for PSI and some relaxations introduced
therein. Ararat and Tekin (2023) studied an extension
of PSI to any R” partial order defined by an ordering
cone, still in the fixed confidence setting.

Alongside PSI, other multi-dimensional pure explo-
ration problems have been investigated such as feasible
arm identification (Katz-Samuels and Scott, 2018) in
which the goal is to identify the arms which belong
to a given polyhedron P C R or top feasible arm
identification (Katz-Samuels and Scott, 2019) in which
one seeks a feasible arm that further maximizes some
linear combinations of the different objectives. While
the former work considers the fixed-budget setting and
also proposes some counterpart of Successive Rejects,
the latter considers the fixed-confidence setting. In the
fixed-budget setting, a special case was recently con-
sidered by Faizal and Nair (2022) in a 2-dimensional
setting in which the goal is to find the arm maximiz-
ing one attribute under the constraint that the second
attribute is larger than a given threshold. They pro-
pose a SR-like algorithm that is similar in spirit to our
Empirical Gap Elimination, but with a very different
notion of empirical gap.

2 SETTING

We formalize the fixed budget Pareto Set Identification
problem and introduce some notation.

We are given K distributions (or arms) vy,...,vk
over RP with means (resp.) 0i,...,0k. Let
v := (v1,...,vk) be the bandit instance and @ :=

(0, ...0K)T. We use boldfaced symbols for R” ele-
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ments. As in prior work on multi-objective pure ex-
ploration, we assume that the marginal distributions
of each arm are all o-subgaussian. We recall that
a random variable X is o-subgaussian if V u € R,
Elexp (u(X — E[X]))] < exp (u?0?/2).

Definition 1. Given two arms i,j € [K], i is weakly
(Pareto) dominated by j (denoted by 0; < ;) if for
any d € {1,...,D}, 0} < 0Y. The arm i is (Pareto)
dominated by j (8; = 6; ori = j) ifi is weakly dom-
inated by j and there exists d € {1,...,D} such that
94 < 0?. The arm i is strictly (Pareto) dominated by j

(0; < 0; ori=<j)if foranyde{l,...,D}, 9;1<0;l,
The Pareto set S*(v) is
S*v):={i € [K]stHjec[K]:0;=<8;},

and will be denoted by &* when v is clear from the
context. Any arm a € S* will be called (Pareto) opti-
mal and an arm a ¢ S* is called sub-optimal.

At each time t = 1,2,...,T, the agent chooses an arm
a¢ and observes an independent draw X; ~ v,, with
E(X,,) = 0,,. We denote by P, the law of the stochas-
tic process {X;};>1 and by E,, the expectation under
P,. Let F := o(a1,Xy,...,at, X¢,ai41) be the o-
algebra representing the history of the process up to
time ¢ and F := {F;};>1, the filtration of the process.
The agent’s strategy is adaptive in the sense that a; is
Fi—1 measurable. At time 7', the agent outputs a guess
St (which is Fr measurable) for S* which should min-
imize the error probability er(v) := ]P’,,(gT # S*(v)).

To characterize the difficulty of the problem, we intro-

duce below some quantities that allow to measure how

much an arm is dominated. For any arms i, j, we let
m(i,j) =
M(i,j) =

mdin [9}1 — 9?] ,

max [6? — 9;-1] .

If 0; £ 6;, M(i, 7) is the smallest uniform increase of j
that makes it dominate ¢. If @; < 6; then m(¢, j) is the
smallest increase of any component of ¢ which makes
it non-dominated by j. Auer et al. (2016) proposed an
algorithm in the fixed-confidence setting whose sam-
ple complexity is characterized by some sub-optimality
gaps A;’s defined as follows. For a sub-optimal arm
i¢S*,
A; = A7 = iv7), 1
i = maxm(i, j) (1)
which is the smallest quantity that should be added
component-wise to @; to make ¢ appear Pareto optimal
w.r.t {0 : k € [K]\ {i}}. For an optimal arm i € S*,
A; == min(5;,0;) (2)

1?7

where
ot = min  min(M(4, 5), M(7,1)) ,
; jomin (M(i,7), M(j, 1))
64_ — . .’. + A 7
i jem[Kl]I\IS*[(M(] )"+ Aj]

with the convention miny = +00. §;" accounts for how
much i is close to dominate (or to be dominated by)
another optimal arm while §;  translates in a sense
the smallest “margin” from an optimal arm i to the
sub-optimal arms. We illustrate these quantities in
Appendix C. Auer et al. (2016) show that the diffi-
culty (i.e. near-optimal sample complexity) of fixed-
confidence PSI is characterized by the complexity term

S|
H(p) =Y -

a=1

In this work, we show that it is also a relevant com-
plexity measure for the fixed-budget setting.

3 ALGORITHMS

In this section, we introduce the family of Empirical
Gap Elimination (EGE) algorithms.

3.1 Empirical Gap Elimination

An Empirical Gap Elimination algorithm uses a round-
based structure. The algorithm is parameterized by
a number of rounds R > 0, an arm schedule vector
A= (A1, AR, Ary1) € [K]FH! satisfying A > A\pyq
where )\, indicates how many arms are active in round
r, and an allocation vector t = (t1,...,tg) € [T]%,
where ¢, is the number of samples gathered from each
active arm in round r. Given the maximal budget T,
these vectors should further satisfy the following:

M=K and A4 €{0,1} (3)
R

and Z Mt < T, (4)
r=1

ideally with an equality.

In each round r, the algorithm maintains a set of active
arms, denoted by A,., that is of size A, and collects t,.
new samples from each arm in A,. The total number
of samples from each arm in A, gathered in the first r
rounds' is therefore

T
N, = E ts.
s=1

We emphasize that EGE algorithms do not discard
samples between rounds



Bandit Pareto Set Identification: the Fixed Budget Setting

For each a € A, the empirical estimate of 6, at the
end of round r is denoted by 0,(r) := n% Sorr Xas
where X, ;s denote the s-th observation drawn i.¢.d
from distribution v,. These estimates are used to care-
fully decide which arm to explore in the next round,
based on an appropriate notion of empirical gap.

These gaps are empirical variants of the (fixed-
confidence) gaps introduced in the previous section.
We first propose a rewriting of these quantities to re-
move the explicit dependency on &*(v).

Lemma 1. For any arm i € [K],

ifi¢S*

5* ifieS*

2

A, = { AY = maxje[rm(i, j)

where 67 = min;; [M(4, j) A (M(4,7)* + (A5)1)].
We introduce the empirical quantities
min [92(r) - 8(r)|

max |(97(r) - 8(r))]

m(i, jir) =
M(i, j;r) =
and the empirical Pareto set

S, = {i€A :HjeA :0;(r)<0,(r)},
= {ie A :Vje A\{i},M(4,4;7) > 0} .

Finally, we define for any arm i € A,

A¥ = max m 1,7;7),

i ;e m(i, 5 )

6r, = min [M(i,j;7) A (M(j,i;7) T + (AF,)F)]
’ jEANi} ’

and for any i € A,

N *
Ai r = éi,r
) 6*
i,

At the end of round r, the algorithm sorts the arms
by increasing order of their empirical gaps: Ay, <
e < E(Ar)’r and we define 4,11 = {(1),...,(Ary1)}.

In case of ties, i.e. if 8(/\T+1),r = 3(/\T+1+m)n" for some
m, we first add arms in S, to A, ;1. We emphasize that
this tie-breaking rule is crucial in our analysis. Arms in
Ar41\A, are further classified as optimal (and added
to the set B,.41) or sub-optimal (and added to the set
D,.1) based on whether or not they belong to S,.. The
output of the algorithm is the set Bry1 U Agy1.

if i € A;\S,,
else.

()

3.2 Particular Instances

Arm elimination algorithms have been proposed for
different (mostly uni-dimensional) fixed-budget iden-
tification tasks (Audibert and Bubeck, 2010; Bubeck

Algorithm 1: Empirical Gap Elimination (EGE)

Result: Pareto set

Data: parameters R, ¢, A

initialize: Set Ay ={1,...,K},B1:=0, D; =0

forr=1,2,...,Rdo

Collect t, samples from each arm a € A,

Compute S, the empirical Pareto set

Let A,41 be the set of \.11 arms in A, with
the smallest empirical gaps ﬁa,r

// ties broken in favor of arms in S,

Br+1 — Br U {S’I’ N (AT\ATJrl)} ;

Dyi1 = Dr U{(A-\Ar41)\Sr } ;5

return : §T = Bry1 UAR+1

et al., 2013; Karnin et al., 2013; Katz-Samuels and
Scott, 2018) with different elimination rules, that could
also be rewritten featuring some (simpler) gaps. In
these works, two different types of arm schedule and
sampling allocations have been mostly investigated:

e In Successive Rejects (SR), one arm is de-
activated in each round, ie. R = K —1 and A\5F =
K —r+1 for all r < K. The sampling allocation
proposed by Audibert and Bubeck (2010) satis-

SR _ SR _ SR i} SR _ 1 T-K
fies 27 = n2™ —n2ty with n2™ = [m K+1—r—‘

where log(K) := 27! + Zfi2 i~! and nS® = 0.

e In Sequential Halving (SH), one half of the ac-
tive set is de-activated in each round, that is
R = [log,(K)] and for all r € {1,.. ., [logy(K)]},
ML = [ASH /2] (we easily very that AF, =1).

The sampling allocation proposed by Karnin et al.

(2013) is uniformly spread across rounds, that is

(SH . { T J
L [Ar[[ogy (K)T |-

We refer to EGE-SR (resp. EGE-SH) as the instances
of EGE using the same allocation as SR (resp. SH).
In Appendix I we propose a third instantiation using
the geometric allocation of Karpov and Zhang (2022).

Remark 1. For D = 1, the PSI problem coincides
with BAI and EGE-SR (resp. EGE-SH) coincides with
SR (resp. SH”). Indeed, in that case S, = {a,} reduces
A :é\ar,r_/o\i,r fori # a,,
Ag,r = minic 4 \(a,} Qi Then, our tie-breaking rule
ensures that no arm is accepted before the last round
and at each round r, A,y1 is defined as the \.11 arms
in A, with the largest empirical means and the final
survival arm is recommended as optimal.

to the empirical best arm, A; ,

2Besides the fact that the original SH algorithm for BAI
discards samples collected in previous rounds to compute
the empirical means.
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3.3 Alternative Approach

Another idea to tackle fixed-budget PSI is to adapt
an existing fixed-confidence algorithm to that setting.
The APE algorithm of Kone et al. (2023) takes § €
(0,1) as input and uses a stopping time 75 such that

P(S* = S(15) and 75 < CH(v)f(6)) > 1 -4,

where S(75) is the empirical Pareto set at time 75 and
f is a function of § and C' is a constant. The idea is
then to choose § so as CH(v)f(§) < T, that is tune ¢
w.r.t H(v) and T. This is roughly the approach used
by UGapEb (Gabillon et al., 2012) in BAIL In Ap-
pendix D, we analyze APE-F'B, a fixed-budget version
of APE that takes as input a parameter a > 0 and we
prove an upper-bound on its probability of error when
a< 2 g( g However, such an “oracle” tuning is not
very satisfying, as assuming H (v) to be known is quite
unrealistic in practice. This is why in the sequel we
focus on presenting the analysis of EGE which does
not require any prior knowledge about v.

4 THEORETICAL GUARANTEES

We first propose an analysis of EGE for a generic num-
ber of rounds R, arm schedule A and sampling alloca-
tion ¢ satisfying (3) and (4). It features the quantity

= rnel[ljl't}] (Zt > (Arg1+1)

in which the dependency in v is captured in the gaps.

TRtA

Theorem 1. Let v be a bandit with marginally o-
subgaussian arms. Then Empirical Gap Elimination
with parameters R, X and t satisfies
fR,t,A(V)
14402 ’

This result shows that the probability of failure of F(: 1
decreases exponentially fast with 7%t*(v). In Ap-
pendix A.2, we further show that for both EGE-SR
and EGE-SH, TT**(v) is of order T/(H»(v)log(K))
with

eZ9E () < 2(K —1)|S*|RD exp (—

Hy(v) := max iA; 2,

i€[K] (0
where (-) is a permutation such that Agy < --- <
A(k)- More precisely, we obtain the following.

Corollary 1.1. Let T > K and v be a bandit with
o-subgaussian marginals. Then EGE-SR satisfies

T-K
S s
er (v) < 2( )"IS7ID exp 14402 H> (v)log(K) 7

and for EGE-SH, e (v) is upper-bounded by

2(K — 1)[log, (K)]|S™| D exp (— T (VT) o] ) .

| Algorithm | Error probability |
| EGE-SR | K?|S*|Dexp(—T/(H2W)logK)) |
| EGE-SH | Klog(K)|S*|Dexp(—T/(2H2{) logK)) |
| APE-FB* | Klog(T)Dexp(—T/H{)) |

UA K|5*\Dexp( T/(KA(D)>

Table 1: Upper bounds on eT( ) for different algo-
rithms (up to constants). *APE-FDB tuned with H(v).

The complexity measure Ho(v) featured in our error
exponent satisfies Hy(v) < H(v) < Hy(v)log(2K) as
proved by Audibert and Bubeck (2010). For BAI (D =
1), we essentially recover the existing guarantees for
SR and SH, whose error bounds also feature Hz(v), up
to constant factors inside the exponential and an extra
multiplicative K factor for Sequential Halving. Still,
to our knowledge this is the first analysis of the variant
of SH that does not discard samples between rounds,
which often performs (much) better in practice.

In the general case (D > 1) we remark that the bounds
obtained for EGE-SR and EGE-SH are hard to com-
pare: the latter has an improved polynomial depen-
dence (K log,(K) instead of K?) but a worse constant
inside the exponential. As we shall see in the ex-
periments, both algorithms have actually pretty close
performance (like in BAI, see Karnin et al. (2013)).
Moreover, they both outperform a simple baseline us-
ing Uniform Allocation (UA) and recommending the
Pareto set of the empirical means. We remark that
Theorem | yields an upper bound on the error proba-
bility of this strategy (by choosing R =1, t; = T/K
and Ay = 0, for which TH#A (1) = nqA2

(A2+1)
T/(K A(ﬁ)), which we add to our summary in Ta-
ble 1. This bound can be much worse than that for

EGE-SR/SH when the gaps are distinct.

4.1 Lower Bound

We present in this section a lower-bound for some class
of instances. We define B to be the set of means
© € REXD guch that each sub-optimal arm i is only
dominated by a single arm, denoted by * (that has to
belong to §*) and that for each optimal arm j there
exists a unique sub-optimal arm which is dominated
by j, denoted by j. We further assume that optimal
arms are not too close to arms they don’t dominate:
for any sub-optimal arm ¢ and optimal arm j such that
07; 74 eja
M(Z,7) > 3max(A;, Aj).

Let v := (v1,...,vk) be an instance whose means
© € B and such that v; ~ N(0;,0%I). For every
i € [K] we define the alternative instance v() :=
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(@)

((Z T 7
is modified to:

o) . ) 0i—20ieq, i€ S (v),
) 042004, else,

vk) in which only the mean of arm i

(6)

where eq, ..., ep denotes the canonical basis of RP and
d; = argmin,[0%. — 0¢]. With () := v, we prove the
following.

Theorem 2. Let ©® := (61...0)T € B and v =
(v1,...,vi) wherev; ~ N(0;,0%1). For any algorithm
A, there exists i € {0,..., K} such that

; 1 2T
A (i
A 2 goo (g )

In particular, there exists some instances v € B such
that ef(7) > %exp(—2T/(c?H(7))). On such in-
stances, the decay rate of EGE-SR and EGE-SH is
optimal up to constants and log(K) factors, and that
of APE-FB is optimal up to constant factors, when the
complexity is known. In Appendix C we prove a lower
bound that holds for a larger class of instances.

4.2 Sketch of proof of Theorem 1
We define for any arms 4, j and round r the events
Cigor = {H(Bi,nr— Ojn,) — (0:—0;) LOS CA(ATHH)}

& ﬂ m m &i,j,r for any ¢ > 0.
]

rc[R] i€S* jE[K

We shall prove that there exists some ¢ > 0 such that
EGE does not make any error on the event £!. That
is, no sub-optimal arm is added to B, and no optimal
arm is added to D, in any round r, and the possibly
remaining arm in Agry; is an optimal arm.

To do so, an important step is to justify that any sub-
optimal arm should be de-activated before the optimal
arm that dominates it the most. More formally, for
any sub-optimal arm 7, we let i* € argmax;¢g. m(3, j),
which by definition is such that A; = m(,:*). For
a sub-optimal arm i, we know that ¢* € S* always
exists. More importantly, +* could be the only arm
dominating i. Therefore it is crucial to ensure that
7 is no longer active before discarding i*, otherwise
1 could appear as optimal w.r.t the remaining active
arms. Another challenge is to properly estimate the
gaps of the active arms. For this purpose we novelly
prove Lemma | using geometrical properties of the
Pareto set (cf Appendix E for its full proof). Using
this lemma and defining

Pri={Vi ¢S,,icA =i €A},

we first prove the following concentration result.

Lemma 2. Assume that E! holds. Let r € [R] such
that P, holds. Then, for any sub-optimal arm i € A,.,

|A;r - Aﬂé 2CA(>\7-+1+1)
and for any optimal arm i € A,

621" Z Ai - 2CA()\T+1+1).

This result then permits to prove by induction that P,
holds in any round 7, when c is small enough.

Lemma 3. Let ¢ < 1/6. On the event EL, for any
r € [R+ 1], P, holds. In particular, for any sub-
optimal arm i, i* cannot be deactivated before i.

A first consequence is that if Agy; contains one arm
(i.e. Agy1 = 1) and &! holds, then it is an optimal
arm.

Note that in BAI (i.e PSI with D = 1), for any sub-
optimal arm %, ¢* is the unique best arm and Lemma 3
is sufficient to ensure the correctness of EGE. But in
the general case we need to ensure that no optimal
arm is rejected and no sub-optimal arm is accepted.
This is done by using Lemma 2 and Lemma 3.

Lemma 4. Let ¢ < 1/6. On the event £}, the recom-
mendation of FGFE is correct i.e Sp = S*.

Theorem | then follows by upper-bounding the prob-
ability of ! using Hoeffding’s inequality.

5 RELAXING PSI

In this section we explain how EGE-SR can be slighlty
adapted to tackle the “at most k optimal arms” relax-
ation (or PSI-k) first introduced by Kone et al. (2023)
in the fixed confidence setting.

In this problem the goal is to return a subset §T of §*
of size k , or S* itself if its size is smaller than k. In the
fixed budget setting, we define the k-relaxed expected
loss as e, (v) := E,[L(ST, k)] where

LG = I{Sc S8} if |S|=k,
TS =8 else.

To minimize eg () for any parameter k and budget
T, we propose EGE-SR-£, a variant of EGE-SR which
may stop at some round r < K — 1 if |B,41|= k and
recommend B, ;1 (see pseudocode in algorithm 2).

In Appendix A.3, we prove an upper-bound on the ex-
pected loss erx(v). To introduce it, we define w)
to be the k-th largest gap among the optimal arms :
w(k) = maxfg. A; with wiyy = 0 if [S*] < k. Our
bound features the complexity measure Hz(k)(y) =
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Algorithm 2: EGE-SR-k
Result: At most k Pareto optimal arms
initialize: k € [K], Set A1 = [K]|, By =0, D1 =10
forr=1,2,..., K —1do
Collect t, samples from each arm a € A,
Compute S, the empirical Pareto set
Choose i, € argmax;c 4 A;, // ties broken
in favor of arms in S,
Ar+1 <~ Ar\{ir};
B,y1 + B, U{S. n{i,}};
Dyi1 = DU {{in} N (AN\SH)} 5
if |B,41|= k then
L break and return §T =B,41;

return : Sy = Bx U Ag

max;e(k] i(AEf)))‘Q with the k-relaxed gaps

(7)

A(k) L max(Ai,w(k)) if ieS8*
A else.

Theorem 3. Let k € [K|. EGE-SR-I satisfies

eri(v) < 2K—1)%S|Dexp (—

This result is particularly insightful when there are
many optimal arms and some of them are easy to
identify as such (large gaps). Indeed when |S*|~ K
and k < |5, Hék)(y) can be an order of magnitude
smaller than Hy(v). We also note that when k > |S*|
(then PSI-k reduces to PSI), Hék)(z/) = Hy(v) and we
recover the result of Corollary 1.1.

The stopping time of EGE-SR-k is
T:=1inf{r: |B,y1|= k} A (K —1).

Letting N, denote the total number of samples used
at termination, we upper-bound E,[r] and E,[N;] in
Appendix A.3, showing that when the budget is large,
we essentially have E, [7] < g and E,[N;] < N,, with
q == K — |S*|+k. Intuitively it suggests that in the
worst case the (K — |S*|) sub-optimal arms are dis-
carded before k optimal arms are accepted as they
might be needed to dominate some sub-optimal arms.
Moreover, we remark that ¢ can be way smaller than
(K —1). For instance when [K] = S*, we have ¢ = k.

6 EXPERIMENTAL STUDY

We evaluate our algorithms on synthetic and real-
world tasks. We compare to Uniform Allocation (UA)
and APE-FB for three parameters of the form a. =

T-K
14402 HY (v)log(K) )

c%%, ¢ € {1/10,1,10}. Our guarantees on APE-
['B are only valid for ¢ < 1 and are optimal for
¢ = 1. We consider a heuristic version of APE-FB
which adaptively estimates the hardness H(v). We re-
fer to this algorithm as APE-FB-ADAPT. We run the
experiments 4000 times with different seeds and we

report the log;, of the average mis-identification rate.

6.1 Real-world Datasets

COV-BOOST (Munro et al., 2021) is a phase II
vaccine clinical trial conducted on 2883 participants
to measure the immunogenicity of different Covid-19
vaccines as a booster (third dose). Combining the first
two doses received and the third dose investigated in
the trial, there were K = 20 arms and the authors
reported the sample mean response and confidence in-
tervals (based on log-normal assumption of the data)
of each arm to a bunch of immunogenicity indicators.
Kone et al. (2023) further extracted and processed the
responses to 3 indicators (cellular response, anti-spike
IgG and NTj) to generate a multivariate normal ban-
dit with K = 20, D = 3 and a diagonal covariance ma-
trix. We use their dataset in our simulations with a
total budget of T" = 2500.

Hardware Design We use the SNW (Sorting Net-
work Width) dataset (Zuluaga et al., 2012) to generate
a bandit model. The dataset is made of 206 different
sorting networks (devices used to sort items). The au-
thors reported area and throughput of each network
when synthetized on a FPGA (Field-Programmable
Gate Array). The area is the number of FPGA
slices (resources units) used during execution and the
throughput is the number of samples treated per sec-
ond. The goal is then to optimize both objectives
simultaneously (reduced area and large throughput).
The simulation process is costly and the measures may
slightly vary for the same network due to randomness
in the circuits. We simulate a Gaussian bandit with
K = 206,D = 2 with the SNW dataset. We use a
total budget of T' = 5000.

6.2 Synthetic Benchmark

We run the algorithms on different synthetic instances.
For each of them, we compute the complexity H(v)
and following Audibert and Bubeck (2010); Karnin
et al. (2013) we set the total budget to T'= H (v).

Experiment 1: Arms on a convex Pareto
set. K = 60,D = 2. We choose z1,...,22
equally spaced in [0.55,0.95] and ¢ = 1,...,10,
0, = (22,1/(422))T. 611,...,060 are chosen from

{(z,y) €10.1,0.8]* : zy < £ }.



Bandit Pareto Set Identification: the Fixed Budget Setting

logao (€r)
]

-125- —e— EGESR
~#— EGE-SH
] - ua
—¥— APE-FB[c=1/10]
—— APE-FB[c=1]
-1.75- —& APE-FB[c=10]
APE-FB-ADAPT

T T T T T T
o 500 1000 1500 2000 2500
budget T

Figure 1: Application 1: COV-
BOOST trial
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Figure 4: Each sub-optimal ¢ is

only dominated by *. unit circle.

Experiment 2: Group of sub-optimal arms
where each sub-optimal arm i has a unique
i*. K = 10,D = 2,|S*|= 2. For each sub-optimal
arm ¢, there is a unique j such that 6; < 6;. We
choose 6; := (0.4,0.75)7,60; := (0.75,0.4)T and for
i = 1,...,4, 6911 = (0.45 + 0.2¢,0.35 — 0.29)T,
0242 := (0.10 + 0.20%,0.70 — 0.20%)T.

Experiment 3: Many arms on the unit circle.
K =200, D = 2 and generate an isotropic multivariate
normal instance with o = 1/4. We choose fi, ..., B2
evenly spaced in [7/12,7/2 — 7/12] and oy, ..., B200
evenly spaced in [7/2 4+ 7/6,21 — w/6]. For each arm
i,0; := (cos(B;),sin(5;))T.

High dimension (D = 10)
50 and generate (01,...,0s5) ~
@30 and (031, ceey 050) ~

Experiment 4:
We set K =

U ([0.2,0.45)'0)
U ([0.55,0.75]10)

6.3 Results

In all experiments, the uniform allocation (UA) base-
line is largely outperformed by both EGE-SR and
EGE-SH (with no clear ordering between the two al-
gorithms). This is particularly the case when there are
many arms and for complex Pareto sets. By estimat-
ing the hardness to classify each arm, EGE eventually

Figure 5: K = 200 arms on the

budget/ H budget/ H

Figure 6: High dimension (D =
10) with 2 group of arms.

allocates more samples to arms that are difficult to
classify, leading to a smaller error probability. APF-
F'B is a good competitor to our EGE algorithms how-
ever it is not robust to the hyper-parameter a, which
requires the knowledge of H(v) to be properly tuned.
Our proposed heuristic that estimates the complexity
online fails dramatically.

In Appendix G.1 we discuss the computational com-
plexity of EGE and we detail the implementation
setup. In Appendix .2 we report additional exper-
imental results on synthetic datasets. We illustrate
the PSI-k relaxation on the SNW dataset, showing
that EGE-SR-/ can efficiently identify a subset of the
Pareto set.

7 CONCLUSION

We proposed the first algorithms for Pareto set iden-
tification in the fixed-budget setting.

Our generic algorithm EGE can be coupled with dif-
ferent allocation and arm elimination schemes. We
proved that for two instantiations, EGE-SR and EGE-
SH, the probability of error decays exponentially
fast with the budget, with an exponent that is un-
improvable for some bandit instances. We conducted
experiments showing that these algorithms consis-
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tently outperform a uniform sampling baseline and are
competitive with an oracle algorithm that knows the
complexity of the underlying instance.

Extensions of this work could consider variance-aware
estimates of the gaps or a Bayesian setting where prior
information on the means could be used to improve
performance (Atsidakou et al., 2023). Finally, just like
Successive Rejects or Sequential Halving, EGE algo-
rithms heavily relies on the knowledge of T" for their
tuning. In future work, we are interested in propos-
ing anytime algorithms, that can have a small error
probability for any budget 7. We may take inspira-
tion from some anytime algorithms recently proposed
for simpler pure exploration tasks (Katz-Samuels and
Scott, 2018; Jourdan et al., 2023).
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A ANALYSIS OF EMPIRICAL GAP ELIMINATION

A.1 Proof of Theorem 1

We state below an important lemma used in the proof of Theorem 1. For each sub-optimal arm i, we define
* to be an arbitrary element in argmax,cg. m(4, k), which by definition yields A¥ = m(4,¢*). Introducing the

property
Pr={Vi¢ S ic A =it € A},

the first step of the proof consists in proving that P, holds for all . To do so, we introduce several intermediate
results whose proofs are gathered in Appendix B.

The first one controls the deviation of the empirical quantities M(4, j;7) and m(¢, j;r) from their actual values.

Lemma 5. On the event EL, for allr € [R] and i,j € A, ifi € S* or j € S* then

|M(’L,],T‘) - M(Z,])|§ CA()\T+1+1) and
|m(i7j§ ’I“) - m<zv.7)|§ CA()\T+1+1)'

The second one builds on it and uses Lemma | to prove that the empirical gaps cannot be too far from their
true gaps, if P, holds. It is complementary to Lemma 2 stated in the main paper.

Lemma 6. Assume that £ holds and let r € [R] such that P, holds. Then for any i € A,

ﬁi,r - Az > _2CA()‘T+1+1) /Lfl S 8*7
—CA(N4141) else.

Lemma 7. Let ¢ > 0 and assume E} holds. At round r € [R], for any sub-optimal arm i € A,., if i* € A, and
* does not empirically dominate i then AF < cAx . 41)-

We are now ready to prove the following key result.

Lemma 3. Let ¢ < 1/6. On the event £}, for any r € [R+ 1], P, holds. In particular, for any sub-optimal arm
i, 1* cannot be deactivated before i.

Proof. We assume that the event £! holds and we prove the result by induction on 7.

‘P, trivially holds for r = 1 as all arms are active. Let » > 1 such that N}_;Ps holds. We shall prove that for
any i € A,11 N (S*)<, i* cannot be deactivated at the end of round r. A first observation is that the empirical

gap A, , of each arm ¢ satisfies

ﬁw—max( 1?,,5:) (8)

which follows from the fact that when ¢ € S,, 3* <0< g*, and when i € A,\S,, SZT <0< ﬁfr Using
Lemma 6 and the inductive hypothesis permits to prove that

Vie Ay, DNip >0 =20, 11)- )

To prove that P,.y1 holds, we proceed by contradiction and assume that there exists a sub-optimal arm i € A,
(and therefore i* € A, by P,.) such that i € A, 1 and i* € A, \Ap41.

A first observation is that as there are A\,;; arms in A, 1 and ¢* is deactivated at the end of round r, there exists
an arm a, € A, U{i*} such that A, > A, 141) and A,* > A . We now consider two cases depending on
whether i* is empirically optimal or empirically sub-optimal.

*

Case 1: arm * ¢ S, i.e. i* is empirically sub-optimal. We have

~

jednti} m(i*, jsr) = AL, = A, > A,
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Using Lemma 5 (on the LHS) and Equation (9) (on the RHS) yields

v

max m(i*,j)

A —3cA ,
JeANL) ar T SR Gt

Z (1 - 3C)A()\r+1+1) )

where the last inequality follows since A, > Ay, ,4+1)- As 7% is an optimal arm, the LHS of the previous
inequality is negative. So it follows that 0 > (1 — 3¢)A(x, ., +1) which yields a contradiction if 3¢ < 1.

Case 2: arm * € S, i.e. " is empirically optimal. We first prove that i* does not empirically dominate

i. Indeed, if 7 were dominated by i*, we would have i ¢ S, so A; , = ﬁjr > (0 and since ¢* € S,
Rep=3h, < (MG +AL)% (10

= 0+A,,. (11)

Recalling that ¢ € A,.;1 we also have ﬁi*yr > ﬁi,r, which combined with Equation (11) yields

o~

Ai*,r = Ai,r- (12)
However, the tie-breaking rule of EGE ensures that Equation (12) is not possible since i* € S,. and it is deactivated
while i € 4,11 N(S,)° (in case of an equality in the gaps, empirically sub-optimal arms are removed). Therefore

1 is not empirically dominated by ¢*. Hence, by Lemma 7

A7 <At (13)

Moreover, since a, € A1 U {i*}, using the definition of ﬁi*,r yields
M(i, i) " + (A1) 2 A, .

Using Lemma 5, Lemma 6 applied to ¢ and Equation (9) applied to a,, we obtain

M(i, i)+ A > A, —5cAn,,,41)
> (1=5¢)Ax, 141
SO
A: Z (1 - SC)A()\T+1+1)' (14)

Combining this inequality with Equation (13) yields a contradiction if 6¢ < 1. Therefore P41 holds and we have
proved the claimed result by induction on r. O

Before proving Theorem | we need Lemma 8 to upper-bound P((£})) for any ¢ > 0.

Lemma 8. For any ¢ > 0,

2/fR,t,)\
P((€1)) < 2|S*|(K — 1)DRexp (-%) .
We can now prove Theorem 1.

Theorem 1. Let v be a bandit with marginally o-subgaussian arms. Then Empirical Gap Elimination with
parameters R, A and t satisfies

TVR,t,)\ (l/)
EGE < _ * _
er 7(v) <2(K —1)|S*|RD exp ( i |
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Proof. We show that on &}, every arm is well classified so the recommended set is the true Pareto optimal set.
First by Lemma 3 we know that on £, the property (i € A, N (S*)¢ = i* € A,.) holds for every r € [R + 1]. As
in the proof of Lemma 3 (see Equation (9)), this permits to prove in Lemma 6

Vre [R,Vie A, B, >0 — 2D, 1) (15)

We now establish that at the end of every round r € [R] no mis-classification can occur. That is for every arm
1€ AT\ATJrlZ

a) if i ¢ S, (that is, 7 is added to D,.) then i ¢ Sx,

b) if i € S, (that is, ¢ is added to B,) then i € S* .

Let i € A;\A,41. Since A\,y1 = |A,41] should remain active at the end of round r, if ¢ is removed at the end of
the round, there exists a, € A,1 U {i} such that A, > A, ,,+1) and a, has a smaller empirical gap than 1.

Case 1: i ¢ S, i.e. i is empirically sub-optimal. As a, € A,;; U{i} has a smaller empirical gap than i,
we have
A:,T 2 80/7‘77"

Assume by contradiction ¢ € S*. Using Lemma 5 and Equation (15) yields

i,7) > A, —3cA >(1-3c)A ,
jerlglﬁ)ii}m(l i) > . A 41) = ( A1 +1)

When 3¢ < 1, the RHS of Equation 16 is positive, so this inequality yields

max m(z,7) > 0,
J€AN{i} (0,9)

that is there exists j € A, such that

m(i,j) > 0
so there exists j such that 8; < 6;, which contradicts the assumption i € S*. Therefore, i ¢ S*: i is a sub-optimal
arm.

Case 2: i € S, i.e. i is empirically optimal. Since a, has a larger empirical gap than ¢ and ¢ € S;., we have

min M, j;7) > 05 > A, 16
JEANL} (&,5;) ’ 1o

Assume by contradiction that ¢ is sub-optimal. By Lemma 3 (for ¢ < 1/6), i* € A,.. Combining with (16) yields
M(i,i*;r) > Aa,.,r-

Further using Lemma 5 and Equation (15) yields
M(2,4%) = (1 = 3¢) A, 1 +1)-
Then by taking 6¢ < 1, the RHS of the inequality is positive so
M(i,3*) > 0, (17)
which is not possible as 8; < 8;+. Therefore, i € S*: it is an optimal arm.
This proves that on the event £}, B C §* and D C (8*)¢. Moreover, if there is a remaining active arm in

Agy1 (which happens if and only if Ag,1 = 1), this arm has to be optimal by Lemma 3. Therefore, on &£}, the
set recommended by EGE is Sp = BRU Agy1 = S*.

As a consequence, for any 0 < z < 1/6, letting ¢, = 1/6 — x we have
er F(v) <P((EL)),
which by Lemma & yields

402

We conclude by letting  — 0. |

C2]-vR,t,)\
ePCE (V) < 2|S*|(K — 1)DRexp [ ——2—— | .
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A.2 Proof of Corollary 1.1
Corollary 1.1. Let T > K and v be a bandit with o-subgaussian marginals. Then EGE-SR satisfies

SR ?S* T
7 (v) < 2(K —1)*S*|Dexp (_ 14402H2(v)@(K)> 7

and for EGE-SH, e5H(v) is upper-bounded by

2K — 1)log, (K)][S" | Dexp (f 28802H2(3; RIS ) .

Proof. The result follows from Theorem 1 and the expression of the arm schedule and allocation vector. For

EGE-SR, we have R = K — 1, >R = K +1 —7 and t3® = n5® — 3R, where nSF = [@ KTJIIET-‘ , which yields

~ SR ySR
TR A () = Terﬁ;nl]n A()\SRIJA)’
> min A—%K-H_r) - )
re(k-1] log(K) K+1—r
 T-K 1
 Tog(K) max,eq,.x) rA]
T—-K 1

For EGE-SH we have R = [logy(K)], nSH :=>""_ #5H > m and ASH < 2(A%H, 4+ 1). Then

TR, 5T ASH nSHAZ2
T ’ ’ ( = Il T A()\SH +1)7
re{l,...,[logy (K)T} 1

> A ASIL 4+1) T
Z e, Pomaon AS$1 17 2flogy (K’
T/ (2[log,y(K)1)
Max,¢|flog, (K)]| (AT + 1)A(—ASH o
> T
T 2H,(v)[log,(K) ]

|

A.3 Analysis of EGE-SR-k
In this section, we analyze EGE-SR-/ and bound its stopping time.
We define for any ¢ > 0 and ¢t € [K — 1]

=N N N @ 8- @ -0 <ea ]

ret] i€S* je[K]
and in particular we abuse notation and define

E2:=E2(K —1).

We define k = min(k, |S*|).
For any round r, let a(r) = |B,| denote the number of arms so far identified as optimal at the beginning of
round 7. We denote these arms by a,. .., as). We say that the algorithm has made an error before round r if

B,.N(8*)# 0 or D,NS* # (). We will show that on £2(t), the algorithm does not make any error until the end
of round 7}, such that (7} +1) = k.
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Lemma 9. Let ¢ < 1/6,t € [R] and k < |S*|. Let 7} := min{r € [t] : a(r + 1) = k} At. On the event E2(t), the
algorithm makes no error until the end round 7} and for any r < 7i + 1, if j € A, is a sub-optimal arm then
j* € A,.. In particular, on the event E2(t), {a1,. .., Aa(ri41)} C S*.

Said otherwise, this lemma states that the first arms that will be declared as optimal by EGE-SR-& will be
actually optimal if £2(¢) holds for ¢ small enough.

Proof of Lemma 9. In the sequel we assume that £2(¢) holds. We prove the correctness by induction on the
round r. Let r € [t] and let B, = {al, e ,aa(r)} denote the arms so far identified as optimal. Let H, be the
property “for any sub-optimal arm i € A,., i* € A, and no error occurred so far”.

H, trivially holds for 7 = 1 and a(1) = 0. We now assume that it holds until the beginning of round 7 and that
a(r) < k. We will show that the arm 4, de-activated at the end of round r is well classified and that for any
sub-optimal arm j € A,41, j* € Aryq.

Lemma 10. IfH, holds at round r and a(r) < l;:, there exists a € A, such that Aff) = A, and Aflk) > AEI;()H_T).

Proof of Lemma 10. At the beginning of round r, it remains K — r + 1 active arms so there exists a € A, such
that Agk) > A(k) ) If a is sub-optimal then Agk) = A,. Otherwise, if a is an optimal arm, since a(r) < k

(K+1—r
and no error has occurred so for (by assumption) then there exists one of the optimal arms o’ € A, (one of those
with the k largest gaps) such that Ag’f) = A, and AEI;()H_T) <AP < A((ﬁ). O

Lemma 5 still holds for the event £2(¢) with the modified gaps introduced earlier. We state the following lemma
which is similar to Lemma 2.

Lemma 11. Assume that the event E2(t) holds. Let r € [t] and assume that for any sub-optimal arm j € A,,
j* € A,.. Then, for any sub-optimal arm i € A,
N (k)
|A7, — A< 20A(K+1—7~)
and for any optimal arm i € A,
s (k)
0r . > A — 26A<K+1_T).
As already noted in the proof of Lemma 3 and Lemma 0, it is simple to see that the empirical gap ﬁim of each
arm 14 satisfies

ﬁi,r = max (ﬁf’m 31*7,) . (18)

It follows from the fact that when i € S,, ﬁfr <0< 25\;} and when ¢ € A4,\S,, gzr <0< ﬁjr

Using Lemma |1 and the inductive hypothesis H, permits to prove that

Vie A, Ajp> A —2eA%)

(K+1—k) (19)

We split the proof in three steps to prove that #,11 holds.
Step 1: i, is well classified. Let i, be empirically sub-optimal (i, ¢ S,) and assume i, € S*. Since i, is

removed at the end of round r, by the inductive assumption and using Equation 19 and Lemma 5 (adapted) we
have

jEIIqr:a\w{{iT}m(zmj) > A — SCAEI()+17T)’ Vi€ A,. (20)
By Lemma 10, there exists a € A, such that A, = AP > A§];<)+1_r)- Applying (20) to this arm a yields
o k
sy, ymin) 2 (1 3A 1y (21)

Recalling that ¢ < 1/6 we see that the LHS of (21) is positive, so there exists j such that

01’7‘ =< 0j
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which contradicts the assumption i, € S§*, so i, € [K]\S*. Now if i, is empirically optimal, i.e i, € S, assume
ir is a sub-optimal arm that is i, ¢ S*. By the hypothesis H,., i* € A, and by definition of A;,_, and since i, is
removed, we have (Lemma 5 and Equation 19)

M(iy, ir) > A; — 3cAk)

(er1_py Vi€ A. (22)

Using Lemma 10 as before, there exists a € A, such that Ak
for ¢ < 1/6. That is

K+1 n < A% = A,. So the LHS of (22) is positive

M(iy, 17) > 0,
which is impossible as 6;, < ;.. This concludes the proof of this part: i, is well classified.
Step 2: If ¢, € §* is an optimal arm, then no active arm is “optimally” dominated by i,:
Vi€ Apyq N (SY)5, 3" # iy
To prove this, assume 7, € S*. Note that we can deduce from “Step 1” that i, € S,. Then by contradiction,

let i € A1 N (S*)° such that i* = 4,.. We claim that 4 is not empirically dominated by 4,. Indeed, if ¢ were
dominated by i,, we would have i ¢ S, (i.e empirically sub-optimal) so

A=A >0

,T

and since i, € S,., by defintion of &*ﬁr

>)
IA

(M(i,ir; 7)) " + (D))
= 0+ ﬁi,ra

Ty, T

and further noting that Azr , > 31 r, we would have 3 = 3 . However, our tle—breaklng ensures that this

inequality is impossible: since i, € S,,i ¢ S, and i, is deactlvated we have AZT > AZ r. Therefore 7 is not
empirically dominated by i,. Moreover, since i, = ¢* (by assumption), Lemma 7 (it trivially holds with the
modified gaps) yields

* (k)
A S cAlgyrry (23)

Recalling that i, is deactivated, we have for any arm j € A,.,

(MG, i3 7))+ (AF,)T > A, (24)

)

On the other side, there exists a € A, such that Ak K+1 n < AP = A, (Lemma 10). Applying Equation (19)

and Lemma 5 and taking j = a in Equation 24 y1elds

(M(i,7,)) "+ (AN = (1 50)Al),

then as i, = *, so ¢ < i,, the latter yields

(k)
AT 2 (1 =50)A g,

Both (23) and (25) cannot hold when ¢ < 1/6. So for any i € A, 14
* i,

Which achieves the proof of ”Step 2”. Put together, ”Step 1&2” prove that H,.;1 holds.
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Step 3: Conclusion

We have proved that if #, holds and «(r) < k then H,,; holds. Note that if i, € S, then a(r +1) = a(r) + 1
otherwise a(r + 1) = a(r). Therefore, no error occurs until the end of round min(r’,¢) where 7’ is such that

a(r’ +1) = k. As a consequence Bty = {a1,...,aq(r111)} C S*. And by the proof of "Step 27, if j € A+ is a
sub-optimal arm, then j* € AT,SH' O

We can now prove the main theorem of this section.
Theorem 3. Let k € [K|. EGE-SR-I satisfies

T—-K
er(v) < 2(K —1)*[S*Dexp|— Ik
14402 H," (v)log(K)

Proof. The proof is a direct consequence of Lemma 9 and Hoeffding’s inequality. Indeed, Lemma 9 yields that
EGE-SR-k is correct on the event £2 for ¢ < 1/6. Therefore, for any 0 < ¢ < 1/6

erk(v) <P((€2)).

Letting 0 < ¢ < 1/6 fixed, by union bound and Hoeffing’s inequality (as in the proof of Lemma 8) it follows that

P((€2)) < 2(K — 1)2|S* | Dexp (—8 T- K )

c 402 HyVlog (K) (v)
therefore,
402 HP (v)log (K)
and taking the limit to 1/6 (as it holds for any 0 < ¢ < 1/6) yields the expected result. -

The theorem below bounds the expected stopping time and the number of samples used at stopping.
Theorem 4. Fix k < |S*| and let q := K — |S*|+k. Then

E[r] < q+2(K—1)[S*|(K—q—1)¢gDexp | — T(kj K and
14402 H5 " (v)log(K)
. T-K
E[N.] < Ng+2(K—-1)|S*|(K —¢—1)gDTexp | — O .
14402 H, " (v)log(K)

This result suggests that for this relaxed problem, the algorithm might not need to use the whole budget, in
particular when T is large. For example, consider a setting [K] = S* then ¢ = k and we roughly use N}, samples
which can be way smaller than Ny _;.

Proof. The idea is to show that if the algorithm has not stopped after round ¢ then some high probability event
must not hold. Let ¢ < 1/6 be fixed. We have

E[7]

IN

q+E[rI{r > g}],

K—-1
< g+ Y Plr>s)
s=q+1

We claim that for any s > ¢,

{r>s}c(&(q)
Indeed,
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TZ>2S — T>(q
= alqg+1) <k,

However, by Lemma 9, if £2(q) holds and «(q + 1) < k then no error has occured until the end of round g,
therefore D, = (8*)¢ and |B,|= k, which is not possible as a(q + 1) < k. So 7 > s = (£2(q) does not hold).
Then

IN

K-—1
¢+ Y B(EW)). (26)

s—q+1

T-K
q+ —1)|8*|gD exp — , (27)
2; 4a2H§’“> (v)log(K)

E[7]

IN

IN

(K —q— exp | —c? =K
q+2(K - 1)|S*|(K — g —1)gDexp ( 402H§’“)(u)@(K)> : (28)

Similarly, we have
E[N;] < Ng + (NTHT>q)-

Then,
K—-1
EN, < Ng+ Y NJP(r>5s)
s=q+1

K-1

Ny+ Y NP((E2(9)

s=q+1

IN

IN

T-K =
N, +2(K —1)|S*|gDexp | —c? — N;.
! 402 HY" (v)log(K) ;

Simple algebra yields for any r € [K — 1],

N, = (K—r)nr+Zns,

|

IA

K
LK komyyrs
gy T ZKH_S
K
T-K
= = 1+ s+ K
o (7 3 )

og( =K+1—

IN

Therefore,

T-K
E[N,] < N,+2(K —1)|S*|(K —q—1)¢DT exp <—02 40—2H2<’“)(y)@(1<)> ) (29)

As (28) and (29) holds for any ¢ < 1/6 taking the limit for a sequence ¢, — 1/6 yields the expected constants
in the exponent, which achieves the proof. O
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B CONCENTRATION RESULTS

In this section we prove the concentration results used in Appendix A. We recall the definition of the good event:

561 = ﬂ m ﬂ {H ine ]nr) (gi_gj)HOOSCA(Mﬂ*-l)}'

re[R]1€S* jE[K]

B.1 Proof of Lemma 5
Lemma 5. On the event £}, for allr € [R] and i,j € A,., ifi € S* or j € S* then
IM(3, j; ) — M(4, §)|< A, +1) and

|m(i7j§ ’I“) - m<zv.7)|§ CA()\T+1+1)'

Proof. Assume i € §* or j € §*. We have

2N JsMr

M) = MG = [ [6, B, ] 6~ 0]

S SRR

(b)
S CA()\T+1+1).

where (a) follows by reverse triangle inequality and (b) holds on the event £!. The second part of the lemma
follows from

Im(i, j;r) —m(i, j)| = |=M(,j;r) + M, )],
as M(i, j) = —m(i, j) and M(4, j;r) = —m(i, j; 7). O
B.2 Proof of Lemma 6
We recall the definition of the property
Pr={Vi¢ S*,i€ A, =>i* € A.}.

and start by proving a first intermediate result.
Lemma 12. Assume that £ holds and let r € [R] such that P, holds. Then for any i € A,,

(Af)F —(ANT <2eA0, 1) and  (AL)Y = (ADT > —cAn,, 1)

Proof. We define the max of an empty set to be —oco. We first analyze the case ¢« € S*. When ¢ € §*, we have

@) =0= (o i J))+7

JE€AN{i}

which yields

(Ar)t —(AD*] =

b

+ +
(et mtn) = (s, mee)

< max m(%,J; — max m(z since |zt —yT|< |2 — y)),
< | (s, mtisin) = (s, mGi))| (s o* = 1< o - )
< max |m(z,5;7) —m(z, )],

< max (i, jir) — m(.J)|

< CAia+1)s
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where the last inequality follows from Lemma 5. We now assume that i is a sub-optimal arm. Since P, holds at

round r, i* € A, and

Af = max m(z,7 ).
P = ax m(i,])
Let i € argmax;e 4 \ ;3 m(i, j;r) then
A1)F = (At = (mi,r)" - (i),
> (m(i,i*;7)" — (m(4,3))T  (since i* € A,.).

We further note that

|(m(i,i*; 7)™ — (m(i,i%)) 7| |m(i,i*;r) — m(s, )|,

IN A

CA()\T+1+1)7

which follows from Lemma 5. Combining the latter inequality with (31) yields
(gz,r)—i_ - (A:)+ Z _CA(/\T~+1+1)'

We also have

A1) = (AN < (i) - (m,0)",
< |m(é,47) —m(i,q)|,
= |M(4,7) — M(i,i;7)]
< [6.-6)- 00 -0,
= | (6:=6:) = (i, = 8io,) ) + (00 =6 = (80, 0., ) )| _-

< 2CA()\T+1+1),
where the last inequality follows from the triangle inequality and Lemma 5. This proves the lemma.
We then prove Lemma 2 which can be viewed as a “symmetric” version of Lemma 6.
Lemma 2. Assume that £! holds. Let r € [R)] such that P, holds. Then, for any sub-optimal arm i € A,
|A;r - AHS 2CA(>\7-+1+1)
and for any optimal arm i € A,., R
07 2 A —2cAn, L +1)-
Proof. Let i € A, N (S*)€. By assumption, i* € A, so

A;:= A7 = max m(s,j),
JEA\{i} (i,9)

then we have

A* —A;| = max m(i,j;7r) | — max m(i,j) ||,
N I () B ) |
(a)
< max |(m(z,7;r) —m(z,7)|,
< jeAT\{i}I (1, 4;7) —m(z, j)|
< max |M(4,5) — M(%, 5;7
< max MG.G) - Migin)
< max ’92-79- — é\im*é\'nr
< max [[0-0) =@ -8
= [ (0= = (B =8 )) + (0 =0 = (B =B ) )
(b)
< 2¢A0 41 41)5

(30)
(31)

(32)
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where (a) follows by reverse triangle inequality and (b) follows by triangle inequality and Lemma 5. So we have
proved the first statement of the lemma.

Before proving the second statement of the lemma, recall that

5t = min [M(ijir) A (MGr)F +(A7,)7)
i jelfﬁ.l{l{i}[ (G g3r) A (MG, ér)" + (AF,)7)]
Let : € A, NS*. For any j € A, we have

IM(j, i)t = M(G,0)* < IM(Gé57) = M, 9),
< cAp,i+1) (Lemma 5),

and similarly
|M(Z7 .7; T‘) - M(Z? .])|S CA()\T+1+1)
which put together yields

NI(jai;T)Jr > M(]v i)Jr - CA()\T‘+1+1) and (33)
M(Zyja T') > M(Zvj) - CA()\T+1+1)' (34)

Letting j € A,., we have by Lemma 12
(3;,7')4_ - (A;)—i_ 2 _CA()\H-lJrl) (35)

Put together, (35) and (33) yields
M(ja i; T)+ + (3;,7”)4_ > M(]7 Z)+ + (A;)+ - 2CA(>\7"+1+1)
for any j € A,. Which combined with (34) yields
MGG, s m) A MGy dm) ™+ (A5, 0] 2 MG 5) A (MGG )+ (A)T)] = 2e80,,4,41)

for any j € A,.. Therefore,

jeAN{i}

v

5, > < min [M(i,j)/\(M(j,i)++(A;)+)}>—2cA(/\T+1+1),

min  [M(i, §) A (M(4,8)* + (A%)*
(min DG A OG-+ (25)°)
5;_20A()\r+1+1)-

— QCA(/\T+1+1),

Finally, we prove Lemma 6.
Lemma 6. Assume that £ holds and let r € [R] such that P, holds. Then for any i € A,

Aip— Ay > —2c¢A(\ 4 41) i €S,
’ _CA(/\7~+1+1) else.

Proof. Let i € A, N (S*)°. Since i € (§*)°, A; = Ar. If i ¢ S, then Ai,r = Al*r If i € S, then ﬁi,r = 3\1*7, and
Ar, <0<0;,

which follows since i € S,.. Therefore in both cases

-~

Aiy— A Ar, — A

maxm(z, j;r) — m(7, i)
j

m(i, iy;r) — m(i, iy)

AVANIY]

_CA()\rﬂJrl)



Cyrille Kone, Emilie Kaufmann, Laura Richert

where the last inequality uses Lemma 5.

Similarly, let i € A, NS*. We have A; = 07 (Lemma 1) and Ei,r = 8\:’(,7‘ ifieS,.. Ifie A\S, (empirically
sub-optimal) then
Ay =A7,.2>0

and there exists j € A, such that é\ln = éjn so for this arm j, M(i, j;r) < 0. Therefore S;fr < 0 and
or, <0< A, =A;,.
Put together we have in all cases
Npy— 0> gf,r — A > =2¢A\, ;1 11)s
where the last inequality follows from Lemma 2. O
B.3 Proof of Lemma 7

Lemma 7. Let ¢ > 0 and assume E} holds. At round r € [R], for any sub-optimal arm i € A,., if i* € A, and
i* does not empirically dominate i then AF < cAx, , 41)-

Proof. We have by definition
Oin, £ 05y, = 3d 00, >0L
— 3d: (68, —6d) —(BL, —0L)> 0L — 0! >m(i,i),

SO =R =R
|(6i, = Bi-.,) — (6: - 0:2)

\ > A
oo

which, on the event £! is only possible if
A7 S At

B.4 Proof of Lemma 8

Lemma 8. For any c > 0,

402

P(ED) < 24S°I(K - 1)DRexp <_M> |

Proof. We have

R D
PED) < D3 D N P(I0, —01.,) — (0] = 01> i) |
r=1i€8* j#i d=1
AR
< 2|8*|(K-1)D Zexp (—%) (Hoedding’s inequality),
2R,
< 9SH(K - 1)DRexp [ - LW
402



Bandit Pareto Set Identification: the Fixed Budget Setting

C LOWER BOUND

In this section, we state our lower bounds for fixed-budget PSI that hold for some class of instances.

Illustration of the sub-optimality gaps Before presenting of our lower bounds, we give additional details
on the sub-optimality gaps. Recall that for a sub-optimal arm we have

A; = AF = ), 36
; jrrggfm(z 7) (36)
and for an optimal arm i € S*,
A; := min(8;,6;) (37)
where
o = min min(M(z, j), M(7,7)) ,
Pom min min(M(.5),MG. D)
0, = i M(j,9)T + A;
i jeﬁ?f\l&[( (7,))7 + Aj]

with the convention ming = +o00. First note that when D = 1 we recover the classical definition of sub-optimal
gaps in single-objective bandit (Kaufmann et al., 2016; Audibert and Bubeck, 2010). Indeed, in this case there
is a single optimal arm denoted a, and &* = {a,} then as any arm a # a, is sub-optimal it comes

A, = A} =m(a,ay)
= ea* - ea
and as ] = oo we have
Do, = 07 = minlOMG,0))* + A
j#a.
= minA;
JFax

where the last line follows since every j # a, is dominated by a,. Now we illustrate these gaps in higher-
dimension. Following Appendix A of Auer et al. (2016) we illustrate below the sub-optimality gaps in dimension
D=2

Figure 7: Illustration of the sub-optimality gaps. Plain lines represent ”distances” between Pareto optimal arms
and dashed lines are for margins from sub-optimal to optimal arms.

In this instance A; = m(4, j) and it is easy to see that if ¢ is increased by A; in both x and y axes it will become
non-dominated. We also have Ay = m(¢,7). As ¢ is only dominated by j, if is it translated by m(¢,j) on the
x-axis it will become Pareto optimal. For Pareto-optimal arms k, 7, 6;“ = 5;-r = M(j, k). As k dominates both
i and ¢ its margin to sub-optimal arms is d; = min(A;, Ag) and we have §; = min(M(¢, j) + A, 4A;). Finally,
observe that for both j, k, A; = Ay = M(j, k). If k is translated by M(j, k) on the y-axis it will dominate j.
Similarly, if j is translated by — M(j, k) on the y-axis, it will be dominated by k.
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We will now prove the lower bound. The idea is to build alternative instances where the Pareto set is changed
and the complexity is less than that of the base instance. To obtain a different Pareto set we can either make
optimal an arm that was sub-optimal or make sub-optimal an arm that was optimal. However in doing so, we
need to take care not to decrease the gap of any arm, in particular that of the arm that is shifted, otherwise the
alternative instance could be harder. This is challenging as the definition of the gaps are completely different for
optimal and sub-optimal arms. In the sequel we restrict to some class of instances.

We define B to be the set of means ® € Rf*P such that each sub-optimal arm 7 is only dominated by a single
arm, denoted by ¢* (that has to belong to §*) and that for each optimal arm j there exists a unique sub-optimal
arm which is dominated by j, denoted by j. We further assume that optimal arms are not too close to arms
they don’t dominate: for any sub-optimal arm i and optimal arm j such that 8; %4 0;,

An instance v belongs to B if its means ® = (0 ...0k)T belongs to B.

Theorem 2. Let © := (0,...0x)T € B and v = (v1,...,vK) where v; ~ N(0;,0%I). For any algorithm A,

there exists i € {0,..., K} such that
2T
(2) e
A00) 2 jew ( 2H<u<i>>) |

Proof. vy,...,vi are distributions over R” parameterized by their means (resp.) 61,...,0x. We let v :=
(v1,...,vk) and ©©) = (8,...0K)T € REXP We denote by S*(v) the Pareto optimal set of the bandit

instance v. For all i € [K], we define @) := (0(1) 0&?)T € REXD (with () to be defined later) and we
let () denote the bandit with parameter @@ . Let A denote an algorithm for Pareto set identification in the
fixed-budget setting. We further assume that for any i € [K], @ ;) differs from 0O only in line 4

Va #1i, ) = 6, (38)
so v() and v only differs in arm i.
We state the following lemma which is a rewriting of Lemma 16 of Kaufmann et al. (2016).

Lemma 13 (Kaufmann et al. (2016)). Let v and v be two bandit instances such that S*(v) # S*(v'). Then

( ZIE KL(I/i,VZ{)>

max (e7(v), e7 (V') 2

yPl'—‘

For any i € [K],

00 {0i+2Aiedi if i ¢ S*(v), (39)

0; —2A;eq;,  else.
Let for any 4, (i) := {j : 6; < 6;} the set of arms that dominate i. We recall that for a sub-optimal arm 1,

d; € argmin [9;-{ — 9?] .
d
We now justify that for any i € [K],S*(v(?)) # S*(v), by considering two cases:

o If i ¢ S*(v), as Q(i) = {i*} and i has been increased to be larger than i* on d;, we have that i € S*(v().

e If i € S*(v), since there exists ¢ such that Q(i) = {i} and A; = A}, the shifting ensures that Oéi) A 01@ it
comes that i € S*(v1).

We remark that in both cases, we have either 01@ = 0; + 2A,eq, or 01@ = 6; — 2A;eq;. Recalling that for
multivariate Gaussian distribution with the same covariance matrix, KL (V' (0, X), N(6',%)) = 1(6—60)TS 1 (60—
6'), we get for all 4

KL(v;, l/-(i)) = 2A%/0%

K2
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By applying Lemma 13, we have for any i € [K],

max(er(v),er(v?)) > iexp (=B, [T3(T)) KL(v;, v;))

> %exp <_21EV[T;#]A?)

We conclude by using the pigeonhole principle: there must exist ¢ € [K| such that E, [T;(T)] < ﬁ. Therefore,
there exists ¢ € [K] such that

max(er(v), er (V) > + exp (‘ UZTTu ) |

It remains to show that for any i € [K], H(v(¥) = H(v). We introduce the following notation for any arms p, g
M'(p,q) = max[(6,)" - (6;)"],
ml(pa Q) = _Mi(pa Q),

which are the quantities M and m computed in the bandit »(¥. We denote by D(v) := (§*(v))° the set of
non-optimal arms in the bandit v. Letting i be fixed we denote by Ag) the sub-optimality gap of arm k in the
bandit v, 6,:’(i), 5;7(1‘) and A;’(i) are respectively the equivalent of 9, , 5; and A} computed in the bandit
v, We will prove that

Ve K], A = Ay (40)
We recall the assumptions on the class B:
Vi € D(v), 3! arm * such that 6; < 6;«, (41)
Vi e S*(v), 3! arm i such that 6; < 6;, (42)
Vi € D(v), Vj € S*(v) such that 6; £ 0;, M(i,j) > 3max(A;, A;). (43)

As for any optimal arm i there exists ¢ which is only dominated by 4, Assumption (42) and (43) yield
Vi, j € S*(v), i # j, M(i,j) > 3max(A, A)) (44)
In the sequel, we fix i € [K] and we prove (10) by analyzing first the case i ¢ S*(v) then the case i € S*(v).
Step 1: Assume i ¢ S*(v).
We recall that 01@ =0, + 2Aeq, and for any j # 1, 01@ = 6;. Then
Vp # i, Vg # i, M'(p,q) = M(p,q) and m'(p, q) = m(p, q)- (45)

Since only arm i has changed (and increased in one coordinate) from v to v, if j € D(v)\ {i} then j € D(v(®).
We will prove that for any j € S*(v),

9,=0" 46" (46)
By contradiction, assume an arm j exists such that (46) holds. Then M(j,7) < 2A; and
M(j,4%) < M(j,4) < 24,
which is not possible by (44) as j,i* € S*(v). Therefore, (16) does not hold and we deduce:
DY) =Dw)\ {i} and S*(?)=5*(v)uU{i}.

Moreover, we will show that _
vj e D), ArW = A%,

Indeed, as for any j € 'D(V(i)), j,7* have not been shifted, we have

*,(1)
A= A
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and if the inequality is strict then, since only ¢ has changed,
* (1) G *
ATV =m'(j,4) > A,
which yields (as only d; has been increased)
Hl(j, 7’) > _A;7
SO
M(j,4) < A,
which combined with M(7,4*) < M(4, ) yields
M(j,i*) < A}

which is not possible by assumption (43). In short, we have proved that for any j € D(v(®),

*,(4) *
AV = A7
Let j € S*(v)\{i}. For any k # i

M'(j, k) = M(j, k) and M'(k, j) = M(k, ).
‘We have

Mi(i*,i) = (max (o — 9?]) v (0?:‘ — 0% —2 (9;1;' - 9}')) :

dd;

_ (2&%* = ef]) v (o —ot),

7

@ max [0;-1* — 9;’] ,
dAd;
2,0,
©
> Af=As (47)

where (a) follows since (65" —0%) < 0 while M*(i*,4) > 0, (b) follows from the definition of d; as the argmin and
(c) follows from the inequality M(p, ¢) > m(q, p) for any p,q.

Additionally for j € S*(v)\{i,i*},

M(Gyi) > M(54) — 24, (48)
> M(j,i%) - 24, (49)
> %M(j,i*), (since M(j,i*) > 3A; by (44)) (50)
> max(Aj,A;) > Aj. (51)
Combining (51) with (17) yields for j € S*(v)\{i},
M'(j.1) = Aj. (52)
We now compute M’ (i, j). Direct calculation yields
M (4, 1%) = Ay = Ay,
and if j # *,
M'(i.j) > M(i.j), (53)
> max(A;,A;) (from (13)). (54)

With what precedes we state the following for any j € S*(v(V)\{i}:
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a) minges. oy M'(J; k) = (mingese o 5y M0, k) A M (4, 9),
b) mingese oy gy M'(k:§) = (minges @)y M(k, §)) AM' (i, j), and
¢) mingep(, o) [(Mi(k,j))"' + AZ’(i)] = (mingep) iy Mk, 5)T + Af).
Which combined with 5;' > Aj and (54) and (52) yields
57" = min(87, min(M' (i, ), M'(4,1))) > A;,

and for j # *,
570 = A

As a consequence, for j # i*, Agi) =Aj. For j =1*, M'(i,i*) = A; = Ay« and by (17)
Mi(i*,3) > AF = Ag.
Therefore, min(M(4,7%), M*(i*,7)) = A« and as 5% > A;+, we have
52 = min(8}, min(M? (4, %), M¥(i*,4))) = Ay,

and
59 > A, (from (13))

SO

To sum up, so far we have proved that for any j # i,

(i) _
AW =4,

J

Proving that Az@ = A; will conclude the proof for Step 1.

Recall that
AW .= ( min min(M*(4, 7), M*(j, i ) A ( min M(4,4))* +A0@ ) )
i ies () (M* (3, 5) (4,7)) jGD(u)\{i}[( (4,7)) j ]

with min(M*(i,i*), M*(i*,7)) = A; and by (54) and (51):

Vi e 8*(v) \ {i*}, min(M*(i, ), M*(5,1)) > A,.

Moreover, for any j € D(v)\{i},
. (43)
M*(j, i) = M(j,7%) = 24; > A;
Therefore, 5;’(i) > A; and 6;“@ = A,;. We conclude that

AD = A,

K2

which achieves the proof of Step 1: If i ¢ S*(v)

H(W) = H(v).
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Step 2: Assume i € S*(v).

We have 01@ = 0; — 2A;eq, and for any j # i, Hj(-i) = 6;. First, note that i € S*(u(i)). This is immediate as 7 is

the only arm such that 6; < 8; and due to the shifting, 02@ A 92@. We claim that i € S*(v(?)). Otherwise, there
exists j € S*(v) such that M(i, j) < 2A; which is not possible by (11). For any j € D(v) \ {i}, j and j* have
not been shifted, so j € D(v?) and similarly to Step 1, we have

§* () = 8*(v) U {i} and D) = Dw)\{i},
and for any j € D(v(¥),

*,(1) _ A%
Aj = Aj.

Let j € S*(v)\{i,i}. We have,

o7 = (kesggg)g 3.y (MR ), MG, km) A (min(M(F, £), M(i, ) A (min(M' (7,4). M'(i. )

Ozj //3‘7

We have
M'(j.i) > M(j.i)
> 3max(A;,4;)  (from (11)),
and
M'(i,j) = M(i.j) — 24,
> max(Aj;,A;)  (from (44)).
It follows that
Bj =2 max(Aj, Ag). (55)
On the other side,
M'(j.i) = M(.9),
> M(],Z) (as 01 < 02),
> 3max(Aj,4;) (from (44))
and
M'(4,5) = M(i,j) > max(A;,4,) (from (13))
Therefore,
a; > max(Aj, A), (56)
which yields '
oW > A

As j € D(v®), we check that

57 = min Mk, j)t + AL = A% = A
T T I

Put together, we have for any j € S*(vV)\{i,i},

AY = min(s @, 570) = A,

We also easily check that

670 = i M(k, )" + A% > A; = A,
0= i MR+ AR > A (57)
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and

(1) : . i . i . irs s i .
5 = <k68r*r%1111)1\{i} [min(M' (k, i), M (l,k))]> A (min(M* (i,4), M" (4, 7))) - (58)

We further note that M*(i,i) = A; and similarly to (47),

M'(i,i) = (g;ag_c {0? - HZD Vv (9?1 — 0% 2 (0;11 _ 9;1_)) ’

7

= g;éax [0? - GZ] ,

i

© M, i),

©
>

A; = A,

where (a) follows since (9;1i — 6%) < 0 while M'(4,7) > 0, (b) follows from the definition of d; as the argmin and
(c) follows from the inequality M(p,q) > m(q,p) for any p,q. Therefore we have 5; = A; and from (55), (56)
and (57),
57W = A; and 5,77 > A,
so that finally
Al = A,

It remains to compute Ag). We have

§HO = ( min  [min(M(k, 1), M(i, k )/\ min(M(i, ), M'(i,4))),
; cesin - [min(M(k, D, MG D)) A (min(M (G 0). M0, 1)
Bi
= min ag | N Bi,
<k68*<u)\{i,i} k) &
= Al’
which follows from (56) and the fact that 5; = A,. On the other side,
60 = min M(k,i)T + AX] > 3A; (from (43)).
; i [M(kD)+ A7) 234, (from (19))
Therefore, _
AP = A,
which concludes the proof. O

The conditions of Theorem 2 include a large class of instances. In particular, for any value of D, on can find
instances in B. We illustrate in Fig.8 to Fig.12 below an instance v € B with 4 arms in dimension 2, and the 4
corresponding alternative instances (Y. Similar examples could be given for any dimension and any number of
arms.

Figure 8: Instance Figure 9: Instance Figure 10: Instance Figure 11: Instance Figure 12: Instance
v e B y(l) V(Q) l/(3) l/(4)
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We propose below a larger class B’. Before stating our result we recall some notation. We recall that eq,...,ep
is the canonical basis of RP. We identify a bandit v with its means © := (8, ...0x)T € REXP_ For any arm i,
let Q(i) := {j € [K] : 8; < 6;} the set of arms that dominate ¢ and Q*(7) := {j € [K] : m(¢,j) = AF} the arms
that “maximally” dominate . Let II(7) := {i € D(v) : Q*(i) = {i}} the set of arms that are “only maximally
dominated by ¢”. For a bandit v we let D(v) or simply D denote the set of sub-optimal arms. Let B’ be the set
of instances such that :

(1) Vi € D(v) there exists d; such that 6; + A;eq, is Pareto optimal w.r.t {0, : j € [K]\ {i}}, (59)
(2) Vi € §*(v) there exists i € D such that II(i) = {i} and Q(2) = {i}, (60)
(3) Vi, j € 8*(v), M(4, j) > 3max(A;, Aj), (61)
(4) Vi,j, if 91' 74 0]‘ then M(Z,_]) > 3max(Ai, A]) (62)
Let v := (1v1,...,vK) be an instance whose means ® € B and such that v; ~ N(0;,0%1). For every i € [K] we
define the alternative instance v() := (v, ... z/i(z), ..., V) in which only the mean of arm i is modified to:
; 0; —20;eq, ifiecS*(v),
0" .= e, i€ V) (63)
0; +2Aeq, else,
where ey, ...,ep denotes the canonical basis of RP and d; := argmin,[0% — 6¢]. With v(9) := v, we prove the

following.

Theorem 5. Let © := (0;...0x)T € B' and v = (vy,...,vi) where v; ~ N(6;,0%I). For any algorithm A,
there exists i € {0,..., K} such that Hwv") < H(v) and

a1 oT
er(v?) > 1P (—m) :

Proof. The proof is similar to the proof of Theorem 2. In particular we use the notation introduced therein: the

superscript ¢ means that the quantity is computed on the means of bandit () i.e {0§1), ...,05)} Proceeding
similarly to to the proof of Theorem 2 we have : there exists i € [K] such that

max(er(v), er (V) > + exp (‘%) |

It remains to show that for each alternative bandit v, S*(v()) # S*(v) and H(»)) < H(v). To do so we
analyze first an instance v for i € D(v).

Step 1: Assume i ¢ S*(v).
As only arm i has changed in v¥ w.r.t v and 01@ =0, +2Aeq,, letting j € D(v)\{i} j and j* has not changed,
thus j € D(¥™) and

AP > A (64)
Let j € 8*(v), we claim that j € S*(v(¥). Indeed, if j ¢ S*(v¥) then

Hj < 0; +2Aeq4,,
so M(4,7) < 2A,;. However M(j,7*) < M(4,7) which yields
M(]v Z*) S 2A27

which is not possible by (61). Therefore j € S*(v(?)) and we will show that Ag»i) > Aj. Direct calculation yields

5% = min(8F, min(M'(4, 7), M'(j,))) (65)
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and we have
Qre o d d d; d; )
Mi(i, f) = (51%[91. - 0].}> v (ot o +20,). (66)
If 6; < 0, then since 8; + A;eq, is non-dominated w.r.t {0y : k € [K]|\{i}} it follows that
0 +Ai > 6,

SO
(efi — 0 + zAi) > A,

which put back in (66) yields M*(i,5) > A;. And, as 8; < 0;, A; < A, so
M'(i,) > A;.

In case 6; 4 0;, since M'(i, j) > M(i, 5) and

by condition (62) (as 8; £ 8; and j € S*(v)). Therefore in all cases
M(i, j) > max(A;, Ay). (67)

Similarly to (47) M%(i*,4) > A+ and for j # i*

M'(j) = M(j,i) - 24, (68)
> M(j,1") — 24, (69)
1
> M) (0) (70)
Z max(Al-, Az) Z A]‘. (71)
Combining (65), (67) and (71) yields
5}‘7(1) > Aj
On the other side,
=) : i\t (4)
i = i G o),
= in Mk, )t + AP,
keDn(lzgl\{i} [ (R, )" + Ay }
> min M(k, ) + Ax],
keD(v)\{:} [ ( j) k]
> 6 = A
Therefore, for any j € S*(v),
AY =min(s}?,570) > Ay (72)
So far we have proved that for any j # i,
AP > A

It remains to compute AZ(-i). Recall that i € D(v) but i € S*(¥()) so the expression of its gap has completely
changed and we have to check that it does not decrease. We have

A = min(s?, 5,)
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where

5*’(i) = min min (M’ (] 7Mi /51))5
v kes*(v()\{i} (M.9) G

= &in min(M'(55), M'(,9),
and by (67) and (71) min(M(i, k), M?(k,)) > A, for any k € S*(v) so
570 > A, (73)
Let k € D(v)\{i}. If O < 0; then A; < Ay and
(M (k,i))* + AL > AP > Ay
so (Mi(k, )" + AP > A, If 6), 4 6; we have by (62) M(k,i) > 3A; and M'(k,i) > M(k, i) — 2A; so

(M (k,0))" + AP > A,

Therefore
=@ . : i )t (@
J; = ke%l(lzfl(i)) [(M (k,3)" + A } , (74)
5 = i M (k,i)" + A, 75
z cmin O, D)+ A (75)
> A, (76)
Combining (73) and (76) yields
AD > A,

Put together with what precedes yields for any arm &
A](fl) > Aka

therefore )
HW) < H(v).

Step 2: Assume i € $*(v).
We have i € I1(i). If j € D(v) N (I1(i))°, as j and j* have not been modified from v to v and the only change

has decreased i in one coordinate, we have j € D(v(?)) and

(@ _
A=A
Direct calculation shows that : S*(v(®) = S*(v) U {i} and D(v)) = D(v)\{i}. Since II(i) = {i}, for any
k€ Dw)\{i}, _
AD = A,

The rest of the proof is similar to ”Step 2” in the proof of Theorem 2 but we recall the main arguments to make
this part self-contained. For any j € S*(v(V)\{i,i}. We have,

70 = (, gmin - Tmin(M(k, ), MG )] ) A @in(MG: £, MG ) A (MG, 1, MG.)

As 91 74 0]‘ and 0]' 74 917
aj > Aj. (by (62))

Similarly
M’ (5,4) > M(j,4) > max(A;, A;) (77)
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where the last inequality follows since i,j € $*(v) and from (61). On the other side ,

M(i,j) > M(i,j) — 24, (78)
> IMGij) (6), (79)
Z max(AZ—, A]) (80)

Further noting that
min min(M(k, 7), M(j, k > A
(kES*(u)\{j,i}[ ( ( J) (J ))]> J

yields '
57" > Ay, (81)

Moreover, for any k € D(v)) = D(v)\{i},
Mk, )F + A = M(k, 1) + A > A
Therefore, for any j € S*(v()\{i,i}
A = min(6] @ 6,0 > ;. (82)
To summarize, we have proved that for any j € [K]\{4,1},
AP > A
We now analyze Agi).
We have

oH®  —

[min(M(k, ), M' (i, k))]) A (min(M(i,4), M(3,1))) . (83)
Bi

( min
keS*(v)\{i}

We further note by direct calculation M*(i,i) = A; and M*(4,4) > A;. Combining with (77) and (80) yields
5P > A,
Let k € 'D(I/)\{Z} If 6, < 6; then A; < Ay and
(Mi(k,i)" + AP > AW > A,
so ' _
(M (k)" + AP > A,
Similarly, if 8, 4 6; as in ”Step 1”7 we prove
(M (ki) + AP > A,
Thus 6;’(i) > A;, hence
AW > A (84)

The computation of Ag) proceeds identically to that of Agi) to prove that
Al > A,

Therefore, for any k € [K],
A[(CZ) 2 Akv
which yields H(v) < H(v).
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D WHEN THE COMPLEXITY TERM H IS KNOWN

In this section we analyze APE-FB which has been used in the experiments reported in the main paper. This
algorithm is similar to UCB-E (Audibert and Bubeck, 2010) and UGapEb (Gabillon et al.; 2012). The idea is to
use the sampling rule APE of Kone et al. (2023) (designed for fixed-confidence PSI) for T' rounds and analyze
the theoretical guarantees of the resulting algorithm. We recall that at each round ¢, T;(¢) is the number of times
arm 7 has been pulled up to time ¢ and az(t) is the empirical estimate of 8; based on the T;(¢) samples collected
so far and S(t) is the empirical Pareto set at time ¢. For any arms 1, j,

M(i,jit) = max [é\;i(t)—?o\g(t)} and
m(i,jit) = min [05(6) - B20)] = ~ MG, j;1).
Let a > 0 and define for any arm i,
Bilt) = 5[5
S5\ Tt
Let
Zi(t) = i i M(i, j;t) — Bi(t) — B;(t)],
1(t) igg)jeﬁgg{i}[ (4,5:t) — Bi(t) — B;(t)]
Z5(t) = min max[m(i,j;t) — Bi(t) — B; ()],

i€S(t)e j#i
and we use by convention ming = oco. Letting
OPT(t) := {i € [K] : Vj # 1, M(4, j; t) — Bi(t) — B;(t) > 0},
we recall that APE(Kone et al., 2023) defines two arms b; and ¢; as follows:

by := argmax min [M(1, j;t) + 5;(t) + 5;(t)] (85)
i¢OPT(t) J71

and when OPT(¢) = [K] (which could often occur when S* = [K]), define

by := argmin min [M(é, j; 1) — Bi(t) — B;(t)] -

ic [K] E
Finally, we define
cv 1= angmin M, i) ~ (1) )
J t

and a¢, the least explored among b; and c¢;. Then at each round we pull a;.

Algorithm 3: APE-FB
Result: Pareto set
Data: parameter a > 0
initialize: pull each arm once and set T;(K) = 1 for each arm ¢
fort=K+1,...,T do
Compute b; (85) and ¢ (86)
Sample arm a; the least explored among b; and ¢;

return : Sp = S(T)

We below state an upper-bound on the probability of error of APE-FB.

Theorem 6. Let T > K and v a bandit with o-subgaussian marginals . Let 0 < a < % 2*(5 The probability of
error of APE-FB run with parameter a satisfies

a
eAPB(y) < 2(1 + log(T)) DK exp (_W) .
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For a = 22 T-K

36 7)o We have

e2PE(v) < 2(1 + log(T))DK exp <_$I§{(V)> '

Compared to EGE-SH and EGE-SR, the exponent in the upper-bound is larger by an order log(K) but outside
of the exponent there is an extra multiplicative log(7") term due to time uniform concentration. As this term
grows very slowly with 7" it shouldn’t be too high w.r.t K|S*| or log(K)|S*| and the exponential term becomes
quickly predominant when 7 is large. Thus APE-FB improves upon both EGE-SR and EGE-SH but requires a
to be tuned optimally. This is an important limitation as in practice H(v) is not known and the results reported
in the main suggest that the performance of APE-FB heavily rely on this proper tuning. On the contrary, both
EGE-SR and EGE-SH are parameter-free.

Proof. For any arm i and any component d, let I := [0? — %51(0; 04 + %Bi (t)] We define the event
&= {\ﬁ e [K], ¥t < T, vd € [D], §(t) € I;l} .

We assume the event £ holds and we show that then S(7") = S*. Let us introduce
T:=inf{K <t <T:Z(t) >0and Z(t) > 0}.

Note that from the definition, 7 can be infinite as the inf of an empty set but we will further show that indeed
7 < T. We claim that on the event &, for any 7 < ¢t < T, S(t) = §*. We have at time ¢t = 7, Z;(t) > 0 and
Zy(t) > 0. Letting ¢ € S(t), for any j # ¢, there exists d; such that

i 9

057 (7) + Bi(7) < ;7 (1) — Bi(7),
that is 1 .

d; d;
0; + 58;(1) <6;" = 5Bi(7),

which yields (as f is a decreasing function) for any ¢t > 7,

1 o1
0 + 58(t) <07 — A1),

therefore, for any ¢t > 7, é\;-ij (t) < é\gj (t). Said otherwise, on the event &, if ¢ € S(7) then for any t > 7, i € S(t).
Using an identical reasoning for any arm i € S(7)¢ also yields that on the event &, if i € S(7)° then for any

t > 7,1 € S(t)°. At this point, we have proved that under the event &, if 7 < T then S(T') = S*.

Showing that on the event £, 7 < T will conclude the proof. We proceed by contradiction and we assume 7 > T
First, note that 7 > T imply that for any ¢ < T, OPT(t) # [K] (otherwise we would have Z;(¢) > 0 and since
S(t)c would be empty, Z>(t) = 00). Therefore, the two candidate arms b; and ¢; are always defined as in Kone
et al. (2023).

Introducing for any pair of arms 4, j
UL (1) = 04 — 0 + 28:(t) + 3,(t) and LY, (1) = 0% — 04 — 2,(t) — 23,(t
(b)) =07 — j+§5i()+§5j()an i) =07 — j_iﬁi()_iﬁj()a

we deduce the following result from Lemma 1 of Kone et al. (2023).

Lemma 14. On the event £, at any round t and for any pair i,j we have

IM(i, 7) — M3, j; £)| < (Bi(t) + 5;(1)) -

N | =

(Bi(t) + B;(t)) and |m(i, j) — m(i, j; )| <

DN | =

We state below a lemma adapted from Kone et al. (2023) which is important to upper-bound the sub-optimality
gap of each arm by the confidence bonuses. The following lemma’s proof is essentially identical to Lemma 4 of
Kone et al. (2023).

Lemma 15. Assume &€ holds. For anyt <7, Ay, < 384,(t).
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Since by assumption 7 > T, by Lemma 15 we have for any ¢t < T,
Aat < 3601 (t) (87)

For any arm i, let ¢; be the last time ¢ was pulled. We have T;(T) = 1 4 T;(¢;). Since i has been pulled at time
t; and ¢t; < 7 we have a;, =7 and
A; < 3Bi(ti),

that is 36 1
T(T) =1 < =\
(T) < 25 AZa
therefore
K
36 a
T-K = T:(T) -1 ——

which is impossible for a < %7;1_(5 . All put together, we have proved by contradiction that on the event &,

7 < T and by what precedes, the recommendation of APF-FB is correct : S(T) = S(7) = §*. The upper-bound

on e4APE(v) then follows by upper-bounding P(£) with a direct application of Hoeffding’s maximal inequality
(see e.g section A.2 of Locatelli et al. (2016)). O

Remark 2. For D =1, APE-FB slightly differs from UCB-E Audibert and Bubeck (2010) as it does not sample
the arm with mazximum upper confidence bound but the least sampled among the two arms with the largest upper-
confidence bound. Moreover, in case D = 1, Theorem 0 recovers the result of Audibert and Bubeck (2010)
(Theorem 1 therein) with a slightly different algorithm.



Bandit Pareto Set Identification: the Fixed Budget Setting

E TECHNICAL LEMMAS

In this section we prove the lemma that allow to remove the explicit dependency on S* in the expression of the
sub-optimality gaps. We use the following lemma which is taken from Kone et al. (2023).

Lemma 16 (Lemma 10 of Kone et al. (2023)). For any sub-optimal arm a, there exists a Pareto optimal arm
a* such that 0, < 04+« and A, = m(a,a*) > 0. Moreover, For any i € [K]\ S*, j € §*

i) maxyess m(i, k) = maxyex) m(i, k),

i) If i € argming g ;3 M(J, k) then j is the unique arm such that 6; < 6;.

We now prove Lemma 1.
Lemma 1. For any arm i € [K],

i 5 ifieS*

where 67 = min;;[M(4, j) A (M(F,7)* + (A5)1)].

Proof. For sub-optimal arms, the result follows from Lemma 16. It remains to prove the equality for sub-optimal
arms. By definition, for an optimal arm 4, we have
A; = min(5;", 6; ),
where
6F = min min(M(,5),M(j,4)) and §; := min M(4,4))" + A%].
Fi= min min(MG.J).MG.9) and 67 = min [(M.9)" + 4]
For any optimal arm i, AF < 0 (by direct calculation), so introducing

’

0; :=min(d; , min M(j,1)),

(3 7

jes\{i}
we have )
67 = minM(j,0)* + (A7)]
JFi
Then, if
min  M(4, j) = min M(z, j), 88
jomin (. 7) i (i.7) (88)

holds, the result simply follows as for any optimal arm 1,

A; =min(6,6;7) = min( min M(i,j ,(51-_/ ,
65,67) ( min M(i).67)
= min(minM(i,j),éi_l),
i
= min(M(i.9) A MG+ (45)°)
= 07.

In the sequel, assume (88) does not hold, that is assume
min  M(z, 7) > min M(z, 5).
58y M) > MG )

From Lemma 16 we know that in this case, there exists a sub-optimal arm k such that ¢ is the unique arm
dominating k and
Ar =m(k,i) and m;ién M(i, j) = M(i, k).
VE

Thus, we have
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minM(¢,7) = M(i, k),
J#i

v

m(k, i) = Af,

> 67 (since i dominates k, M(k,)™ = 0).

K2

On the other side, as 8, < 8;, using the definition of A; in particular d; directly yields

Ai § )I; = m(k,z)
< M(4, k) = min M(4, )
i
< min  M(4, ).
jes\{i} (.9)

We recall that

Ai = min(5;17 min M(Zaj))7

jeS*\{i}
which combined with (94) yields
A =07
and further combining with (91) yields
A; = (5;/ = min(minM(i,j),éfl)
J#i
g

which concludes the proof.
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F GEOMETRIC R-ROUND ALLOCATION

In this section, we mention an alternative allocation scheme, which could be coupled with EGE and we derive an
upper-bound on the mis-identification probability of the resulting algorithm. Karpov and Zhang (2022) proposed
an R-round allocation for fixed-budget BAI. Their allocation scheme follows a geometric grid. In our notation,
their allocation is as follows: given R € N*,

R KI1/R

T K’I‘/R
a0:0andVre{l,...,R},ar:{ J

and at round 7, t, := a,, — a,—_1. The arm elimination schedule is

K

Direct calculation shows that as defined, A and ¢ satisfy the conditions (3) and (1). We denote by EGE-GG the

specialization of EGE for the A, t aforementioned. We deduce the following result from Theorem 1.

Proposition 1. Let R € N*. For any o-subgaussian multi-variate bandit, the mis-identification probability of
EGE-GG satisfies

) T
e$9(v) < 2(K —1)|S*|RD exp <_ 28802RK1/RH2(V)> '

Proof. We assume T' > 2RK. We have

~R,tGCG \GG L 3 " 2
T (v) = f?f%( 1ts> Alvir+1)

s=
. 2
= R Aok
2
A(>\r+1+1)
()\r+1 + ].)
T 1
2REY T max,. gy [(Ar1 + 1)A(_,\2T+1+1)]
T 1

2RKVE Hy(v)

b

= 1 A,,- +1
in [ar( +1+1)

v

Y

The results follows by Theorem 1. |

Similar derivation can be done for any allocation scheme that satisfy (3) and (4) resulting in different instancia-
tions of EGE.
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G IMPLEMENTATION DETAILS AND ADDITIONAL EXPERIMENTS
In this section, we give additional details about the experiments and we report additional experimental results.

G.1 Implementation details and computational complexity

We discuss implementation details and give additional information on the datasets for reproducibility.

G.1.1 Implementation details

Setup We have implemented the algorithms mainly in C++17 interfaced with python 3.10 through the cython3
package. The experiments are run on an ARM64 8GB RAM/8 core/256GB disk storage computer.

Datasets : The COV-BOOST datasets can be found in Appendix I of Kone et al. (2023). A link to download
the SNW dataset is given in Zuluaga et al. (2013). We plot below 2 of the 4 synthetic instances used in the main
paper. The means of the instance in the fourth experiment in dimension 10 are given as a numpy data file in the
supplementary material.

4o ; | (K [0 [15]
N [COV-BOOST[ 20 [ 3 [ 2 |
e % [ SNW 206 [ 2] 5 |
co] et T, [ Exp.1 [60 [ 2] 10 |
z e | EBExp.2 |[10]2] 2 |
S R S [ Exp.3 [200] 2 [ 20 |
M [ Exp.4 [ 50 [10] 18 |
’ ’ Table 2: Summary of the bandit
Figure 13: Synthetic Experiment Figure 14: Synthetic Experiment instances used in the main paper.
1: Group of arms on a convex 3: K = 200 arms on the unit cir-
Pareto set. cle.

We summarize in Table 2 the instances used in the main paper.

G.1.2 Computational complexity

Time and memory complexity The time and memory complexity of our implementations are dominated by
the computation and the storage of M(i, j;r) and m(Z, j; ) at each round r for all the pairs of active arms. The
time complexity of and R-rounds implementation of EGE is O(RK?D) and the memory complexity is O(K?).

Runtime and scaling We report below the average runtime of our algorithms for the experiments reported
in the main paper. We report on Fig.16 and Fig.16 the runtime versus the number of arms for EGE-SR/SH with
varying K and T' = 1000. We average the runtime over 2000 runs. We observe that both algorithms can be used
for applications on large scale datasets with a reasonable runtime.

G.2 Additional experiments

We report results of additional experiments in particular for the k-relaxation. We try different values of k and we
compute the loss or mis-identification error averaged over the trials. We plot the average loss versus the budget
for each value of k. For additional experiments on PSI, the protocol is as described in the main paper.

G.2.1 Experiments on PSI-k

We report the experimental result of EGE-SR-/ on two bandit instances with a large number of arms. For each
bandit instance we test different values of £ and we report log;, of the loss averaged over 4000 independent trials.
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log1o (mean exec. time in seconds)

Figure 15: log;, of the mean execution time in
seconds averaged over 2000 trials for an instance
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Recall that given k and T the PSI-k loss is

S

L(Sr,

-

with D = 20.
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{Sr = 8*} else.
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Figure 16: log;, of the mean execution time in
seconds averaged over 2000 trials for an instance
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Figure 17: Estimated PSI-k loss for different val-
ues of k on the SNW dataset.

We observe (Fig. 17 and Fig.18) that the loss (the probability of error of EGE-SR-/) decreases exponentially
fast with the budget. The asterisk indicates the true size of the Pareto set of the instance. We remark that the
smaller k the smaller the loss, which is expected as the quantity Hy(v)*) (Theorem 3) increases with k. We also
note that for & = |S§*|, the loss can be smaller than when k > |S*
complexity) has been made by Kone et al. (2023) for the PSI-k problem in fixed-confidence. Indeed for k = |S*|
the PSI-% problem is not exactly PSI. As in PSI-k we stop as soon as k optimal arms have been found, in PSI, on
the same run, we would continue until all the arms have been classified; thus we could make mistakes on theses

0.0

0.2

04
budget / H

0.6

0.8

1.0

Figure 18: Estimated PSI-k loss for different val-

ues of k on Exp.1 (convex Pareto set)

additional steps. Finally, note that the expected loss of PSI-k is the same as PSI for any k > |S*|.

. An equivalent remark (in terms of sample
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Hyper-volume metric : The hyper-volume metric (see e.g Daulton et al. (2020)) measures the region domi-
nated by a set of points. Given a reference point r and a set S C R the hyper-volume of S is

HV(S):= A (U [r,az]) )

xeS

where ) is the Lebesgue measure on R and [r, ] is the hyper-rectangle [r!, x!] x - -+ x [P, 2P]. If S’ C S then
HV(S) > HV(S’). More importantly, the hyper-volume of S is equal to the hyper-volume of its Pareto set. We
use this indicator to measure the quality of the set returned by EGE-SR-L. We report the average value of

~ HV(Sp)
VT V(S
over the trials for different values of k and T fixed. The larger this hyper-volume fraction the more a set .§T CcS*
covers 8* in term of dominated region and thus is representative of S*. Note that S = [K] also has maximal
hyper-volume indicator, therefore we need to couple apy with er ,(v) (reported in Fig.2 in the main and Fig.19)
to properly interpret the quality of the returned set.

We observe on Fig.19 that the estimated value of E[agy] is nearly 0.85 for k = 1 and it naturally increases with
k. In Fig.20, for k = 1, the arm returned by EGFE-SR-/ covers nearly half of the region dominated by the Pareto
set. These observations suggest that the arms with the highest hyper-volume contribution are easier to identify
as optimal hence they will be the first added to B,.

1.000 ‘ . —‘— —’— 1.0 T —T—
¢

0.975 S ) 09 J—

ooso ¢ 084 ‘
%3;;': 0.925 ; : %Ué 0.7 I
E 0.900 — ¢ E
3 3 06
¢ 1
0.875 ¢
0.5
_‘_
0.850 _
0.4
0.825 1 ? T T T T T f T T T T T
k=1 k=2 k=3 k=4 k=5 k=6 k=1 k=3 k=5 k=7 k=9 k=10
Figure 19: Hyper-volume fraction of the returned Figure 20: Hyper-volume fraction of the returned
set for T'= 5000 on the SNW dataset. set for T = H on Exp.1 (convex Pareto set)

G.2.2 Additional experiments on PSI

We report additional experimental results on 4 synthetic instances which complements our results reported in
the main paper. The new instances are described below.

Experiment 5: 2 clusters of arms. We set K = 20 and we choose (01,...,010) ~ U ([0.2,0.4]2)®10 and
(611, ...,02) ~ U ([0.5, 0.7]2)®10. There are 4 optimal arms for this instance.

Experiment 6: All the arms are optimal K = 10, D = 2 and for any arm i, 6} = 0.75—0.65%, 67 = 0.25-+0.65

Experiment 7: All the arms have the same sub-optimality gap. K = 22, D = 2 and we choose ©® to have
A1 = --- = Agy. Unlike single-objective bandit, such instances can be generated with all arms being different. We
choose fori =1,...8,0; := (0.3+¢;,0.8—¢;)Tand ¢; = (i—1)*c. Fori=9,...,15,60; := (0.254¢;_5,0.7—c;_g)T
and for ¢ = 16,...,22, 0; := 0,7 — (0,—0.05)7.



Bandit Pareto Set Identification: the Fixed Budget Setting
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Figure 21: Synthetic Ex- Figure 22: Synthetic Ex- Figure 23: Synthetic Ex- Figure 24: Synthetic Ex-
periment 5: 2 clusters of periment 6: All the arms periment 7: The same periment 8: Geometric
arms are optimal. gap: A; = A for each arm  progression

Experiment 8: Geometric progression with a single optimal arm. We set K = 5, D = 2 and for any
i€{l,...,5}, 0} =602 =0.75 — 0.25°. For this instance there is a unique optimal arm.

The experiments (Fig.21 to Fig.24) confirm the superior performance of EGE on general instance types. We
note however that on experiment 7, where all the arms have the same sub-optimality gaps EGE-SH is slightly
outperformed by Uniform allocation but both are largely outperformed by EGE-SR and APE-FB. This is not
surprising as on such instances, the exponential decay rate of the mis-identification error of uniform allocation is
smaller than that of EGE-SH and the ”aggressive” geometrical allocation of SH makes it allocate way less samples
to arms that are discarded in early stages. Indeed when A; = --- = Ax we have KA(_S = H,(v) = Hs(v) thus
the result of Tab.1 becomes T
e (v) <2(K —1)|8*[Dexp (_WH(’/)> ;

which is even tighter than APE-FB when log(T') is larger than |S*|. For BAI (PSI with D = 1), it is known
(Audibert and Bubeck, 2010) that on instances where the gaps are all the same, the uniform allocation is optimal.
For example, by taking #; = 0.7 and ; = 0.4 for i = 2,...,8 and a Bernoulli bandit, the gaps are all the same on
this instance and one can observe empirically that the Uniform allocation slightly outperforms Sequential Halving
on this instance.



