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Abstract

We propose a new regret minimization al-
gorithm for episodic sparse linear Markov
decision process (SMDP) where the state-
transition distribution is a linear function
of observed features. The only previously
known algorithm for SMDP requires the
knowledge of the sparsity parameter and or-
acle access to an unknown policy. We over-
come these limitations by combining the dou-
bly robust method that allows one to use
feature vectors of all actions with a novel
analysis technique that enables the algo-
rithm to use data from all periods in all
episodes. The regret of the proposed algo-
rithm is O(aglilns*H VN ), where o;, denotes
the restrictive the minimum eigenvalue of the
average Gram matrix of feature vectors, s, is
the sparsity parameter, H is the length of an
episode, and NV is the number of rounds. We
provide a lower regret bound that matches
the upper bound to logarithmic factors on a
newly identified subclass of SMDPs. Our nu-
merical experiments support our theoretical
results and demonstrate the superior perfor-
mance of our algorithm.

1 INTRODUCTION

The goal of reinforcement learning (RL) is to maximize
the cumulative expected reward while simultaneously
learning the unknown transition structure of the un-
derlying Markov decision process (MDP). RL has been
applied to robotics (Kober et al. [2013]), human-level
game plays (Mnih et al.| [2013} Silver et al., 2016, di-
alogue systems (Li et al.l 2016]), among others (Barto
et all 2017). Modern RL applications have exponen-
tially large, possibly infinite state space, and therefore
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tabular RL (Auer et al.l [2008; |Osband et al., [2016;
Azar et all 2017; [Dann et al.] 2017 [Jin et al.| 2018;
Strehl et all, [2006)) is intractable, and value function
approximation is essential.

RL with deep neural networks-based value function
approximation had empirical success in a variety
of settings with high dimensional state and action
spaces (Mnih et al.,[2013} 2016} |Schulman et al., |2015)).
However, providing theoretical guarantees for these
methods has been challenging because, in the high
dimensional setting, most states are not visited even
once during a set of learning episode (Sutton and
Barto, 2018} [Szepesvari, [2022) Consequently, there
was an effort to establish convergence results when
the true (unknown) value function is assumed to be
a linear function of d features (Hu et al.l |2022; [Zhou
et al.l 2021} He et al., 2021allb). Extensions to the set-
ting where the value function is within a prescribed
distance from a linear function (Cai et al., 2020; |Jin
et al.l 2023; [Ayoub et al., 2020} |Zanette et al., [2020),
and to settings the state transition, and therefore, the
value function, is a sparse linear function of the fea-
tures, i.e., a linear function of s, < d features (Jiang
et al., 2017; |Sun et al., [2019; [Agarwal et al.l [2020}
Hao et al., [2021b). The latter class of problems in-
cludes low-rank MDPs and sparse linear Markov de-
cision processes (SMDPs). It is known that when hu-
mans play video games, their strategy depends on a
few significant pixels. Once the set of informative fea-
tures is identified, a policy linear in these features is of-
ten optimal (Barto et al.,[2017)). The SMDP approach
provides flexibility over linear function approximation
since one is now allowed to consider a much larger set
d > 1 of features and select only the s, < d informa-
tive features. In the SMDP setup, we jointly estimate
the informative features and a linearly parameterized
value function that is close to optimal.

Most of the prior work using sparse linear approxima-
tion is for offline RL, and the extension to online RL
has remained challenging. Hao et al.| (2021b)) proposed
the first online algorithm for RL with sparse linear ap-
proximation with a regret bound that is logarithmic
in the number of features d. However, their algorithm
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requires knowledge of the number of informative fea-
tures s,, and needs oracle access to an exploratory pol-
icy, and, unfortunately, identifying such a policy is as
hard as designing the learning algorithm. Therefore,
the problem of designing a practical online algorithm
for RL with sparse linear function approximation re-
mains open.

Our main contributions are as follows.

(a) Online RL with bandit feedback is hard because
only samples for the @Q-value function of the se-
lected actions are observed. We propose a novel
algorithm that leverages a technique called dou-
bly robust (DR) estimation to impute values for
the Q-values for unselected actions (Section []).
The estimator proposed by [Hao et al.| (2021b]) re-
quires oracle access to an exploratory policy in or-
der to guarantee that Q)-value estimates converge
to the true @)-values. In contrast, our estimator
converges to the optimal )-value function without
the oracle access to an exploratory policy, which
is possible using features of all actions.

(b) We develop a new analysis technique that care-
fully accounts for the dependence between Q-
value estimates for different periods h, which al-
lows us to use data from all H periods and all
n episodes to estimate the ()-value function of a
time-homogeneous MDP (Section . In con-
trast, previous methods partition the episodes
into H groups and use the h-th group to estimate
the Q-value function for period h. Thus, our esti-
mation method increases the number of effective
samples from n/H to n.

(c) We leverage our estimation to propose new al-
gorithm RDRLVI for homogeneous SMDPs whose
regret is O(o} s, HvV/N) (Theorem , where
Omin 18 the restrictive minimum eigenvalue defined
in Definition [3.2] and s, is the sparsity param-
eter defined in Definition B3] RDRLVI does not
require knowledge of the number of informative
features s, and does not need oracle access to an
exploratory policy, and yet the regret bound that
is logarithm in the number of features d.

(d) We provide a novel lower bound on the regret for
SMDPs (Theorem [3.2). We show that the lower
bound critically depends on oy,i,. For SMDP in-

stances with 02, > s*/d we show that the regret

of our proposed algorithm is tight to within loga-
rithmic factors; whereas when o2, < s*/d there
is a gap that needs to addressed. This result is an
improvement and an extension of the lower bound

results for sparse linear bandits.

(e) The results of our numerical experiments demon-
strate the superior performance of the proposed
algorithm over the previously known algorithms.
The results empirically verify the dependence of
regret on onin, and that the regret is almost inde-
pendent of the dimension of the feature vector d.

2 RELATED WORK

Function approximation MDP is introduced by [Sut]
ton| (1988); [Tsitsiklis and Van Roy| (1996) and [Bradtke
and Barto| (1996). For inhomogeneous episodic MDP,
Hu et al| (2022) and Zhou et al| (2021) proved an
O(dH3/?/N) regret bound with a nearly matching
lower bound when the optimal value function is as-
sumed to be a linear function of the features, and

(20214a)) established a logarithmic regret bound
when there is a positive sub-optimality gap.
(2023); |Ayoub et al|(2020) and Zanette et al. (2020

established a regret bound when the true value func-
tion is within a prescribed distance from a linear func-
tion. For offline RL, [Jiang et al. (2017) and |Sun et al|
considered a larger class of MDPs that have, re-
spectively, low Bellman rank and witness rank.
introduced the low-rank MDP setting
where the algorithm chooses a low-dimensional feature
from a certain function class. Kolter and Ng| (2009);
Geist and Scherrer] (2011)) and [Painter-Wakefield and|
Parr (2012) studied the feature selection in offline RL
using /1 regularization. Finite sample guarantees for
offine RL were established by |Ghavamzadeh et al/|
(2011); |Geist et al.| (2012)) and [Hao et al, (2021a)).

Online SMDP reduces to contextual linear bandits
with sparse parameters when the episode length H =
1. |Abbasi-Yadkori et al.| (2012) proposed an algorithm
that achieves an O(y/s,dN) regret bound and matches
a lower bound established in [Lattimore and Szepesvari|
(2020). Hao et all (2020) and [Jang et al| (2022) pro-
posed an algorithm with a regret upper bound that
does not have v/d and depends only on the mini-
mum eigenvalue of the Gram matrix of contexts. @
et all and (Kim and Paik], [2019; Bastani and
Bayati, [2020) use results in high dimensional statis-
tics (Bithlmann and Van De Geer} 2011} van de Geer|
land Bithlmann), [2009)) to establish regret bounds that
depend on the restrictive minimum eigenvalue and the
compatibility condition, respectively. Even though the
fact that (restrictive) minimum eigenvalue is the criti-
cal parameter determining the upper and lower bound
of regret for linear bandits is known, extending these
results to the SMDP is nontrivial and remains open.

Applying the DR method (Bang and Robins| [2005;
[Fleiss et all 2013) to bandit literature was introduced
by Kim and Paik (2019) and Dimakopoulou et al,|
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(2019). A line of linear bandit literature applied the
DR method to design an algorithm with improved re-
gret bound [Kim et al.| (2023blc|) and near-optimal re-
gret bound Kim et al.| (2021} |2023d]) However, all pre-
ceding works are limited to (sparse) linear bandits, and
extending these results to online sparse linear RL is
nontrivial.

3 SPARSE LINEAR MARKOV
DECISION PROCESS

In this section, we present the problem formulation of
the SMDP and a lower bound that depends only on
the restrictive minimum eigenvalue for the regret.

3.1 Problem Formulation

Let MDP(X, A, H,P,r) denote an episodic homoge-
neous MDP where X and A are the sets of possi-
ble states and actions, H € N is the length of each
episode, P is the state transition probability measure,
and r is the reward function. We allow the cardinal-
ity of the state space X to be infinite but require A
to have finite cardinality |A|. For x € X and a € A,
the probability measure P(-|z, a) denotes over the state
in the next time if action a is taken in state x, and
r: X xA— [0,1] is the deterministic reward func-
tion. For simplicity of exposition, we assume that the
reward function is known; all our results hold when
the reward is unknown.

An agent interacts with this episodic MDP as follows.
At the beginning of each episode, an initial state z1
is sampled from the unknown distribution Py. Then,
in each period h € [H], the agent observes the state
xp € X, picks an action ap € A, and receives a re-
ward r (zp,ap). The MDP evolves into a new state
xp+1 drawn from the probability measure P (-|z,a).
The episode terminates after H interactions, i.e. when
xp+1 is observed. Note that the agent does take an
action at x4 and hence receives no reward.

We focus on the sparse linear Markov decision process
(SMDP) defined as follows.

Definition 3.1 (Sparse linear MDP, Hao et al.
(2021b)). The MDP(X, A, H,P,r) is s.-sparse to a
(known) feature map ¢ : X x A — [—1,1]% if there
exists an (unknown) function ¢ = (¥1(x), ..., vq(z)) :
X — R? and an (unknown) set I, C [d] with |I,| :=
Sy < d such that ;(x) =0 for allz € X and i € T,,
and

]P)(Xh+1 = I|Xh = xlv ap = al) = qﬁ(x’,a/)Tij}(x),
=Y i@, d)i(x)

1€T,

for all h € [H] and (2',d') € X x A. We denote a
sparse MDP by SMDP (X, A, H,p,,r).

A policy 7 := (m1,...,7g) where 7, : X — Ay, h €
[H], is a function from the state X' to the set A4 of
probability distributions over A. Let

H

Z r(zp,ap)

hi=h

Vi (a) = E"

xh:x], Ve e X,

denote the expected reward of policy 7 over periods
h,...,H when the state in period h € [H] is x. For
(z,a) € X x A, define the @-value function

QZ (.1‘, a) =T (‘T7 a) + EI’NJP’( Jep=z,ap=a) [szrJrl(xl)] )

which is the expected value of cumulative rewards over
[h, H] when the agent takes action a € A in period h,
and follows policy 7 thereafter. Since |A| and H are
both finite, there always exists an optimal policy 7*
that achieves the optimal value V*(z) = sup, V;7(x)
for all x € X and h € [H] (see e.g. [Puterman
(2014)). Let A denote an algorithm that takes as in-
put (X, A, H,é,r) (¢ is not known to E) and a se-
quence of episodes and computes a sequence of policies
7M. 7). The total regret R(N, A) of A over N
episodes

N
R(N, /T) = Z [Vl*(ﬂf(ln)) _ Vlﬁ(n) (x(ln)):| :
n=1

7(n)

where Vi* (x(ln)) - Vr
episode n € [N].

For f : & — R, let [Pf](z,a) := Epop(|z,a)f(@).
Then the Q-value function Q7 (z,a) and the value
function V;7(x) of the policy 7 is given by the Bell-
man equation: For all (z,a) € X x A,

(:cg")) denotes the regret over

QZ(%‘, a) =r (x,a) + [IPV}ZT-Q—l](xv a)a

Vi (2) = Eaory o [QF (@ 0)] s Vi 2 () =0,

The optimal @Q-value function Qj(z,a) and the opti-
mal value V}*(x) is given by the Bellman equations:

QZ($7G) =T (‘T7 CL) + []P)Vi:;rl] (ama), 9
Vi(r) = max Qi(wa), Vi@ =0.

The Bellman equation implies that the optimal
policy is the greedy policy with respect to the opti-
mal @Q-value function {Q} }rer)- Thus, to identify the
optimal policy 7*, it suffices to estimate the optimal
Q-value functions.

We will extensively use a result that, for SMDPs, the
@-value function is linear in the feature map ¢.
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Proposition 3.1 (Sparse linearity of the expected
value function). For an SMDP(X, A, H,¢,,r) and
for any policy w, there exists a set of vectors {w} €
R?: h € [H]} such that

[PV (2, a) = ¢(, a) "wf.

for all (x,a) € X x A, and the i-th entry of w} =0
for all h € [H] and i ¢ Z,.

3.2 A Regret Lower Bound

Proposition implies that the learning task for
SMDPs reduces to estimating weights {w}, }rer). The
following restricted minimum eigenvalue is critical in
this estimation task.

Definition 3.2 (Restrictive minimum eigenvalue).
The restricted minimum eigenvalue (RME) for a pos-
itive semi-definite matriz M € R as a function of
a sparsity parameter s € [d] is defined as follows:

. BTMB
Omin M7S = min {7 . ﬁ - §3 /8 }
( ) Zc(d],|Z|<s ||51||§ 18z 1l; 18zll,

The restricted minimum eigenvalue (RME) of the ma-
trix M is the minimum value of the quadratic form

%1%1157 when f is restricted to the set {8 € R? :
z
18z< |1 < 3||8zll1, |Z] = s}. The RME controls the rate

of convergence in sparse linear reinforcement learning
(Hao et al. 2021a) and was introduced by |Biithlmann
and Van De Geer| (2011) to understand the properties
of the Lasso estimator. The RME is also essential for
establishing finite sample bounds for the Lasso estima-
tors (see Lemma B.4 for details), and [Raskutti et al.
(2011) established an RME-dependent lower bound on
the ¢1 error for any estimator.

Let B(r) = E7[£ S o™, ai™)p(z, al)T]
denote the expected Gram matrix over the states and
actions from a policy m. Let 7U denote the policy
that chooses actions uniformly over the set A for all
h € [H] and # € X, and let XV := %(7Y) denote
the expected Gram matrix of the uniform policy 7U.
Let Sg (resp. Spu) denote a collection of SMDP in-
stances of which satisfy ouin(3Y,s,) > /s,/d (resp.
omin(XY, 84) < /s./d). We show that the lower
bound on the regret of any algorithm on an SMDP
instance depends on whether the instance is in Sg or
Sy

Theorem 3.2 (SMDP Regret Lower Bound.). Sup-
pose N > s, > 5 and d > sf. Then for any algorithm
A7

Hs, /N

o { HsVN
sup E[R(N,A)]> mln{?Oamin(EU, o)

SMDPESE

)L 9

H./s,dN

5

HNjp==========-=

S~

Sy i Sg
v 5*/d Gmin(zu: 5.)
(a) Upper and lower regret bound when ds, > 25N.
HN —— _..\\ ................
H.[s,dN T .
N I
Su Sg —=

m Umin(zuvs*)
(b) Upper and lower regret bound when ds, < 25N.

Figure 1: Ilustration of the regret lower bound (solid)
and upper bound (dashed) proved in this paper (ignor-
ing logarithmic terms). Our upper bound matches the
lower bound for SMDPs in Sg or when ds, > 25N.

and

H+/s.dN

sup E[R(N,A\)} > min{ 3

, H N}. (4)
SMDPeSy
The HN term in the bounds is from the rewards
bounded by 1. For instances in Sg, i.e. when the
RME 0in(2Y, 5,) > /5. /d the lower bound does
not depend on dimension d, which is because the RME
provides enough variability on the s, non-zero entries
of the feature vectors to estimate the non-zero entries
of {wj thel)-

The RME 0, (XY, 5,) is a measure of the variabil-
ity of the s, informative features: when RME is large
(small), the reward provides a strong (weak) signal
of the s, non-zero features, and therefore, it is easier
(harder) to select the s, informative features; result-
ing in the faster (slower) convergence of the estimator.
As the RME increases, the lower bound decreases be-
cause it is easier to identify Z,. However, when RME
omin(2Y, 84) < 1/8+/d, the features do not have suf-
ficient variability on Z, and any algorithm must esti-
mate all d entries of the weight {w}}nemy, resulting
in d appearing in the regret bound .

We compare the regret upper and lower bounds (ig-
noring the trivial HN term and logarithmic terms)
in Figure The regret of our proposed algorithm
is tight within a logarithmic term on Sg or when
ds,/25 > N > Q(log"d), ie. d is large compared
to N; however, there is a gap for SMDPs in Sy when
d < 25N/s,.

The bound generalizes Q(v/s,dN) lower bound
for sparse linear bandits established by |Lattimore
and Szepesvari (2020) to SMDPs. When d > N,

Hao et al. (2020) proved Q(A_i/*si/*N2/3) regret

min
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bound and |Jang et al. (2022) improved the result to
QAB2BN23) where Amin is the (unrestricted)
minimum eigenvalue. Hao et al.| (2021b) proved an
Q(dH) regret bound when d > N for SMDPs. How-
ever, the impact of the restrictive minimum eigenvalue
on the regret lower bound for general d and N has
not been discovered. Theorem B.2] establishes a lower
bound for SMDPs with any d and N, and sparse linear
bandits as a special case. Furthermore, we identify Sg
and a novel lower bound where the regret depends on
the RME instead of d. When Amin = 0min(2Y, 54),
the lower bound is an improvement over the best
mlllfd 2/3]\[2/3) for sparse lin-
car bandits. This is because N2/3 < dsy/N <
)\Iln/li 1/ 3VN is 1mphed by the assumption that d > N
and amm(EU, Sx) > +/S«/d. The proof of the lower

bound is in Appendix [C.2}

known lower bound (A

4 PROPOSED METHOD

We propose a novel estimator and an algorithm that
uses features from all actions, periods, and episodes.

4.1 Randomized Doubly Robust @-Value
Function

The Bellman equation and Proposition implies,
Vii(a) + [PV] (o, a)}

—mgx{r ' a') + ¢(a,

= max {7’ (z',a)
)Twi*t+1} :
Thus, it follows that

BV ](2,a) = ¢(z,a) " w},

= Eprnp( o) | max{r (o/,0') + 6(a',a) Twi 1}
Then,

A roN o roNT
max Quy ., (z', a') := max{r (2',a’) + (2", a’) " whi1}
is an unbiased estimator for ¢(x, a) Tw}, for any (z,a) €
X x A when ' is generated from the distribution
P(-|z,a). Since wj,, is unknown, we need an esti-

mate wgﬁr)l for wy ; using data from n episodes and
H periods.

For period k € [H| and action a € A, let X,gzr)l( )
denote a random sample of the state according to

P(-|x,(€7),a). Note that X,gl)l( (T)) = arg;)l Let
o, 7 (x) := min{max{z,0}, H} is a projection func-

tion onto [0, H]. Let

Y0 (27} a)i= Mo max Qo0 (X7, (a),0)) (5)

Wy

denote an estimate for the )-value function on (a:g), a)

for a € A. For 7 € [n] and k € [H ], we only ob-
serve oy, = X\, (al)), the estimate () is observ-

able only when a = OL,(c ), Therefore, the conventional

least square value iteration for (inhomogeneous) MDP
estimates wj, by minimizing the loss function,

2 { g, @70l -

T=1

wio@.a)} . ©)

Hao et al| (2021b)) equally divide n episodes into
H partitions {Dp}nem) and estimate wj using the
episodes in Dy, i.e., by minimizing the loss function,

H
S T @0l — w60} ()

T7E€D k=1

The loss function sums up over k € [H], enabling
the estimation procedure to use a Gram matrix that

sums up over all periods k € [H] in each episode. How-

ever, in order to ensure that the estimate for w,(ln)

independent of w!"™

is
for k > h, the estimator of w "

can only use episodes in Dy, since wﬂ)l in (7)) is esti-
mated with (x,(CT)7 a,(;))ke[H]ﬂ.eDh+1 . In order to use all

n episodes in each estimation, the correlation between
w,(li)l and (x§C ), CL,(C ))kE[H],TEDh+1 need to be analyzed

carefully.

While the loss functions @ and used in previ-

ous work only utilize selected actions akT , We con-

sider the estimated @-value function Y ) (ac](;),a)
h+1

for unselected actions a # a](;) as missing data and

apply the DR method to develop a novel estimator
that uses all actions. Let d,(;) denote a random vari-

able sampled from the Uniform distribution on A, i.e.,

IP)((NL](CT) =a) = |A|7!, independent of all other random
variables. We define the pseudo-reward analogous to

the DR method as follows:

~ (1)
~(r I[ a = Q) -~ T
Yu()’,z(a) = @, =a) i]j4|71 )Yw(x§C ),a)
(8)
H(CL(T) = CL) T T ~Im(n
+ {1 - 7{;”_1 }qﬁ(:c;c ) a)T @y (),

where the imputation estimator

@ilm(”) = arg min {Aiﬁ? l[wnlly +
Z (YA(n zk ’ak'r ) o w;(ﬁ(zlg .a T )) }
r=1k=1

Taking expectation over Fzg) on both sides of gives
E[Y, (@) = Ya(e}”,a).
Y}ET,C) (a) is unbiased for all a € A.

Thus, the pseudo-reward
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Still, we observe Y}, (CL‘](CT)
=(r) _

resample dl(c ) until & aj, al(;). The resampling further
randomizes the pohcy and connects it to the uniform

policy. Let M(T) denote the event of obtaining the

i) — ")

()

,a) only when a = a;’ and we

matching a,, With certain number of resam-
ples. On the event M & , we use unbiased pseudo-

rewards {Yh( k)(a)}ae A, otherwise we do not use the

data. Let @gﬁ)rl = 0 and we will construct our estima-
(n)

tor w,,’ recursively for h = H,...,2 by minimizing
@;" = argmin {Ag;{ lwnll, +
N g () () 2
S Y1) S (V@ - wilotel ) .
T=1k=1 acA

(10)

where )\g;)t > 0 is another regularization parameter.

Although A,(Ql is correlated with a:g), we develop a
novel analysis technique to obtain finite sample guar-
antees (see Section for details). Note that with a
sufficiently large number of resamples, the event M;CT)
happens with high probability. Then our estimator
utilizes data that are not used by previous works in
that (i) we use unbiased pseudo-rewards and feature
vectors of all arms in A and (ii) we use all data points
in 7 € [n] instead of splitting them into independent
partitions as in @ These two novel contributions en-
able us to design a practical and optimal algorithm for
SMDP.

4.2 Proposed Algorithm

Our proposed algorithm, Randomized Doubly Robust
Lasso Value Iteration (RDRLVI), is described in Algo-
rithm (1} The RDRLVI samples a( ") as e-greedy algo-
rithm with e = 1 — (1 — n_1/2)H in order to induce
exploration. Before taking the action a(") RDRLVI re-
samples at most M,(ln) =log(H (T +1)%/8)/log(1/(1 —
|A|71)) times to ensure that the pseudo-action dfln) =
agl ") Since P(a, (r) = a,(;)) = |A|™", the matching event
M, () occurs w1th probability at least 1 — §H ' (7 +
1)=2. The resampling couples the e,-greedy policy
with the uniform policy. This coupling is crucial for
employing the doubly robust estimator that is able to
transfer information across actions to converge faster
than conventional estimators (Theorem [5.2)). In prac-
tice, resampling succeeds within a few trials; however,
if there is no match after M,ST) trials, the algorithm
does not update the estimators.

The computational complexity of RDRLVI is higher
than the previous algorithm because it needs to com-
pute the imputation estimator and pseudo-rewards.

Algorithm 1 Randomized Doubly Robust Lasso
Value Iteration (RDRLVI)
INPUT: Confidence parameter (§ > 0).
0\ = --:@(O)*Oand set w%}rl:O.

Ndo
()_

Initialize w;
for Eplsode n=1,.

Receive the 1n1t1a1 state x
Set e, =1— (1—n"Y/2)=

Set M™ = In(H(r +1)2/6)/In(1/(1 — |A]~1))
for period h =1,...,H do
while (~ ") o4 a}ln)) and (count < M}(Ln)) do

Sample a( ") unif(A)
(n )

Select a;, ' using e,-greedy policy
1I ) (n)
argmax {1 g1 (Qyn-n (2", a))
acA ht1
aé") — w.p. 1 — €,
~ unif(|A| — 1)
W.D. €p.

count = count + 1
end while
Play a(")
end for
for period h=H,...,1 do
Update ﬁ?;m(n) by minimizing the loss ().
it & # a\™ then
St @) =
else o
Compute pseudo-rewards Y@E“(”Zk(a) in .

Compute @,(ln)

end if
end for
end for

by minimizing the loss ([10).

However, this additional cost is compensated by the
benefits: RDRLVI uses all samples in estimating value
function resulting in a faster convergence rate (The-
orem and a significantly superior regret bound
(Theorem [5.5)) — all without requiring oracle access to
an exploratory policy whose expected Gram matrix
has positive RME, or the knowledge of oy and s4.
This relaxation is possible since the algorithm collects
features from all actions in A to compose a Gram ma-
trix with a larger RME than a Gram matrix generated
by an exploratory policy.

5 REGRET ANALYSIS

Next, we present our novel analysis to establish an
upper bound for the regret of RDRLVI.
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5.1 Analysis for Tail Inequality

First, we bound the regret in terms of the ¢; error of
the estimator w(”).

Lemma 5.1 (Regret decomposition). Let A\HDRLVI de-
note Algorithm RDRLVI, and for each n € [N], define

117;?_11 =0 and

—(n) . _ 2) !
ol i~ [ Mo (mox Qg (o)) wlodis, (1)

Then, for any Ny € [N],

N—-1 H
(N ARDRLVI)<2H(\F+N1 +2Z Z H{U\gn _wh )Hl
n=N;h=2

In the bound the first term comes from the ¢, = 1 —
(1- n_1/2) # -greedy policy in RDRLVI and the number
of episodes N7 required to obtain an effective £1- error
bound of the estimator w( ),

The parameter zD,(Ln ) defined in yields the expecta-
tion of the estimate Q of the true Q-value over the true

state-transit distribution, i.e., ¢(x,(:),a§:)) u’)}(ln)

E[Ijo, 77 (maxarc.a é)\mm (X, a’))|ac,c ,a,(;)] and the es-

A() (n)

timator w,; " is the finite sample approximate of wy " .

As w,(l ") converges to 1112") for all h € [H], the ex-
pected @Q-value functions ¢(z, a)Tﬁ/,(ln) satisfy the Bell-
man equation for the optimal policy and converges
to wy.

Theorem 5.2 (Tail inequality for the estimator). For

any given 6 € (0,1), set A" = SH\/,@ and
)“(Ez)t = 9|A‘H\/@. Then, there exists an

absolute constant C' such that for all h € [H]\ {1},
and n > Cog*stH? log® (dHn?/8) log® (2d),

—(n)

Hn?2
) S

17 oyyvn o8 5
with probability at least 1 — 126, where wﬁb”) defined

m and oy = omin(XY, 54).

Note that the episode length H appears only as

log(H) in the convergence rate of our estimator.
This is a 51gn1ﬁcant 1mpr0vement compared to the
rate O(op ' s, (n/H)™ 2) of the estimator in Hao et al.
(2021b)) of which estimator only uses n/H episodes in
each period h.

The main challenge here is to obtain a bound for the
residual,

77(:()71) k(a) = @;’31(335:)’“)

Wp 415
~ [P, (max Qg (x.0))] ().

Here, @,(:21 is correlated with (JCEJ))ke[H],Te[n] result-

ing in a bias However, for sufficiently large n, the

residual nA(n) (7 )

h+1

bias can be bounded. For p > 0, define Wh11(p) :=
{fw e RY ¢ |lw—wj,i < p} and let ¢,(€T)

¢(m§:),d§€ ) and ng()n) L= ng()n) k(&,(;)). We decom-
h+1° 410

p is close to 7, Lk and the worst-case

pose the residual vector as the worst case bound on
the vicinity of wy;; and on w,’;_H,

Z ZnAm) * kT

n

Z nwh+1 QS(T

T=1k=1 o llT=1k=1 00(12)
n H
(1)
sup ZZ nw, “’h+1’ )¢kT
wGWh+1(P) 7=1k=1 )

The following lemma bounds the worst case bound on
Whit1(p)-

Lemma 5.3 (Worst-case bound on the sum of resid-
uals). Suppose n® > 16e% and let alT),. ag) de-
note the selected actions by policy =) and ngk =

¢(a:,(:), a,(: ). Then for any policy w7,

LAY OO

T=1k=1

2 Hdn?
< pv/2nH log 2d(8+ 563\/3 log?’/2 671 ),

with probability at least 1 — §/(Hn?).

sup
wEWh4+1(p)

oo

The proof Lemma involves nontrivial extensions
using Rademacher complexity for sequential data de-
veloped by [Rakhlin et al.| (2015), and details are in

Appendix [B:4]

Another challenge arises in bounding the first term of
. By definition of the optimal value function, it fol-
lows that n(T) kT Vh (X;Sr)l( (T)»_[th ](%@7 &g))-
To bound the sum of the conditional variance of V}*,
previous inequalities (e.g., Lemma C.5 in [Jin et al.
(2018)) are not applicable because the actions are not
from the optimal policy, and the summation is over
the state k € [H| not the index of the value function
h € [H]. Hence, we develop the novel inequality in the
following lemma.

Lemma 5.4 (Bound on sum of variance of the optimal
value functions). Let agT), ey agi) denote a sequence
of actions selected by a policy 7™ and H™) denote
the sigma algebra generated by {;v;llf),agﬁ)}ue[T]’hze[H]
Then, for any policy 7™ and h € [H], the sum of the
variance of the optimal value function is bounded by

H
E[Z{Vh (@) -V a7

k=1

’H(T‘l)] <10H2
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With two novel lemmas we bound the sum of residuals
of Q-value functlon in (12) by O
and Lemma can apphed to handle correlation for a
more general class of estimators. We defer the detailed
derivation in Appendix

5.2 A Regret Bound of RDRLVI

Theorem 5.5 (A regret bound of RDRLVI). Fiz § €

(0,1). Then, with probability at least 1 — 126,

165, H
5+ /Nlog dHN?

ou

R(N7 ;{HDRLVI) < miH{HNa

H2 4 HN2
+2H(\/]V+C 48* 10g5d

log?2
o ) 08 d)}’

(13)

4/5H2/5
4/5\/5

fO’I" all N > Cs?H? log (Qd)l 5 2ds

is an absolute constant

, where C >0

The first HN term represents the trivial bound result-
ing from the rewards bounded by 1. Thus, the leading
order term is O(oy's, HvV/N). For the SMDP such
that o3 > s,/d, the upper regret bound matches the
lower bound up to logarithmic factors. As long as
oy does not change, our regret bound increases in the
logarithmic of the ambient dimension d.

In Section we discuss how oy and d affect the
regret RDRLVI in our numerical experiments.

With oracle access to an exploratory policy 7% such
that o := Umin(E“E,s*) is a positive constant inde-
pendent of d and N, Hao et al.| (2021b)) established
an ON(UggH%s%N%) regret bound for SMDP. If s,
and o, are unknown, the regret bound increases to
O(U;%HHW?’SE/SNQ/?’). Lemma establishes that
the uniform policy 7V is also exploratory whenever the
SMDP admits an exploratory policy. Therefore, one
can design an algorithm that uses 7V as default choice
for an exploratory policy; however, simply using 7V for
pure exploration results in high regret. We employ 7V
to introduce the random pseudo-actions d,(;) for the
DR method and use features from all actions. This
approach yields O(al} 'Hs, N %) regret bound, without
the oracle access to 7rE, s, and og.

SMDPs are a special case of low-rank MDPs with a
function class ® with cardinality |®| = O(s%); however,
the low-rank MDP results imply a loose bound for the
SMDP. Specifically, Lemma 9 in [Uehara et al.| (2021)
implies O(Hs2|A]?\/Nlog|®]) = O(Hs2|A>/Nd)*
regret bound for the SMDP. By leveraging the linear
structure, we establish a O(o's, Hv/Nlog(dH N?))
regret bound, independent of |.A| and logarithmic in d.
Thus, we are able to accommodate exponentially large

(H+/n). Lemma

o
&
o
1
]
.’
|
¢
i
|
!
1
L]

______ ey
<<2(_ 80 . .
E 75 o o e e . AN
g o s=12,d=50 oo ANy
7.0 ® 5=24,d=100 ~e_®
: : . : »
—4 -3 -2 -1 0
log(ou)
Figure 2: Logarithmic of cumulative regret of the

proposed RDRLVI algorithm on RME oy. The dots
are average regret based on ten experiments, and the
slope of the right regression line is —0.76 (s, = 12) and
—1.28 (s, = 24), respectively. The slopes of the flat
regression lines are both —0.06. The figure supports
our regret bound which is proportional to 051
and converges to HN as oy decreases to 0.

ﬁIIIIIIIII

1040

250 300 350
ambient dimension d

Figure 3: Cumulative regrets of the proposed RDRLVI
algorithm on increasing ambient dimensions d with
oy = 1/6. The dots and error bars represent the aver-
age and standard deviation based on ten experiments.
As d increases, the regret remains flat since the algo-
rithm selects s, features among d features.

action spaces. Note that our bound is tighter when
o = Q(s;7A|72d"/?), and, as [Hao et al| (2021a)
pointed out, oy is a constant in many applications of
interest.

6 EXPERIMENTS

In this section, we discuss the results of numerical ex-
periments that validate our theoretical results and su-
perior performance of RDRLVI. We use an environment
where the RME oy is explicitly computable. Details
of the setting are in Appendix

6.1 Empirical Analysis of the Regret Bound

Figure [2 shows the two-phase behavior of the cumu-
lative regret as the RME oy decreases to 0. We set
H =10 and N = 500 for s, = 12 case and N = 1000
for s, = 24 case. For sufficiently large value of oy,
log R(N, A) decreases linearly with log(oy) with the
slope —0.76 for s, = 12 (—1.28 for s, = 24). The slope
decreases for larger s, because of the impact of the
first term in . For sufficiently small o, the regret
reaches a plateau as it converges to the trivial bound
HN. These results validate our regret bound .

In Figure [3] we plot the cumulative regret as a func-
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15000 4 —— RDRLVI
=== Lasso-FQI

100004 ==
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(a) Cumulative regret comparison
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0 2500 5000 7500

(b) Average episodic regret comparison

Figure 4:  Comparison of regrets of the proposed
RDRLVI with Lasso-FQI (Hao et al. 2021b)). The line
and shade represent the average and standard devia-
tion based on ten experiments. The figures show that
RDRLVI finds a low-regret policy while exploiting the
reward.

tion of d for a RME oy = 1/6, H = 10, N = 500 and
S = 8 (see Appendixfor results for other values of
S«). The results show that when RME is sufficiently
large, RDRLVI quickly identifies the s, non-zero fea-
tures, and the dimension d does not impact the regret
of the algorithm.

6.2 Comparison of RDRLVI and Lasso-FQI

We compare our RDRLVI with the Lasso fitted-Q-
iteration algorithm (Lasso-FQI) proposed by
. Lasso-FQI uses oracle access to the
exploratory policy m, the size of the active entries
s, and RME op. |[Hao et al| (2021b) proposed that
the number of episodes N; for exploration bet set to
Ny = (204852 H*N?0 ;% log(2dH/6))'/3. However, Ny
involves worst-case bounds, and the algorithm may
over-explore. Hence, we reduce the number of episodes
used for exploration to Ny := H4/3N2/353/3051. Simi-
larly, RDRLVI uses reduced the reduced value for Apy, :=
H\/nlog(2dH/§) with § = 0.1.

Figure [] show cumulative and episodic regrets of the
proposed RDRLVI and Lasso-FQI when d = 200,
H =2, s, = 24, and oy = og = 1 (for re-
sults on other parameters, see Appendix . Since
Lasso-FQI chooses action according to the exploratory
mr without using the estimated value function when
n < Ni, it causes high regret in most episodes. When
n > Ni, Lasso-FQI finds the high-reward policy and
takes greedy action until the end of the episodes. In
contrast, the proposed RDRLVI finds the low-regret pol-
icy while selecting the best action at each episode.
We see that RDRLVI balances the trade-off between ex-

ploration and exploitation by using unbiased pseudo-
rewards and features of all actions and possible states.
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A Doubly Robust Approach to Sparse Reinforcement Learning:
Supplementary Materials

A SUPPLEMENTARY MATERIALS FOR EXPERIMENTS

A.1 Experiment Setting

In this section, we present the setting used in our numerical experiment. For given d, let U- 1T) € [~1,1]? denote a
random variable whose entries are independent and have equal probability on [—1,1] and we sample initial state

a:gT) = ((UT)T,1)T. For given s, = 4,8,12,..., we set A := [s,]. For each a € A, the reward is

a—1 a
r(z,a) :=1(rg =1) (1 — )+ T1(zgyr = —1) —,
Sy 25,
which heavily depends on the last entry of state x411. When z411 = —1, the maximum reward is 1/2 and

increasing in a. In contrast, when 441 = 1, the maximum reward is 1 and decreasing in a. Let v := a mod (s4/4).
For any o > 0, we define feature,

T .
¢(r,a) =0(=21,.. ., =Ty 1, Ty, 1 Ls, )2 T Ls, J241s -y ~L3s, Jd—v+1y L35, J4—v+2 -+ -y Ls s L +1y -+ - ,Td)

The o > 0 will control the (restrictive) minimum eigenvalue oU. To define transition distribution of states, let
Ti:d ‘= (xla s axd)7 and

Now we obtain the transition probability,

4v—-1
B (rra, )] (10, 1),0) = 0{(e1.0, 1), 0) (a1 = 1 - 20D
*
4(v -1
P ( ('rlida _1)‘ (xl:d7 1)a Cl) = ¢((l‘1;d, :I:l)7 a)T¢(x1:d7 _1) = %
Because :rgT(} = Ul(T), we have oy = 0/6. The optimal policy is to choose a = 1, where the state stays z441 =1

and reward r (x,1) = 1. Therefore, the optimal policy gains HN reward for N episodes.

A.2 Additional Experiment Results

In this section, we present additional numerical results demonstrating the superior performance of RDRLVI. In
Figure [5 we plot the cumulative regret as a function of d for a RME oy = 1/6, H = 10 and N = 1000 with two
different values of s, = 16,24. The results show that, for other environments than in Section RDRLVIalso
quickly finds the s, non-zero weights, and the dimension does not impact the regret.

As in Section we present additional results of comparing LASSO-FQI (Hao et al.l 2021b) with our RDRLVI.
Figure [6] shows cumulative and episodic regrets of LASSO-FQI and our RDRLVI. The results show that, for other
environments than in Section RDRLVIalso finds the low-regret policy while selecting the best action at each
episode. We see that RDRLVIbalances the trade-off between exploration and exploitation by using unbiased
pseudo-rewards and features of all actions and possible states.
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Figure 5:  Cumulative regrets of the proposed RDRLVI algorithm on increasing ambient dimensions d with
oy = 1/6, H = 10, and N = 1000. The dots and error bars represent the average and standard deviation
based on ten experiments. As d increases, the regret remains flat since the algorithm selects s, features among
d features.

15000

—RORWI st 40000{ — RORVI ee=TTTTTTTTTTTTT
100001 -=- Llasso-FQ ____=="7" --- lasso-FQl =TT
soo0{ e 000y e
0 2000 4000 6000 8000 10000 0 2500 5000 7500 10000 12500 15000 17500 20000
Episodes Episodes
(a) Cumulative regret comparison (H = 3, s, = 8). (b) Cumulative regret comparison (H =5, s, = 4).
® RDRLVI ¥ e e RDRLVI

2.0
@ Lasso-FQI ® Lasso-FQI
15
1.0

0.5

0.0

0 2000 4000 6000 8000 10000 0 2500 5000 7500 10000 12500 15000 17500 20000

Episodes Episodes
(c) Episodic regret comparison (H = 3, s, = 8). (d) Episodic regret comparison (H =5, s, = 4)

Figure 6: Comparison of regrets of the proposed RDRLVI with Lasso-FQI (Hao et al. 2021b) when d = 200
and oy = 1. The line and shade represent the average and standard deviation based on ten experiments. The
figures show that RDRLVI finds a low-regret policy while exploiting the reward and achieves lower regret than
Lasso-FQI.

B TECHNICAL LEMMAS

In this section, we present technical lemmas used in our analysis. We provide proof after the novel lemmas.

B.1 Comparison of an Exploratory Policy and the Uniform Policy

Lemma B.1 (Comparison of oy and o). Let 7% denote an exploratory policy such that op := omin(2(7F), 54) >
0 and 7 (x,a) denote the probability of selecting an action a € A for the state x € X. Then,

> E AN Pop. 14
ou = ( max 7Po0)lA]) Mo (14)

Remark B.2. The inequality does not involve d and N. While the cost of the worst-case of replacing the

7% by 7Y involves | A| and H, it does not involve d or N. We can redefine an exploratory policy 7% close to the
uniform policy which gives max(, o)exx.a 7 (z,a) = O(|A|71).

Proof. Let ®(x,a) := ¢(x,a)p(x,a)". Let ay,...,am denote a sequence of actions selected by the policy 7.
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Note that
E E [ A 1
HY™ =FT Z(b(xk,ak)
Lk=1 i
E [ A |
:Eﬂ Z @(xk, ak)
Lk=2 i
E [ H |
=E" Z (I)(Qik, ak)
Lk=2 i
E [ A |
=E" Z (I)(Ik, ak)
Lk=2 i

where 7% (z,a) is the probability that the policy 7%

obtain,

Because 7 is sampled from Py,

Z 7TE(£L'1,G)

acA

$17 ‘|

Using the SMDP setting, for each k > 2,

aE.:‘l
—E |E lz 7 (xy, a)®(z1, a)
L acA
—E / Z T
acA
= Eﬂ—E [/ Z s Zk,
acA
—E™" / Z Z zk,uk
ur€Aup_1€A

Applying the equality recursively, we obtain,

O (xy, a)]

=< < max
(l,a)EXXA =lu,cA

Z 7 (xy, a)

acA

D (2, a)p(wp—1, ar—1) " Y (zy)dzs

(2, uk)

+E™ [E[®(21,a1)] 21]]

Zﬂ' 1‘1, 1‘1, ) 11]
acA

Z ﬂE(xl,a)q)(:cl,a)] .

a€A

selects an action a when the state is . Recursively, we

(I)(:E}c, a)] .

/ZW

acA

Zl, a)d]Po(Zl).

Thk—1, a’k—1‘| ]

(2, a ana)(lj)(xk1aak1)T¢(Zk)de]

-

T (@1, up—1)d(Tr—1, uk—1) " (2)dzy

k
H d(zj—1, uj,l)Tip(zj) dzg -+ - dzodP(z1)
j=2

k

/ Z Z D(zg, uk) H O(2j—1,u5-1) w(zj) dzy -+ - dzodP(z1)
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Because 7V (z,a) = |A| 7Y,

acA
. k k
= (|4 max Aﬂ'E(x,a)) / Z Z (2, uk <H7T Zj, Uj )(H (zj—1,uj—1 Tw(zj))dzk---dZQdP(zl)
(z,a)EX X xk iTluea iss
= (]A4] (mvg)neangwE(x a ;WU(xk, Thy )]
Thus,
H k
ﬂ' E U
Z max T (z,a)) Z 7w (xg, Tk, )]
1 ( (z,a)eX xA =
HH
T U
= (|A T (x,a)) ZE ;47‘(‘ (g, Tk, )]
H
=(A v (Hy,
<| ‘(a:amea?xA ( > g b ak‘|
This concludes the proof. O

B.2 Lower Bound for the Restrictive Minimum Eigenvalue

Lemma B.3. (Corollary 6.8 in |Buhlmann and Van De Geer| (2011)) Let £ and £1 be two positive semi-
definite block diagonal matrices. Suppose that the restricted eigenvalue of Xo satisfies omin(To,s) > 0 and
121 — Zollco < omin(Xo,5)/(32s). Then the restrictive eigenvalue of 31 satisfies omin(X1,8) > omin(Zo, $)/2.

B.3 An Error bound for the Lasso Estimator

Lemma B.4. (An {y-error bound for Lasso estimator) Let {x+},c( denote the covariates in [—1,1]% and y, =
x1w+ e, for some w € R? and e, € R. For A\ > 0, let

Wy —argmmz —xTu) )T+ Mwl]; -

Let § := {i € [d] : w(i) # 0} and ¥, := 25:1 z.xl . Suppose HZ:zl erzr|| < %, for some X > 0 and
[t715 — Bllee < 32[S|  omin(S, |S]) for some £ € R™*?. Then the {1-error is bounded as

8A S|
tomin (5, [S])

| — o], <

Proof. Let X' = (21,...,2¢) € [-1,1]%*" and e/ := (e1,...,e;) € R\, We write X;(j) and @,(j) as the j-th
column of X; and j-th entry of @y, respectively. By definition of wy,

112
1 (@ = @) + el + M@l < ||ef”| + Al

which implies

1X¢ (@ — @) |3 + N |@ell, <2 (@ — @) " X, e + M@,
<2||@y — o, || X, e, + M@l

<2 1@ — wll, + Al
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where the last inequality uses the bound on A. On the left hand side, by triangle inequality,

I@ell, =D @@+ Y @)

€S ie[d)\S
> |0 (i) = Y @) = w(@) + Y |w(i)]
i€S i€S, i€[d)\S
= [[wll, =Y @ (i) — @@+ Y |@(0)]
i€S i€[d\S

and for the right-hand side,

1@ — @y =D |@e(0) —@(@) + Y |@(0)].

i€S ic[d\S

Plugging in both sides and rearranging the terms,

21 Xe (@ —@)5+X2 D @) <3N |@(i) - (i) - (15)

ie[d)\S i€S
The inequality implies 3, qp 5 [0 () — 0(0)] < 33 ;5 [@e (1) — w(i)| and

1X0 (@ = @)l Z0min (X, Xe, |[S]) D |@0(d) — w(i)?

ieS
Omin tT ty S —~ /. _ . i
s Omin XX 1S1) (5 16,6) — gy
‘S{ i€S
(. 18) 2
Umln tz? S o~ . —

where the last inequality holds by assumption [[t7*%; — 5| < 32|S|  owmin(Z, |S|) and Lemma Plugging
in gives,

o o o 2|S o
2| X (@ — @) 5+ A | D (@@ + D 1@ (i) —w(i)] | <4 _ 28 X (@ — @) [
L T T (15,3
1€[d\S i€S
82 |S
SA + 1 Xe (@ — @)l ,
o (15,3
where the last inequality uses ab < a?/4 + b?. Rearranging the terms,
8A% S|
X (@ — @)||5 + N @ — @ S ,
I, (@ = @0l + M~ ol < =
which proves the result. O

B.4 Sequential Rademacher Complexity for Martingales

The following lemma connects the sum of martingale differences to the sequential Rademacher complexity.

Lemma B.5. (Lemma 4 in|Rakhlin et al| (2015).) Let Z; € Z denote a stochastic process adapted to filtration H;
and F a class of functions f : Z — [—~1,1]. Letz := (z1,...,2,) denote a sequence of binary trees z; : {+1}*~1 —
Z and {&}iepn denote independent Bernoulli random variables such that P(§; = —1) = P(§ = 1) = 1/2. Then

for any a > 0,
P [ sup >a ] <4supP [ sup z .
feF z feF

n

> F(Z) =B Zi| HiA]

=1

>

Zgif(zi(glw"agifl))

=1

o
4
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We provide a novel lemma for a bound for sequential Rademacher complexity (Rakhlin et al., 2015). The
following lemma is a generalization of Lemma 6 in [Rakhlin et al.| (2015).

Lemma B.6. (Bound for sequential Rademacher complexity) Let {; }ic[n) denote independent Bernoulli random
variables such that P(§; = —1) =P(§ = 1) = 1/2 and z := (21,...,2,) denote a sequence of binary trees z; :
{£1}i=Y — Z. Let F denote a class of functions f : Z — [—1,1]. For a fized tree z and € > 0, let N (&, F,||*||co.z)
denote a covering number of F in the norm defined by || f||oc,z := maxye,y, . eqx1y [f(2(&1, .-, &n)|. Then with

probability at least 1 — 0,
1/2

Proof. For given € > 0, define ¢; = 277, For a fixed tree z of depth n, let Vj be an ¢j-cover with respect to
log-morm, || - |looz. For any path & := {&}icpn € {£1}" and any f € F, let v (f,€) € V; denote a e;-close
element of the cover in the || - || z-norm. Now for any f € F and J € N,

Zfz Z; Elz 1 )

sup

f(Zi(flzi—1))|

{ zi(&1:4-1)) — Z(J)(fyflzz‘ 1 } +Z

Z&{ (f,&r:im1) — gjl)(faglzil)}‘

j=1]:i=1
Sn?el?i]( f(zi(gl:i—l)) 7V1(J)(f>£1:i 1 ‘ Z Zfz {V(J) fagl ) Vz(j_l)(f7£1:i—1)}|
Jj=1]:=1
< max max| f(s(€i0) — i (€| + Z ;@{ (f:€ri1) - §j‘1><f,§1:i_1>}‘
:’I’LHf<Z)_V(J) Hooz'f'z Zgz{ fvglz 1) z(jl)(fagl:il)}‘
Jj=11:=1

Because vV (f,€) € Vy,

n

sup

Zfif(zi(fu—l))

1=

J
<neJ—|—sup Z
Jj=1

& (VI (f.6ri-1) - £“>(f,flzi_1>}‘
1

To bound the second term, consider all possible pairs of v € V;_;1 and v® € V}, for r € [|V;_1]] and s € [|V}]].
For each pair (v",v*®), define a real-valued tree w/|"*)by

)

W9 () oo {vf(é) —vI(€) if there exists f € F s.t. v* = vO)(£,6),v" = vU-(f,¢)

0 otherwise

for all i € [n] and ¢ € {£1}". Note that w\/I™*) is non-zero only on those ¢ such that v(Pand v(*) are the
members of covers V; and Vj;_; close in the || - ||oo,z-norm for some f € F. Define the set of trees W;,

Wi = {wlln) o1 <r < V|, 1 < s < V)

Then we get

Zgl 511 1

bup

)| <nejy+ bup Z
fer \ =1

Zfz{ (f i) = ?”(f,fu_l)}‘

1=1

Zfz (j) flz 1

=1

<nejy + E sup
1w(J)€W]
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Note that for w?) € W, there exists f € F such that
||W(])||ooz S sup sup max|v (f7€11 1) _V (f7€11 1)‘

VTEV;_1,vSEV; £e{£1}n i€E[N]

= sup sup max |v;(f,&ri—1) — f(2i(&1:i—1)) + f(2i(Er:im1)) — Vi (f €1iim1)]
VeV, _1,veEV; ge{£1}n 1€[n]
§€j—1 + € = 3€j.

For any measurable set A and \ € R,

Z&Z 511 1

i=1
i-1 ﬁin(j) (51:1—1)‘ I (A)}

[(A)

sup
w()eWw,;

E |:Supw(j) ew;

=P (4)

P(A)
P E [log {exp ()\ SUPW('j)EWi\PX(:;l)l &w (51 i 1)‘)} (A)}
p), (Lo (Asupwocw, [Si v €in)]) T(4)]
STy s B(4)

~

Y

(A) E [exp ()\ SUPw () ew; ?:1 Sing)(ﬁlzi—l)’)}
=T P(A)

where the first inequality holds by Jensen’s inequality (Note that E[-I (A)]/P(A) = E[-|A] defines a conditional
distribution). Let us write the covering number N (e;) := |V;|. Because

(J)
exp< w(f}lepwj ;5: (€1 1))
<E Z exp( Zfz §1z 1 )]

<E| > exp<AZ@ (SE. 1>+exp< AZ& ) (€1 1>
_w(j)EW

_w(J')er
3\2¢;
< W exp ( ”)

E

2

3\%e2n
< N(Ej)2exp< 5 ) :

we obtain

Zﬁz ) (Eriim1)

=1

sup
W(J)GW]

Setting A = 6;1\/2 log(N2/B(A))/(3n),

I(A)| <2P(A)e¢j,/3nlog

Zfl flz 1

=1

sup
W(J)GWJ
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Summing up over j € [J],

J

J
N(e;
E|> sup Z@ D (€ri)|L(A) | <2P(A) ¢ Snlog ( )
=1 wWew; |;5 j=1
J Ne,
=2P (A) 3nlog ——= Nley) de
z:: ‘_€J+ EJ+1 ]P)(A
J
N(
=4P (A Z 3n log (&) de
j=1"€i+1 IP)(A

Because N(e) is nonincreasing in e,

J J
E Z sup Z@ 512 DII(A)| <4P (A Z 3nlog de
=1 wDeW; = j=17€it
1/2
=4P (A 3nlog
€J+1
From ,
1/2
sup Z{Z (zi(&1:-1))| I (A) neJ+4/ ?mlog de
fer €J+1
1/2
=2P (A) <neJ+1 +2 3n log de)
€J+1

For any a > 0, let & (a) := {sup;c 7[> & f(2i(&1:-1))] > a}. Then, by Markov inequality,

Zfif(zxgu_l))

1/2 .
=P (&(a)) <neJ+1 +2/ 3nlog Hﬁ?g&?@))de)

Canceling out the probability terms,

a <2 (n + 2/1/2 3nlog ———— N(e) —d )
€J+1 €
€1 P(&i(a))

sup

P(&a) <,E

Il (St(a))]

Setting
1/2 N(E)
a=2 n6J+1+2/ 1/3nlog de
( €J+1 \/g
gives
P (SUP Zfz‘f(zi(fl:iq)) > a) =P (&(a)) <0
fer i3
Setting suitable J € N proves the result. O

B.5 Probabilistic Inequalities

Lemma B.7. (Ezponential martingale inequality) If a martingale (X¢;t > 0), adapted to filtration Fy, satisfies
E [exp(AX;)| Fi—1] < exp(A207/2) for some constant oy, for all t, then for any a > 0,

a2
P(Xr — Xol > a) < 2exp ()
230 C’t2
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Thus, with probability at least 1 — 6,

T
2
X7 —Xo| <412 2log ~.
| Xr — Xo| < 4|2 o?log 3
t=1
Lemma B.8. (Azuma-Bernstein inequality) Let {Xs}s>1 denote the martingale difference adapted to the filtra-

tion {Fs}ts>o0 such that E[X| Fs_1] = 0. Suppose that | Xs| < M almost surely for s > 1. Then with probability
at least 1 — 9§,

n

= 2 1 1
;XS < SMlog 5 + 22E[X§|fs—1]logg.

= s=1
C MISSING PROOFS
In this section, we provide complete proofs omitted in the manuscript.

C.1 Proof of Proposition [3.1

Proof. For h € [H] and (z,a) € X x A,
PaVT (o a) = [ V(@)oo o) (e o
X
—ote.0)™{ [ V@)
X
Setting wj; := [, V7 (2')y(a")dz’ proves the result. O

C.2 Proof of Theorem [3.2]

Proof. Without loss of generality, suppose s, and s = s,/2 are even. Let e¢; € R%* denote the i-th Euclidean
basis. We set the action space A := [s,]* and the state space X := {—1,1}¢ x {z¢,z,,2}}. Since d > s2, we can

define ¥ (z1,1,...,2s,),25) T|S, 2415 - - - » Td, T0) := 0. Let us write z1.q := (z1,1,...,2s,| 25> T|S, 241, - - - » Td). FOr
o2 € (0,1], given (i1,...,is) € [54]° set
~ 7o 1 T T
(T4, 2glin, ... 0s) = E(:cil,leil, s iy s€,0,...,0),
SX 54
~ 7o L T T
V(X1.q, Tplit, .. yis) = E(le’lej“ s T, s€5.,0,...,0),
SX Sy

where j, € [s,]\ {iy} for each v € [s]. Note that ¢(z)sc = 0 for S, = {i1,j1,5« + 42,5« + Jo,...,(5 —
1)8y + is, (s — 1)Sx + Js . Here, 1.4 are sampled independently from d Bernouill distributions over {£1}. For
each v € [s], let zy = }°, c(5,\ (s} Tu.w€u- Note that zye;, = 0 and ze;, = z;,. Further, for each action
a = (a(1),...,a(s)) € A, let yu(a) == X cqs, \{iv.a(e)} Tuwbu + 1(a(v) # iv) Ta(w),v€a(v). Wwe construct the
feature vectors

%(mihlel +2,... ,xis,se;z + st,xng, ceeyTq) a=(i1,...,0s)
¢((z1.0,70), A) T = e , .
e a(leihlez —i—yl(a)—r,...,vsxis,sez +y5(a)T,xsg+1,...,xd) a# (i1y...,10s)
SX Sy
¢((I1:da zg)a A)T = U(xil,leza s 7xis,seg‘z;$sz+l7 cee 71'd)
SX Sy

¢((l‘1:da .Z'b), A)T =0 (Zir + ’leil,lez—'za ey st + stis,seit,,msf+l7 .. 7.’1}d) )
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where v1,...,vs € {1} satisfies v; + -+ +v5s = 0. The condition 0% < 1 ensures |¢(z,a)||o < 1. Under this
construction, the transition probability is

1 — (s .
]P)((xlzdxg)‘ (‘rl:dvmo)va) = ¢((1U1:d>CEO)»G)Td)(iUl:dyxg; ilv e 7is) = {5 “ (Z.l’ . 7Z.S> )
a £ (i1, ..., 0s)
1 —(; .
]P((xl:dvxb” (xlzdymO)a a) = ¢((x1:da CEO)’ a)TTZ)(xl:d,mb; ila e 7is) = {i “ (Z,l’ . 77[,5) 5
a £ (i1, ..., 0s)
P ((21:0,20)| (T1:0, 20), @) = S((1:0, ), @) (@105 T3 61, - - 0s) = 1,
P ( (x1:d7xg)| (xl:d7$g)7 a) = ¢(($1;d,.’L’g),G)T’(/J((E1;d,.Tg; ilv cee >is) =1.

The construction fixes 1.4 and the good (z4) or bad state (z;) after the choice of the first step. To evaluate the
restrictive minimum eigenvalue,

r H
U U 1
ST =ET | Y O(Xn, an)(Xn,an) "
EEp>
o 1 &
=E" | > Y 6(Xn,a)(Xn,a)"
_H IA' h=1a€cA
U
= E" ¢(Xn,a)p(Xn, a)"
Lz
o[ [ 1 &
—E" |E A S 6(Xn.a)p(Xn,a)" a1 # (il,...,is)l P (a; # (il,...,is))l
h=2a€cA
o[ 1 & Al -1
B E | o 3 6K, @)p(Xn, ) | Xo(d+1) = = Xp(d+1) =
L H |A| h=2a€cA |A|
Because 1.4 are independent random variables such that Elz;z;] = 0 and E[z?] = 1, we obtain
E¢(Xn,a)p(Xn,a)" = oly for Xp,(d+ 1) = 3. Thus,
A=
A
a2 z| 1
—1A[-1 ,
—_— 1
= H |A| d
2
o
=71,
Z
Thus we obtain owin(i1, . .-, 4s) = Omin(i,....i,) (5™, 54) > 02 /4. Define y := min{5/s,, /s:d/N,1/(c*>/N)} €

[0,1] and set the rewards for good state r ((z1.4,%4),a) = y and for the bad states r ((z1.4,%p),a) = 0 for all
a € A. For the initial state we set r ((z1.4,%0), (i1,...,1s)) = y/2 and r (1.4, %0), (J1,---,7s)) = y/2. For
a # (i1,...,1s) and a # (j1,...,7s) we set, r ((z1.4,%0),a) = 0. Because the optimal policy gains expected
reward HyN/2, for any (i1,...,is) € [s+]° and any algorithm A which generates the policy 7(™ that selects

65”), . (n), the expected regret is

By construction of the SMDP,
E(zl, Lis) |:‘/1 ( )}

Hy , Yy n :
= TE(il,“.ﬂls) |:]I( alm = (7’1""713)):| +§]E(7L1,..4,7,'S) |:H( a" = (.]1a'~'7.]s)):|

Hy (n : Sy A ,
< TE(il’”"is) {]I (ag ) = (i1, .., 15) Ua( ) = (]1,...,35))} .

(n)
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Let MV ) = Zgil H(agn) = (i1, .., 1s) ua§”> = (J1,-..,Js)). Note that 0 < M) < N, almost surely.

(7;1>~-7is (i17~">is)

For each v € [s], by Pinsker’s inequality,

(V) 1
S EGy v 10,i0510i0) [M(il,___,is)] + N\/zD(]P’(il,i..,u1o,iu+1.<.,z‘p)aP(il,.u,z‘p))v

where the distribution of E¢;, . i, 104,,,....i,) 18 constructed by modifying

1 1
. . . ST T T TT T AT T
Y(T1.a, Tglin, .., 00—10,%0p41 ..., 45) = (8_1)(6“,...,62-“_1,0 1€y €, 00,00 )Q—d
1 1
. , . \T T T T T T aT T
w(xlzdaxb‘zlv'"77'1)—10’ZU+1'~'7Zs) = (S—l)(ejl’”wejviﬁo aejv+1"'77€j550 7"')0 )27
and for A € (0,1/4) to be determined later
T
¢(($1;d,1‘0),a)
1
(L+A) (e;:,...76;';7170T,e;z+1,...761:,0—'—,...,0—'—)
1 . .
=t (b= a) (el 0Tl el 0T 0T a= (i)
(e;,...,eﬁil,OT,elﬂ...,,a:jsez,OT,...,OT> a# (i1, ...,0s)

This construction modifies the distribution when a = (i1, ..., s)
1
P(X2(d+1) = z4|20,0) = 3 + A,
1
P(Xa(d+1) = ap| x9,a) = 3~ A.

Other feature vectors are constructed as:

T T T T T T AT T
O((21:a, Tg), @) = (eil,...,eiv_l,O $€ipqreeea€, 00,000 ),

T T T T T T aT T
(1.4, 2p),a) = (ejl,...,ej%l,O €y T3.€5,00 .0 ),

for all @ € A. Then the distribution of Py, ;) and P, .

first step Zign) = (i1,...,is) (Note that this problem does not count in hard instances and its RME can be zero).

Let D(IPy,PPy) denote the relative entropy between probability measures Py and Py and P, . ; y(a) denote the
distribution of states when a; = a. By the divergence decomposition (Lemma 15.1 in [Lattimore and Szepesvari
(2020)),

iv10ips1..,is) only differs when the action of the

D(Pi, iy 10yis1ensin)s Plin,nsis))

N
= Z E(il,...,i,,_lo,iv+1...,'L'S) lzﬂ (65") = a)} D(P(il,...,i“_lo,i,,_,_l...,is)(a)7P(il,...,is)(a))
n=1

acA

e a0unonis) | DL (@ = s 0) )| DRy 100 i) (E1 0 8)) Py, (i1 15))

N
= Bty 0 | Y17 = G ,zs»] ((5+4) e +28)+ (5-a) o1 -20))

<log(1—4A2) Al 1+2A>

N
= E(h,..‘,iv—lo,iwrlm,is) Zﬂ(agn) = (ila s 7i8)) 2 0g 1 - 92A

r log (1 — 4A?) 1+2A
) g (
SE(iy v 1060 110s) _M(il,...,z's):| ( 5 +Alog x|
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log(1—-4A%)
2

Because A < 1/4, we have ( T

+ Alog 1+2A> < 4A? and

N
D(]P(z-l,.__,iv,lo,ivH...,is),]P’(il,...,is)) < E(il,...,iuflo,z'vﬂ...,z's) [M((“)z)} (4A2) :

From

N
Ei,,...i0) [M( ) }

(i1,...,%5)

N) 1
S E(iy i 10,504 1.010) {M((,ll)] + N\/QD(P(il,...,iu107m1...,z‘5)aP(z‘l,...zs))

(N) (N)
< iy, 10,i01100000) [M(il,...,is)] + NA\/QEm,...,iv10,z'u+1...,i5) [M(il,...,is)]

From the regret, we obtain

—~ Hy #(m)
S o000 - )
n=1
Hy Hy (N)
ZTN_ T]E(il,‘..ﬂ‘s) [ (il,...,v:s)]
Hy
27 <N Byt 10,0 g 10000 {M((ljj)z)] - NA\/QE(%---,%1071'v+1"""5) [M((ZJY)”D '

Taking supremum over (i1,...,4s) € [$4]°,

sup By, i) [R(N,E)} Zsis > By, {R(N,E)]
L

(il,...,’LS)

T1yeenyls)
1 5 Lo A
! > > 5 > K, [R(N, A)} _
E B C PR A TR I =1
Taking the average over i, € [s4],
1 & R
; Z E(ilv"’is) [1%(]\[7 A)]
iy=1
Hyl & . ,
- 2 5 Z (N B0 i) {M(i1~~~,is)} = NAV2E (i, iy 1060 .mis) [M(il,m,z's)]
ip=1
Hy 1 8% (N) NA o "
) N . ;E(il ..... et [Z M(il""’is) s 253 E iy, ig 10,6010 ss) Z M(il,..,,is)
* iv:l ’ iv:].
H
2 s, »
HyN (4
> ZYN (2 A 2N ’
2 5 5y

where the third inequality holds by s, > 5. Setting A = (1/5)+/s+/N € (0,1/4) gives

~1 _ HyN
=3 B[ROV D) 2 T

=1
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Thus,

HyN

sup ]E(“) is) [R( } 5

(815000585)

V=1 (i1l 1,004 150s)
s« HyN
5

Vs5.dN s,/N
5 7 bo?

=H min{N, }

We conclude that there exists (iy,...,is) € [s4]® such that
Vs, dN s*\/ﬁ}
5 ' 502

Vs, dN s, VN
5 7 200min(it,. .., 1s)

Eq, i {R(N, 2)} > H min{N,

>H min{N, 1

where the last inequality holds by oumin (i1, ... ,is) > 02/4.

C.3 Proof of Theorem [5.2]

Proof. By Lemma [B-4] it is sufficient to prove the following inequalities

nH|AZZZ¢xk’ oy, a)T =3

1k=1acA

ZZZ{YE?M 0~ ot ) e botel.

T=1k=1acA

oo

< Aga

oo

(18)

(19)

To prove (18), let A := (all)7 al Wy and A = (@} M (")) denote a collection of actions selected by the

= ( (1)

policy of RDRLVI and pseudo—actlons selected by Umform policy 7V, respectively. Let X := (z},...,

N
i)

and X, := (xgl), . :Z"gv)) denote a sample path for states under algorithm policy and the uniform policy Y.

Let ny := min{n € N : n > 10240 *s* H? log M} and

N
B(X,4) = | ZZZM,@ d(ay ) a)" — T
Ul 1
n=ni T=1k=1acA
N () (r) ~(7) g
S 7 ~(T T) ~(T)\T ™ U
B(X,A) := U{ nHZZ(Z)xk ay )o(x,,a, ) — X >325*}'
oo
Note the algorithm restricts the event on A = A. For Z := (z%l), . ,z;?)) € XYHN,

P (B(X, AN {A = [1})

/ I(B(X,A))I (A - A) dP(X, A, A)
XNH  ANH x ANH

o S L Ly B AN (4= ) TT TT otei2hoef™s (5 e e

n=1 h=2
N H+1

o o (e ) 1 (a= A) TTTT ot a2 s (o47) arcaaeciecs)

n=1 h=2
Because the term

N H+1
H H Zi(zn)l’a’glq—)l w(ﬁzm)

n=1 h=2

=
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is the density function for X. we obtain,

P (B(X, AN {A - A})

N /XN /A«H-w /ANH /ANH 1(B(X,A))1(4=4) f[l Zﬁ: S(A" a0 ) T (2" ) dP(A)dP(A)dP(2)
= /XN /X(Hfl)N /,4NH /ANH H B(X, A ) ﬁjﬁ: ¢ Zh 17 1/’ (xgn)) dHD(A)dP(A)dP(Z)

=P (B(X,A)) .
For 4,5 € [d], let

v : HZcb #.a)@e@ a7 () -

Then E {vl(;)} =0 and \UZ(JT)| < 1. Applying Lemma ., with probability at least 1 — 2§/(dn)?,

/ 2.2
< 2nlogd5n

S <
T=1

Thus, with probability at least 1 — 25/n?,

L SRS () 20y (0T d*n?
TTZZW% ) V(& a,)T -2l < 510 5
T=1k=1 00
For all n > nq, we have n > 2110U 2 Jog 4°n” " and
1 K& o
~(T T T) ~(7 T U

2> o@ ) a)e@ o) —wm] < o
[t . 5

Therefore, we obtain,

p(s0c a0 {a=al) <p (85, A) < 3 5 <

n=niy

which proves the inequality for all n > mny. Similarly, we can prove

P(CJ { HZquxk cag )o@ a)T =z 2323*}H{A:A}> sF(sd) <6

T=1k=1
and with probability at least 1 — 26,

o0

1

H
nH > 0@ ) )o(ay” a) T -2

1k=1

M:

for all n > n;.

To prove the inequality (19), recall that for h € [H] and n € [N],

’LZ)}(L") ;:/ H[O,H] (maX Q@(n) (’I a )) 1/1(x)d$
X e A h+1

Define
0@ = T (g QuX (@) ) = By o) [T (mxQuix ).
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Note that
Vi @ a) - o, a) ay
h+1’
=1 (maXQ (x\") (a), a’)) oz, a) T o™
[0,H] (n) k41 E h
= Ijo, <maxQ (. ,Eﬁl(a%a’)) ¢($;(:)7 a)’ {/ o, 1 <max@@(n> (x,a’)) ¢($)d$}
X a’€A h41
= H[O H] (maXQA(n) lgﬁl(a),a')> _]EXN]P’(~\m§CT),a) |:H[O,H] (maXQAEL,jr)I (X a )):|
=g (@)
and

I (5‘5;) - “) ()

__\ J _\r* ) (1) T [ ~Im(n) _(n)
- |,A|71 nAf,T1»k(a)+ 1 |A|71 o(xy,’,a) (wh H )
I (ZL(T) = a)
~(7) _ k (1) \T (~Im(n) _ _(n)
=My (@) + (1= = | et T (@ - )

Then the inequality becomes

n

H
2.2 Z oo, 4 @0 )| <A
r=1k=1acA "“’k oo
The left-hand side is decomposed as
- (7) (r)
S5 Si, otel0
T=1k=1a€A 00
< |4 ZZ d (CE(T) ~(T))
77A<r> k k ko
T=lh=1 MU o
n H I (EL,(;) = a)
T ~Im(n _(n T
ZZZ T o(ay” )" (wh ") — )) (), a)
7=1k=1acA | | .
n H ( (7) — a)
< 14| ao @Me a4 (30N - el @ -
T=1k= 0o 7=1k=1a€cA "A| oo

where the last inequality involves ||¢(z, a)|lco < 1. Since

—1
acA |A|

we can use Lemma to obtain with probability at least 1 — 26/(Hn?)

n H T "(T):
52355 (1= 220 | < v o rog

T=1k=1acA |'A|

o0
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Thus it is sufficient to prove

n H
ZZ Am) k k (951(;)7(11(@7)

A] <A (22)

H mn n
+|A|\/nHlog n HAI —wh)

o™
We prove ([22)) by inductive arguments. For step H, we have ij_l =0and QHI_T_T( a) =0 for all (z,a) € X x A.
(1)

This unphcs 0 () k( a) =0 for all a € A, and the inequality
Whiys

ZZ{ D) @l al?) = ol o) Tl ol )

T=1k=1 9]
ZZ” o @0 00| <A
T=1k=1 e’}

holds. By Lemma [B.4] and (20]), we obtain

<8>\§Z)s* _ 64s, [ dHn?

1~ Hnoy (TU\/E 8 5

H mn 77'74
+|A|\/nHlog n HAI — '™

H@gnm) —

which implies

Al

Z Z 77A<n) Lk dk (955;)7 al(:)

T=1k=1

64|A| sy, VH , dHn?
= log
oy )

2
§9|A|H\/nlogd}§n

= Aat

1

where the last inequality holds because n > 212$f052H*1 log(dHn?/§) for n > ny. Suppose holds for steps
H,...,h+ 1. Then by Lemmaand ,

8/\Ests* _ 725, o dHn?

o\
1~ nH|Aloy /noy 75

max ||@& —
! !
w>nt1ll P “h

We decompose

H
D> g @ e )

o0
() =(7) (T =(7) (7) ~(7') (T (T) (7) ~(7')
< ZZ{U@&)Pk(ak ) — 77wh+1,k(ak )}¢($k s Ay, ZZUWHP Yoy s ay )
r=1k=1 o Mr=1k=1 o
Because @,(11)1 depends on the data, we take supremum over Whi1 = {w € R? : [lw — w1 <

VH/(52log %”2 log2d)}. To prove 13,(:1_)1 € Wht1, we observe
| = wien, < s = ], + i - i
< i e, + v

~(n) _(n) H 254
< +
‘ ’ h+1 h+1 oy

— n) *
Wht1 ™ wh+1H2

_ (?’L) *
Wy {1 — Whaa

)

ﬁz Zk 1¢( T) (7))¢(55€7)’&§:))T
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where the last inequality holds by Lemma and . By definition of u’)g;)l,

2
AT S e e e a)T

< max[o(@0) (@ —wi)

*
ks =i

(z,a)eXx A
_* ’ T ! !
< o | [ {0 (1 Qg 0.0 ) Vit ) o) oty
< ’\A" / _ * / T / /
[T, (5 Qg (0'.0) ) = iy Qi) [ 8o) (o)

= max |II maxQ - (2',a) | —maxQF_,(z',a)l.
max [0,H]< me( )) a’eAQh+1( ,a)

h+2

By definition of Q5 (¢',a) =7 (2/,a) + ¢(a',a) Twj,, = QWEH (2',a) € [0, H], we obtain
2

H Zn lzk 1¢( (T) ~(T))¢(i(}cﬂ')7a§c"))‘r

_(n) *
Hwh—H — Whi1

< max
z’'eX

/ A /
Mo, b1 (glgﬁ Qam, (@ ,a)> — max Qu; (¢, a)

= max
x'eX

o, 1 (g}gﬁ Q@nﬁz (x/,a)> — o, 7 <glg3§@w;+2 (%@)‘

@™ (2',a) - g}gﬁ Qw,*1+2 (xlv a)

z'eX a’€A h+2
<  max ‘¢(x,a)T (@(") — wi, 2)‘ .
T (z,0)€XXA h+2 +
Therefore,
< 28* T () *
wh+1 - wh+1 wh+1 - wh+1 U (@ J)neang ¢(z,a) (wh+2 - wh+2)
~(n) _ _(n) 28+ (|| 50 _ -0 )
<o, - ai. + ¢ (o vt + e Jote o™ (042 - w3
Applying the inequality recursively,
~(n) ~(n) —(n) ~(n) _ —(n)
H h—LH wh+1H < H }LT-LH }LT-LHH Hwh? — Wy v
=h+42

By inductive assumption,

o0 e || T2 dHn? | 144Hs2 dHn?
‘thrl _wh+1 \fUU log 5 log 5

< Hdn
52log T\/log 2d

where the last inequality holds by n > Csiop*H~?log’(dHn?/5)log®(2d) for some absolute constant C' :=
(144)2 - (52)* + 8 - (72)2(52)2 for n > n;. Thus, we obtain @,(:gl € Wh41, and

n H

(r) (1)
ZZ A<n) k k )z, 5 ay,)

h 1
=1 k= o
n H
sup ZZ{ @) =0 @ e )|+ IS0l @ e

wEWh+1 r=1k=1 0o T=1k=1 oo




A Doubly Robust Approach to Sparse Reinforcement Learning

By Lemma with probability at least 1 — 6/(Hn?)

S {n0@) =) w@) ) e, al)

T=1k=1

sup
WEWh 41

/ 2
< 3H1/nlog dh;n

Note that |5 (25, a2, 0| < H. By Lemma with probability at least 1 — 26 /(Hn?),

oo

n H
SN @eE ey

2H dHn? n A () (7) () dHn?
< ?log 5 + 2ZZE[<nw;+l,k(ak )) My, } 5
where ’H,(;) is a sigma algebra generated by {ZL';:/L), agqu)}ue[T_l]’h/E[H] U {xELT,)7 agf,)}h/e[k]. Note that

o, 1 (?gﬁQwﬁﬂ(%a/)) =Ijo, a1 (r&aj( {r(z,a)+ ¢($7G)Tw2+1}>
=IIjo, 1] <r;1eaj( {r (z,a) + []P’V,:H] (z, a)})

=Ijo, <1g1eaj( Qi (z, a))

=1,y (V) ()
=V (z).

By definition ,
777(”7—h)+1,k(a’l(c7—)) =I1jo, m (H}ax Qw;,+1(X151)1( A ),&')) - EXNH»(,mE;),&;f)) |:H[0,H] (g}gﬁ Quy,, (X, a’))]
=V (X @) — BV (. 7).
Applying Lemma with probability at least 1 — 26 /(Hn?),

n H n H
Z ZE [nwh+1’ T)) ‘,H](CT)} = ZE [ZE [ni"?ﬂvk(a;‘j)y‘ /HI(CT)}

=1k=1 =1

/ Hn2
+ H?y/2nlog (;l

Using the variance bound (Lemma [5.4) we get

n H
T ~\T T H 2
>3 E [n;}gﬂﬁ,c(a,g >)2‘H,§ )} <5n(H?+ H) + H*\/2nlog ;

T=1k=1

<11nH?,

where the last inequality holds by n > ny > 2H?log(Hn?/d). Thus,

- 2H = dHn? / dHn? dHn?
Z <?1g 5n + H\/22nlog 5n < 5H4/nlog n’

where the last inequality holds by n > n; > (100/9) log(dHn?/d). Thus, we obtain

n H

- dHn?
D SUIC T TN
r=1k=1

(7') ~ ))(b( (1) ~(T))

T
“’h+1 k >

uMm

oo
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n H
(7) ~(T)
Al ZZ A<n) k k )o(xy,”, ay
=1k=

+|A|\/nHlog7nH@2 ( )—w,(L)
1 )
< 8|A| Hy/nlog 5n + | Al \/nH log 6n H@}l ( )—ﬂ);t)

By using a similar argument, we obtain with probability at least 1 — 55 /(Hn?),

1

L .

Zme Sl <n) (24)
r=lk=1 "V o
Using Lemma [B4]
H’fi}lm(n) —’tf)(n) < 8>\§$)S* _ 64s, o dHn?
h hlli = oyHn — opy/n 875
which implies
n H H?’l
) (T ~Im(n _(n
AN DG W70t a7 |+ 1Al niTlog =5 o =
=1k= 17
dHn? 64s,vH dHn?
< 8|A| Hy/nlog v S\Flog "
1) oy )
dHn?
< 9|A| Hy/nlog 6n ,
where the last inequality holds by n > n;. Therefore we conclude
- A . dHn?
Zzzni& @0 )| <AL Hynlog = = Mgy
T=1k=1a€A 0o
O

C.4 Proof of Lemma [5.3

Proof. Fix the policies 71, ..., 7#(™ and set Z,(CT) = (x(T) agj),x,(;_gl,u,(;)) and Z = (X x A)%, where

{ukT } ke[ H],re[n) are the 1ID Uniform random variables over A. Let H, (") denote the sigma-algebra generated by
{xv ,av }UG[H] uelr—1 U {xv , Ay )}ve (k] wWith "H(T) "H(T D Foric [d],

Fustonaracn) = o (o (magQutien, ) ~ o (mx Q. o)) b otar, )0

Then with the function class F; := {fy,i : w € Wh41},

>y k=) i f ol

n

H
22 a7 i)
—1k=1

sup
wEWh+1

= pmax sup
i€ld] feF;

T7=1k=1

Note that for any f € F;, there exists w € Wy, 41 such that

max _|f(z1,a,22,u)| <p~! ‘H[O,Hl (glgﬁ%(m&’)) L ({Lﬂgﬁ szﬂ(aﬁz,a’))‘

(z1,a,22,u)€

_ ~ ~wj
<p ' max ‘Q”ii’(w/) — Q" (x,a')

<pH lw = wiall,
<1.
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Let z := (zgl), Lz )) denote a sequence of binary tree such that z {i1}7H+k — Zand £ := ( ), ,f(n))
denote a sequence of IID Bernoulli random variables with IP’(fl =-1) = 9) =1) =1/2. By Lemma
for any = > 0,
n H
<maxfsu;) ZZf (r) aliT),x,(CT_gl,ug x) <4Zsup]P’< ZZ (T)f >£ z) .
& r=1 k=1 Filr=1k=1

By Lemma setting

1/2 N _ T4
x = 8sup mf nHa+2/ \/?mHlog (& F [ - llooa) VR de

z o> \ﬁ
we obtain
n H 5
(r)y (1) (1) (7)
P | max sup Ty, 0, T 1, U >z | < ——.
(s s 323 6?20l > 1) <

To find an upper bound for z, define a function g, ; : Z — R by
gw,i(xla a, T2, ’LL) = L71¢(x27 U)Tw¢($1, a)(z),

and a function class G; = {guw,i — Gup, it WE Wht1}. Given € > 0 and a binary tree z := (zgl)7 .. ,z(;)) =

((m(l) a§1)7 (1)7u§1)>7 e (x(n) ag{), xg?jrl,ug))% for any f € F;, there exists gy ; in the e-cover of G; such that

Fui(zi”) = T (max Qi @), a'>) 6", ) (i)

max
T’

— Mo, <m€a;l<r(u 7)) + 94 Z(:c,iT’,a;”,x;Ql,u)) 6@, al™) ()

()

< max o, m) (maj‘(r(u a:kﬂ) + guw 1(93;;), ag), x,(;)l, u)) — 1o, 1 <151€aj<7‘(u, 3:,(;)1) + 9w 1(561(;), ag), x,(gl, u)) ’

(r) (m) (1) u) —

< max max x a x
> uEAng koo QT U

T,k

giaD, a0, 7, )|

< max ‘gw,i(z,(f)) — gup,i(2)) + gur a(2)) - gﬂ,vi(z,(j))(
<e.
Thus ’N(eaj:i? || : ||oo,z) < N(G,gi, || . ||oo,z) and
1/2 N(e, Fi, || - Vn2Hd 1/2 N(e,Gi, || - 2Hd
. [ %}mHIOg (Tl Lo Ty [ 10 V] %,zm* .

Define the sequential Rademacher complexity,

Note that the Rachmechar complexity is bounded as

00 s [sip 33" ol ]
9€9: 121 k=1
B | s 3OS0 w0 (- i) 6, o) >]
z wEWh+1T 1 h—1

n H
ZZ o(a u)p(a alD) (i)

<p~tsup sup |jw—wh,,[,E
z weEWh41

.

<supE Z 70w, al) (i)

k=1
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By Jensen’s inequality, for any A > 0,
H

SN 670w e, al7) )
=1k

=1

E

.

H
SN 670 e o) )

IN

1
X log E exp ()\

)

H
S ePo( ) ul) (G, af”) (i)

AN
\
5}
o
&=
@
o]
ol
R
>

)

=1
H
S0 w7 (o o) (i >>

A
[

R
f_/;\
(]
&=
@

3
//~
>

M=

jeld] r=1k=1
n H
+Eexp (—A SN 670 w7 Gy, a?)(z‘)) }
T=1k=1
2
< ilodeexp (A ;LH)
_log2d ~AnH
X2

where the last inequality uses ||¢)(x a)|loo < 1. Minimizing over A > 0 gives

- () nH log 2d
B | |33 el w0, o)) 1sﬁ
=1 k=1
n nH log 2d
RU(G) < \/T.
Settinga:\/@,

1/2 N(e,Gi, || - 2Hd
sup inf { nHa + 2/ \/3nH log (€:Gir [l llooz) V2 de
z >0 a \/g

o0

Therefore we obtain,

1/2 577
i log2d + 25 [ | d%mmog NG| nf?gmd&
2002

By Corollary 1 and Lemma 2 in [Rakhlin et al.| (2015)), whenever € > \/% > Qn’leleL)(gi),
2enH
og —.

32
1OgN(€7g; || . Hoo,z) S nH 21'H (g1)21

Thus,

1/2 2Hd
\/3nHlog N(&,Gir |l lloo.a) Vi de
2log2d \/g

1z 2enHvn2Hd
—log € + log Tde

2enHV nsz>

< 4V6RY(G) / e
Veicres
5/27 1/2
n 2
= 4\/6R§q)(gi) —= <—10g6 + log

w

3/2
/12
SfR(" (gl) nH log 2enH~v/n?Hd
2log 2d Vo
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Now we obtain

8V6 (n) 5/2 2enH*V/n3d
<8v/2nH log2d +16—= R}’ (G;)] -~ _~
x <8v/2nH log 2d + 1 (Gi)log 5Tz 2d
\[ 3/ denH?V/n3d
<8y/2nH log 2d Hlog2dlog®? —— " —
STV + W 20 log 2d
2 2 /eHdn1
<8v/2nH log 2d + 56‘/§ 2nHlog2dlog3/2M
2 Hd
<8v/2nH log 2d + 56\[ 9nH log 2d log®/2 5”

the last inequality holds by n® > 16e2. Thus we conclude with probability at least 1 — §/(Hn?)

) 256f

sup 7711)h+1,k} k

wWEWh+1(p)

>3-

T7=1k=1

<p (8 2nH log 2d +

v/ 2nH log 2d log cén >

oo

2 Hdn?
<p+/2nH log2d <8 + %\/ﬁ log?’/2 6n>

C.5 Proof of Lemma [5.4]

Proof. For each k € [H], the definition of action value function Qj _,(z,a) gives,

[Vl - B 0 )} = (0@ - Qi o) 4o (o0.0) )
5 T * T T T T 2
E{Vh( 2£1)*Qh—1(x§g)aa§g))} + 5r (5051/) 1"1;1/) 1)

where the second inequality holds by (a + b)? < %a2 + 5b2 for a,b € R. Because the reward function is bounded
by 1,

(T))

2 2
Vi) - v a0 e} < W) - @i e} +5.

)}u_

For k € [H], let H,(J)denote the sigma algebra generated by {fg—), ay,

..... RU{z$ )}se[T 1)ue(H)- Taking
conditional expectations on both sides,
¥

)} ‘Héﬂ} +5

T * T T T 5 T * T T
B [ {vitld - 1160} 0] < 28 (el - 0h ol ol

In the first term,

2
|:{Vh( k+1) Qh (2, ;(CT))} 'H,(;)]
=B [V 1] - 2@i @ o)) PV ) ) + Qa7 0l

Note that for any a ) e A, we have

PV a7 =Qi o o a) = (o, 0f”)

§Q2—1($1(J)7 al(cT))'
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Because the function f(x) = —2xb + 22 is non-decreasing for = > b,
{Vh k+1 ‘H } 2Q;, - 1(9% 7% ) [PV (xk vak ) + Q5 1(96](;)7@](67))
<E [Vl 7] - 2max @iy @7, o) BV (0 af) + max @ (o 0)?
—E[Vi @D 1D ] - 2V, @) PV @, o) + Vi (af)?
=E {{Vh (1“1221) Vi 1( v )} ’H(T}
Summing up over k € [H],

H
T * T T T 5 - . - 2 -
ZEH i) - P e ) |0 < 3 | {3 el - i) | < ot
k=1

Note that [PV} (x,(;),a,i ) < QZ—1($1(:),@1(;)) < max,es Q;_l(x,(:), a) = V,:_l(mff)) for any k € [H]. Thus, for
any ky # ko, the cross-product terms,

E Vi @) = Vi @) H7 E [ Vi @ik = Vima i) | )] 2 0,

which implies

I 2
ZE [{ k+1 V}f—l(ﬂfg))} ‘ kT)] < {ZE {Vh k+1 Vh*—l(xz(:))’ HI(CT)}}
Taking conditional expectations on both sides,

ZE[{ (7)) = Vi (a )}‘H ]’H(”]

2
sE{Xﬁ{w Qllﬁu“wﬁmﬁ He

k=1
H-1 2

~E {ZE[Vh(xEQl) Vi @) 17| + B [ Vi el - v;_@}))]%z;?}} H
k=1

H-1 2

{ E [V @) = Vi @) | 10 + Vi) - Vi (e “))} iy || H

H-1 2
~E { E Vi@ - Vi @) 10 ] + V@) - Vi (e “))} HO

~
Il
-

where the second inequality holds by Jensen’s inequality. Applying the inequality recursively,

2
2
ZE “ k+1 Vh*f1($§c ))} ‘/Hl(c )] Hm} {ZVI; k+1 fo&(xfc ))} H

There we obtain
2 i 2
{Z (@) = Vi ‘”} {Zv () = Vi) + Vi (”)v;_l(x,@)}
k=1

2
{v (xi741) = Vi (7)) +ZV* V)= Vi (”)}.
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Note that |V}* (xgzrl) Vi (a (T))’ < H. Because V}(z) :=sup, V;(z) for all z € X and h € [H],

27—V (2] <

H
= S a
;xuggleflr(x,a)

Thus, we obtain

2
{Z xk+1 Vh*—1(x§;))} <4H>.

Gathering the inequalities proves the variance bound. O

C.6 Proof of Lemma [5.1]

Proof. By definition of the regret,

IE[ }_E

Zvl Vi (@ 5”)]

For any 7 € [N] and h € [H], define S(T = {ah = argmaxaeAr( , ) + ¢(m§LT)7 a) @21_11))} By con-
struction of the algorithm we have ]P’(S,(LT) = (1-r"Y2)VHFor r € [N] and h € [H], define @\ (2) :=

argmaxge 47 (x,a) + ¢(x, a) @,(;11)) Because f&g_;ll) =0, for any z € X,

(1=7)
= (1 _ 7-—1/2> v o, (7 (33 ayr ) + ¢(z, ) A(T.&))
( )l/H gleajc o, m (r(z,a) + ¢(z,a) wg-s-ll))
_ (1 . 7_71/2) 1/H glea}H[O’H] (@@ZL”(ZE’QD ,

where the first inequality holds because the reward function is nonnegative. For step H — 1,

#(™)

VAT (@) =B [QF i (v, an-1)
> (1= 72) gy (@15, (@)
=(1- 771/2)1/ "o (r (w1 (@)) + PV, a5 ()
> (1—7—1/2)2/]{ H[QH]( (x al? (o / max Lo (QAﬁ b(e, a)) o(z,a) | (x ))W(f)dﬂ)
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(r—1)

By definition of wy 7,

#(1)

Vi@ = (1 _7_1/2)2/H Mo, (r (@571 (2)) + olw,afy) (2) Ty )
> (1 — 7——1/2>2/H o, (r (x,agll(m)) + ¢(x, ag) 1@))‘@3&771)) _ ngq) _ @?”Hl

= (1 - 7_1/2)2/H max Ijo, i (@w n(za ) B H oy wgil)H{

Recursively, for step 1,

~

0> (1= o (0 o) - 3 o e

For the optimal value function,

VY (2) = max Qi (,a)
= max {r (z,0) + [PV](z,a)}

ac
=max Il g (r (z,a) + ¢(z,a) " w})

acA
~(7—1 * ~(7—1
S Ianeaj(H[O»H] {T (z,a) + ¢($7Q)Twé )} + (m,fgleagc(xA ‘qb(m,a)—r (w2 B wé ))‘

A ~(7—1
:ggj( H[o,H] <Q@ér_1)(:17,a)) + (z,glea}((xA ’¢(I7Q)T ( wh — g ))‘ .

By definition of wgf’”

)

T (ws -l )|
Lmax o a)T (wj

< ot (o5 o) ¢ o

(z,a)eXxA 1

o)™ { [ o @sta'sa) ~ mag i (@ ') b’}

ac

= max
(z,a)eXxA

“[ot-et,

Because [ ¢(x,a) ¢(z')d2’ = [P(a'|x,a)dz’ =1 for all (z,a) € X x A,

(et
(w7£16a§xA‘¢(x’a) (w2 W2

< max
reX

~ ~(7—1 T—1
mas Q') — max o (@ @) + o™ — a7

= Imax
zeX

< ot (=) o ot -t
,(%a)e/{fo ¢( ) 3 3 Wy 1

max Hpo, i) (Q3(2, a)) — max o, (QA(T (@, a))‘JrHA(T RRC DH

Recursively, we obtain

A ~(1—1 ~(1—1 (r—1
Vl*(x)gglea}H[O’H] (Q@Tq)(ﬂc,a))—&— max ‘(ﬁ(az,a)—r (w}prl w§{+1))‘ ZH (r=1) —w, )H

(z,a)eXxA 1

frneaXH[O H) (Q (r— 1) T a) Z HA(T 1)
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where the inequality holds by wj;,; = @g;ll ) = 0. Therefore

H
- 2, (1 1 ~ T ~(r—1 _(r—1
Vi) =7 ) < o max o (Q@glmxﬁ),a))wh}_:\\wé D= a7
H
H _(r—1)  _(r—1)
<z for ™ -al
< 7_‘1' hz:; Wy, W, 1

Summing over 7 € [N] proves the result.

C.7 Proof of Theorem [5.5]

Cs*H?log?(2d) y 5 2ds*/5H?/®
- lo

By Lemma B.4 in [Kim et al, (2023a), N > TS5
oy ec?/5/9

, implies

N > Cop*stH? log®(dHN?/5)log?(2d).

By the regret decomposition (Lemma 7 with Ny = Cop*stH? log” (dHN?/8)log?(2d),

N—-1 H
R(N, Aronavr) < 2H(VN + Cog*stH? log” (dHN?/8)log? (2d) +2 % 3~ |6 — @ .
n:N1 h=2

Applying the tail inequality (Theorem [5.2)) for the estimator proves the regret bound.
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