
Proceedings of Machine Learning Research 93:67–80, 2019 International Conference on Grammatical Inference

Learning reduplication with 2-way finite-state transducers

Hossep Dolatian hossep.dolatian@stonybrook.edu

Jeffrey Heinz jeffrey.heinz@stonybrook.edu

Department of Linguistics

Institute for Advanced Computational Science

Stony Brook University

Stony Brook, NY 11794, USA

Editors: Olgierd Unold, Witold Dyrka, and Wojciech Wieczorek

Abstract

Reduplication is a cross-linguistically common and productive word-formation mechanism.
However, there are little to no learning results concerning it. This is partly due to the
high computational complexity associated with copying, which often goes beyond standard
finite-state technology and partly due to the absence of concrete computational models of
reduplicative processes. We show here that reduplication can be modeled accurately and
succinctly with 2-way finite-state transducers. Based on this finite-state representation,
we identify a subclass of 2-way FSTs based on copying and Output Strictly Local func-
tions. These so-called Concatenated Output Strictly Local functions (C-OSL) can model
the majority of attested reduplicative processes we have surveyed. We introduce a simple
extension to the inference algorithm for OSL functions that trivially leads to a provably cor-
rect learning result for C-OSL functions under the assumption that function concatenation
is overtly marked.

Keywords: reduplication, grammatical inference, copying, Output Strictly Local func-
tions, two-way finite-state transducer

1. Introduction

Reduplication is a cross-linguistically common word-formation mechanism (Moravcsik, 1978;
Rubino, 2005; Inkelas and Downing, 2015). It is divided into two types: total reduplication,
where an unbounded number of segments are copied (1a), and partial reduplication, where
a bounded number are copied (1b).1 Total reduplication occurs in an estimated 83% of the
world’s languages, while partial reduplication occurs in an estimated 75% (Rubino, 2013).

(1) a. wanita→wanita∼wanita ‘woman’→‘women’ Indonesian (Cohn, 1989, 308)

b. takki→tak∼takki ‘leg’→‘legs’ Agta (Moravcsik, 1978, 311)

Within linguistics, reduplication is well-studied. However, there is little to no work
on learning reduplication, whether in machine learning or grammatical inference. To our
knowledge, the only algorithm designed specifically for learning reduplication is Nevins
(2004) who uses principles-and-parameters. Outside of linguistics, one method for intro-
ducing copying into neural networks was introduced by Gu et al. (2016), though they did

1. In all examples, the ∼ symbol indicates the juncture between the copy and the original form.
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not study reduplication specifically. The absence of learning research on reduplication is
possibly due to how reduplication is often modeled with complex computational machinery,
e.g. MCFGs (Albro, 2005) or HPSG (Crysmann, 2017), that are more complicated than
the finite-state technology used to model the rest of morphology (Beesley and Karttunen,
2003) and phonology (Kaplan and Kay, 1994).

The state-of-the-art in finite-state technology as currently practiced cannot adequately
and elegantly describe many cases of reduplication, especially unbounded total reduplica-
tion (Culy, 1985; Hulden, 2009; Roark and Sproat, 2007; Chandlee, 2014). As for partial
reduplication, mainstream finite-state techniques (1-way finite-state transducers) require
memorizing all possible types of reduplicants, which leads to an explosion in the number of
states needed to model partial reduplication (Hulden, 2009; Roark and Sproat, 2007; Chan-
dlee and Heinz, 2012). Consequently, it is difficult and unwieldy to design these machines,
use these machines, and to model partial reduplication in a way that is connected to how
it is understood within the theoretical linguistic tradition.

The present work aims to fill this gap by a) providing a useful and intuitive compu-
tational representation for reduplication, b) identifying a subclass of 2-way FSTs which
covers the majority of the linguistic typology on reduplication, and c) providing a learning
algorithm for reduplication based on that computational representation and subclass.

For (a), we use two-way finite-state transducers (2-way FSTs) (Engelfriet and Hooge-
boom, 2001). They are an understudied type of finite-state technology which can accurately
model virtually all of the reduplicative patterns found in typological studies on reduplica-
tion. These differ from the conventionally used (1-way) FSTs by being able to move the
reading head on the input tape either left-to-right or right-to-left (hence 2-way). This
makes them able to read portions of the input tape more than once. They differ from
Turing Machines in that the head on the output tape still only moves in one direction.

The use of 2-way FSTs provides not only an alternative computational implementation
for reduplication, but it also provides a different perspective on how computationally com-
plex reduplication is. This leads to our second contribution (b) where we show that the
majority of reduplicative patterns fit into a subclass of 2-way FSTs which we call Concate-
nated Output Strictly Local functions (C-OSL). These functions are an extension of the
OSL functions studied by Chandlee et al. (2015), which in turn are one way to generalize
Strictly Local (SL) sets to functions (McNaughton and Papert, 1971; Garcia et al., 1990).
This computational classification categorizes the typology in a mathematical manner and
opens doors for our third contribution (c) of getting learnability results for reduplication
by developing a learning algorithm for C-k-OSL functions.2

We flesh out these contributions as follows. Mathematical preliminaries are provided
in Section 2. In Section 3, we define our enriched finite-state representation (2-way FSTs)
and discuss how it models reduplication. In Section 4, we discuss how formal language
theory provides subclasses for different types of FSTs which map to different phenomena in
morpho-phonology and reduplication. We summarize the relevant literature on subclasses
for 1-way FSTs in Section 4.1. We introduce our own C-OSL subclass for 2-way FSTs in

2. Like the SL sets, the OSL class, and hence the C-OSL class, is parameterized by a positive integer k,
which specifies the size of the locality window. For k-OSL functions, this means that the state of the
model is determined solely by the most recent k − 1 segments that were written to the output.
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Section 4.2 and show how it maps to the typology of reduplication. A learning result for
this 2-way FST subclass is provided in Section 5. Conclusions are in Section 6.

2. Preliminaries

Given a finite alphabet Σ, the set of all possible strings of finite-length built from Σ is Σ∗.
The empty string is represented by λ. The length of a string w is |w|, so |λ| = 0. For the
given strings w1, w2, their concatenation is w1w2. The definition of the prefixes, suffixes,
and unique k-length suffix of a string w are (2),(3),(4) respectively.

(2) Pref(w) = {p ∈ Σ∗ | (∃s ∈ Σ∗)[w = ps]}
(3) Suff(w) = {s ∈ Σ∗ | (∃p ∈ Σ∗)[w = ps]}
(4) ∀n ∈ N, Suffn(w) is the suffix of w of length n if |w| ≥ n; otherwise Suffn(w) = w

For a string set S, its longest common prefix is defined in (5):

(5) lcp(S) = p ∈
⋂

w∈S Pref(w) such that ∀p′ ∈
⋂

w∈S Pref(w), |p′| ≤ |p|

Let f : A→ B be a function f with domain A and co-domain B. For the input alphabet
Σ and output alphabet ∆, the prefix function fp : Σ∗ → ∆∗ associated to f is defined in
(6). The tails of a string w ∈ Σ∗ with respect to a function f : Σ∗ → ∆∗ are defined in (7).

(6) fp(w) = lcp(f(wΣ∗))

(7) tailsf (x) = {(y, v) | f(xy) = uv ∧ u = fp(x)}

Illustrations of the above concepts can be found in Chandlee et al. (2015).

3. 2-way FSTs: A computational model of reduplication

Most transformations and processes in morphology and phonology can be modeled with 1-
way FSTs (Roark and Sproat, 2007; Chandlee, 2014) which read the input once and in one
direction. However, reduplication has been a difficult process to model with 1-way FSTs
(Roark and Sproat, 2007). It has been considered a stumbling block to computational
morphology since the earliest years of the field (Culy, 1985).

In this section, we alternatively model reduplication with 2-way FSTs. These are an
enriched class of finite-state transducers which can read the input tape multiple times by
being able to go back and forth on the input tape (thus being two-way). Although as
automata, a 2-way finite-state automaton (2-way FSA) is just as expressive as a 1-way
finite-state automaton (1-way FSA) (Shallit, 2008), a 2-way finite-state transducer (2-way
FST) is strictly more powerful than a 1-way finite-state transducer (1-way FST) as witnessed
by total reduplication (Filiot and Reynier, 2016). Below is a formalization of 2-way FSTs
based on Filiot and Reynier (2016) and Shallit (2008).

Definition 1 (2-way deterministic FST) A 2-way, deterministic FST is a six-tuple
(Q,Σn,Γ, q0, F, δ) such that:

Q is a finite set of states,
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Σn = Σ ∪ {o,n} is the input alphabet,
Γ is the output alphabet,
q0 ∈ Q is the initial state,
F ⊆ Q is the set of final states,
δ : Q×Σ→ Q×Γ∗×D is the transition function where the direction D = {−1, 0,+1}.

The direction of a transition can be to move to the next symbol on the input tape (+1),
stay put (0), or move to the previous symbol (-1). A 1-way FST is simply a 2-way FST
where the direction parameter for every transition arc is set to +1 (i.e. only read from left
to right). Inputs to a 2-way FST are flanked with the start (o) and end boundaries (n).
This larger alphabet is denoted by Σn.

A configuration of a 2-way FST T is an element of Σ∗nQΣ∗n × Γ∗. The meaning of the
configuration (wqx, u) is that the input to T is wx and the machine is currently in state
q with the read head on the first symbol of x (or has fallen off the right edge of the input
tape if x = λ) and that u is currently written on the output tape.

If the current configuration is (wqax, u) and δ(q, a) = (r, v, 0) then the next configuration
is (wrax, uv), in which case we write (wqax, u)→ (wrax, uv). If the current configuration
is (wqax, u) and δ(q, a) = (r, v,+1) then the next configuration is (warx, uv). In this case,
we write (wqax, u) → (warx, uv). If the current configuration is (waqx, u) and δ(q, a) =
(r, v,−1) then the next configuration is (wrax, uv). We write (waqx, u)→ (wrax, uv).

The transitive closure of → is denoted with →+. Thus, if c →+ c′ then there exists a
finite sequence of configurations c1, c2 . . . cn with n > 1 such that c = c1 → c2 → . . .→ cn =
c′. Next we define the function that a 2-way FST T = (Q,Σn,Γ, q0, F, δ) computes. For
each string w ∈ Σ∗, fT (w) = u ∈ Γ∗ provided there exists qf ∈ F such that (q0own, λ)→+

(ownqf , u). Note that since a 2-way FST is deterministic it follows that if fT (w) is defined
then u is unique.

There are situations where a 2-way FST T crashes on some input w and hence fT (w)
is undefined. If the configuration is (qax, u) and δ(q, a) = (r,−1, v) then the derivation
crashes and the transduction fT (ax) is undefined. Likewise, if the configuration is (wq, u)
and q 6∈ F then the transducer crashes and the transduction fT is undefined on input w.

There is one more way in which fT may be undefined for some input. The input may
cause the transducer to go into an infinite loop. This occurs for input wx ∈ Σ∗n whenever
there exist q ∈ Q and u, v ∈ Γ∗ such that (q0wx, λ)→+ (wqx, u)→+ (wqx, uv).

To illustrate, consider total reduplication in Indonesian (8) (Cohn, 1989, 185).

(8) a. buku → buku∼buku ‘book’→‘books’

b. wanita → wanita∼wanita ‘woman’→‘women’

c. maSarakat → maSarakat∼maSarakat ‘society’→‘societies’

This total reduplication process can be modeled with the 2-way FST in Figure 1. Note
that each transition arc is a 3-tuple of (input symbol, output symbol, direction). The symbol
Σ is a variable ranging over any symbol in the alphabet except for the edge boundaries.

Virtually all forms of reduplication that we surveyed can be modeled with 2-way FSTs.
We have constructed the RedTyp database3 which contains entries for 138 reduplicative

3. A copy of RedTyp can be found online at https://github.com/jhdeov/RedTyp.
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q0start q1 q2 q3 q4
(o,λ,+1)

(Σ,Σ,+1)

(n,λ,-1)

(Σ,λ,-1)

(o,λ,+1)

(Σ,Σ,+1)

(n,λ,+1)

Figure 1: 2-way FST for total reduplication

processes from 91 languages gleaned from various surveys (Moravcsik, 1978; Inkelas and
Downing, 2015). It contains 57 distinct 2-way FSTs for them. An example of a 2-way FST
for partial reduplication is given in Section 4.2. On average, these 2-way FSTs had 8.8
states and were easy to write, debug, and implement in Python. The 2-way FSTs directly
captured the natural language data without requiring any approximations or restrictions on
the size of the input, nor did they require a high number of states in order to remember all
possible reduplicant sizes. This shows the merit of 2-way FSTs in computationally modeling
reduplication in a way that is transparent, concise, convenient, and linguistically motivated.

These 2-way FSTs are linguistically motivated in two senses: their ability to model
total reduplication productively, and their ability to capture the copying aspect of total
and partial reduplication. 1-way FSTs for reduplication are often criticized for treating
reduplication as a memorization task whereby the machine simply memorizes a finite list
of all possible combinations of two or more copies (Roark and Sproat, 2007). For total
reduplication, 1-way FSTs do not exactly capture it but approximate it (Hulden, 2009).
When given a new word, a 1-way FST cannot apply total reduplication to it; this means
that they cannot capture the productivity of total reduplication.

As for partial reduplication, a 1-way FST can capture the productivity of partial redupli-
cation. This is because the set of pairs of partial copies is finite since only a bounded number
of segments are copied. However, 1-way FSTs do not capture the intensional description
behind partial reduplication as a copying task and not a memorization task. Theoretically,
reduplication is a copying task where a segment in the input is produced multiple times in
the output. The subtle difference between remembering vs. copying in the computational
modeling of reduplication is beyond the scope of this article, but see Dolatian and Heinz
(2018) who explain this distinction using origin semantics (Bojańczyk, 2014).

4. Computational typology with FSTs

2-way FSTs are equivalent in expressivity to MSO logical transductions and Streaming
String Transducers (Engelfriet and Hoogeboom, 2001; Alur, 2010). They are closed under
composition and their non-deterministic variants are invertible (Courcelle and Engelfriet,
2012). Here we show that reduplication does not require the full power of 2-way FSTs but
falls within certain subclasses, and thus has a demarcable computational complexity.

Segmental phonology can be modeled with 1-way FSAs and FSTs; however, it does
not require their full power (Heinz, 2007; Chandlee, 2014). Subclass hierarchies have been
discovered for 1-way FSAs (McNaughton and Papert, 1971; Rogers and Pullum, 2011; Heinz
and Idsardi, 2013) and 1-way FSTs (Heinz and Lai, 2013; Chandlee et al., 2014, 2015). Some
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q0start λ C CV VC qf
o:λ C:C V:V C:C

Σ : λ

n:λ

V:V

Figure 2: OSL 1-way FST for English nickname formation

of these subclasses have been argued to characterize different types of phonological well-
formedness conditions and transformations (Heinz, 2018). In Section 4.1, we discuss the
subclass of Output-Strictly Local (OSL) functions (Chandlee et al., 2015). In Section 4.2,
we propose the C-OSL subclass of functions describable with 2-way FSTs based on these
OSL functions, and show how they model the bulk of reduplicative typology.

4.1. OSL subclass of 1-way FSTs

As said, virtually all segmental phonology can be modeled with proper subclasses of 1-way
FSTs. One subclass in specific is Output Strictly Local (OSL) functions. OSL functions
can be either left-OSL (L-OSL) if they read the input and write the output left-to-right,
or right-OSL (R-OSL) if they read the input and write the output right-to-left. We give a
formal definition of L-OSL functions in Definition 2 from Chandlee et al. (2015).

Definition 2 (Left Output-Strictly Local functions) A function f is k-L-OSL for an
integer k if for all w1, w2 in Σ∗, whenever Suffk−1(fp(w1)) = Suffk−1(fp(w2)), it is the
case that tailsf (w1) = tailsf (w2).

Informally, a 1-way FST models a k-OSL function if the states of the 1-way FST keep track
of the last k − 1 output symbols which were written to the output tape.

An example of an OSL function is nickname formation in English. This truncation
process will output the first (C)VC4 of the input but delete everything after.5

(9) a. dZEfôi→dZEf ‘Jeffrey’→‘Jeff’

b. deIvId→deIv ‘David’→‘Dave’

c. æl@n→æl ‘Alan’→‘Al’

English nickname formation is a 3-L-OSL function because it requires a window of size
three in the output tape. The window keeps track of the last 2 symbols on the output tape
and the current input symbol. Intuitively, the 3-OSL 1-way FST function in Figure 2 will
output up until the first VC of the input and then stop outputting anything after that.6

4. (C)VC is any string consisting of a vowel-consonant sequence optionally preceded by a consonant.
5. In (9), the symbols on the left are drawn from the International Phonetic Alphabet (International

Phonetic Association, 1999).
6. See Chandlee (2017) on why this function is necessarily OSL and not other subregular functions such as

Input-Strictly Local (ISL). We have simplified the analysis by not considering cases of complex onsets
in the input, e.g. stivIn → stiv (‘Steven’→‘Steve’).
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takki

tak ∼ takki

Trunc(x) ID(x)

Figure 3: Initial-CVC reduplication as a concatenation of functions.

A significant proportion of segmental phonology can be modeled with OSL functions.7

Their relatively low complexity has opened doors to understanding the cognitive limitations
and learnability of phonological processes (Chandlee et al., 2015). Chandlee et al. (2015)
introduce a learning algorithm OSLFIA and study it. Their main result is Theorem 3.

Theorem 3 (Learnability of k-L-OSL functions) OSLFIA identifies k-L-OSL func-
tions in polynomial time and data.

Readers are referred to de la Higuera (1997) for details on learning in polynomial time and
data and Eyraud et al. (2016) for a discussion of related issues. The next section shows
how extending OSL functions to 2-way FSTs opens similar doors for reduplication.

4.2. C-OSL subclass of 2-way FSTs

We propose below the C-OSL subclass for 2-way FSTs.

Definition 4 (Concatenated Output-Strictly Local functions) A function f is Con-
catenated k-Output-Strictly Local (C-k-OSL) for an integer k if the function is the concate-
nation of two or more k-OSL functions, e.g. f(x) = o1(x) · o2(x) · . . . · on(x) where oi is a
k-OSL function.

A function is C-L-OSL if each of its component OSL functions is L-OSL. It is C-R-OSL
if each of its component OSL functions is R-OSL.

Intuitively, a C-OSL function is a function that takes as input x, gives x to n many
separate 1-way FSTs which are OSL, and concatenates their output.8 To illustrate the
insight behind C-OSL functions, consider initial-CVC partial reduplication from Agta (10).

(10) takki→tak∼takki ‘leg’→‘legs’ Agta (Moravcsik, 1978, 311)

As an input-to-output function, reduplication may be viewed as submitting the same
input to two separate functions in parallel and concatenating their output as in Figure 3.

7. Higher classes of 1-way FSTs (Weakly Deterministic and Regular) have been proposed for cases when
segmental processes interact with morphology or when suprasegmental processes such as tone are involved
(Heinz and Lai, 2013; Jardine, 2016a).

8. In terms of function combinatorics for regular string transformations (Alur et al., 2014), the class of
C-OSL functions involves the use of a ‘sum combinator’

⊗
that concatenates the output of two or more

OSL functions: f(x) = o1(x)
⊗

o2(x)
⊗

. . . on(x) where oi is an OSL function. This is similar to the use
of product automata. See Alur et al. (2014) for details.
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q0start λ1 C1 CV1 CVC1

rewind λ2 qf

(o,λ,+1) (C,C,+1) (V,V,+1) (C,C,+1)

(Σ, λ,+1)

(n, λ,-1)

(Σ, λ,-1)
(o, λ,+1)

(Σ,Σ,+1)

(n, λ,+1)

Figure 4: C-OSL 2-way FST for initial-CVC partial reduplication

The first function, here labeled Trunc(x), truncates the input to the first CVC while
the second function, ID(x), is the identity function. The outputs of these two functions,
tak and takki, are concatenated to form the reduplicated output: tak∼takki.

The truncation function Trunc(x) is a 3-OSL function because it outputs a truncation
of the input to just the first CVC (similar to English nickname formation). The identity
function ID(x) is 1-OSL. Each of the two functions, Trunc(x) and ID(x), are L-OSL
functions that can be modeled with 1-way FSTs. Figure 4 illustrates a 2-way FST for
initial-CVC reduplication which is formulated as a concatenation of two OSL functions.

In our survey of reduplication described in Section 3, most forms of total and partial
reduplication are C-OSL functions. As mentioned in Section 3, we have developed our own
database of reduplicative patterns, RedTyp, which consists of 138 reduplicative patterns
from 91 languages. Of these 138 reduplicative processes, 121 (87%) are C-OSL functions.

What is the significance of the 13% non-C-OSL patterns? First, this does not mean that
we estimate that 13% of the cross-linguistic typology of reduplicative processes is not C-OSL.
This is because RedTyp under-represents cases of opacity wherein phonological processes
will exceptionally apply either across both or neither copies because of a drive to maintain
identity between the two copies (McCarthy and Prince, 1995). Only 5% of RedTyp displays
opacity. RedTyp under-represents cases of opacity in reduplication because our main source,
Moravcsik (1978), did not list opaque cases. Depending on the specific process, opacity may
necessitate using 2-way FSTs that are more powerful than C-OSL, specifically compositions
of C-OSL functions. We are still in the process of incorporating more cases of opacity from
McCarthy and Prince (1995). Second, some reduplicative processes are sensitive to syllable
count and foot structure. We have treated these processes as non-C-OSL because we assume
that the input is a linear string of symbols. If our input representation were enriched with
prosodic or autosegmental information (Jardine, 2016b; Strother-Garcia, 2018), then these
may arguably be C-OSL.
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5. Learning C-OSL functions

Given a computational representation of reduplication (C-OSL 2-way FSTs), learning redu-
plication is now reducible to inducing those representations from examples. Here, we pro-
vide a learning algorithm for C-OSL 2-way FSTs. We call this learner the Boundary-Based
C-OSL inference algorithm (BB-COSLIA) because it makes crucial use of the boundary
symbol being present in the data. Pseudo-code for BB-COSLIA is in Algorithm 1.

BB-COSLIA is dependent on having an independent OSL learner such as OSLFIA
(Chandlee et al., 2015). We find this dependence an advantage because it builds on pre-
existing results in grammatical inference and modularizes the learning task for reduplication.

To simplify matters, the BB-COSLIA in Algorithm 1 is written for the usual case where
the 2-way FSTs are equivalent to the concatenation of two Left k-OSL functions. For
any given natural numbers k and n, BB-COSLIA can be easily adapted to learn C-k-OSL
functions that are equivalent to the concatenation of n k-OSL functions, as long as n, k,
and and the direction of the OSL functions are given as a priori.

Algorithm 1: BB-COSLIA Algorithm

Input: A finite sample S ⊂ {o}Σ∗{n} ×∆∗{∼}∆∗ and k ∈ N
Output: C-k -OSL 2-way FST
H1← {};
H2← {};
for (u, l ∼ r) ∈ S do

H1← H1 ∪ (u, l);
H2← H2 ∪ (u, r);

end
TH1 ← OSLFIA(k, H1);
TH2 ← OSLFIA(k, H2);
return TH1 · TRev · TH2 ;

To learn a function f : Σ∗ → ∆∗, BB-COSLIA takes as input the boundary-enriched data
sample S and a positive integer k. The sample S includes pairs of input and output strings
exemplifying the function f . The set S is boundary-enriched if for each pair (u, v) ∈ S, the
string v includes a reduplicant boundary symbol ∼ which marks the boundary between the
two copies in the output string.

We illustrate BB-COSLIA with an example. To learn an initial-CVC reduplicative
process as in Agta (10), BB-COSLIA takes as input a natural number k = 3 and a boundary-
enriched sample S which consists of the input-output pairs in (11).

(11) Example Data = {(cat, cat∼cat), (bird, bir∼bird), (music, mus∼music) . . . }

Since initial-CVC reduplication is a C-OSL function, the output of BB-COSLIA will be
a C-OSL 2-way FST which models initial-CVC reduplication as in Figure 4. To generate
this 2-way FST, BB-COSLIA learns the corresponding C-OSL function by first learning the
individual OSL functions which comprise the C-OSL function: the truncation function and
the identity function. It does so by separating the sample set S into two data sets: one
set H1 for learning the first half of the transduction, the truncation function, and one set
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q0start q1 qf
n:λ : −1

Σ : λ : −1

o:λ : −1

Figure 5: 2-way FST T Rev which reads the input right-to-left and outputs the empty string

H2 for learning the second half, the identity function. The two data sets are constructed
by using the reduplicative boundary symbol from our initial data set S. The sets H1, H2
are submitted to a k-OSL learner such as OSLFIA (Chandlee et al., 2015) which returns
two corresponding 1-way FSTs TH1 and TH2 for the data sets H1 and H2 respectively.
BB-COSLIA also uses the 2-way FST TRev from Figure 5, which reads the input string from
right to left and outputs the empty string. The learner concatenates TH1, TRev, and TH2 to
form a single 2-way FST and returns it.

BB-COSLIA provably returns the target function if the set H1 is a characteristic sample
for the OSL function modeled by the first function TH1, and if the set H2 is a characteristic
sample for the OSL function modeled by the second function TH2.

9 The key to the BB-
COSLIA learner is that the input was representationally enriched with the reduplication
boundary symbol ∼. It used this boundary to determine which parts of substrings in
the output corresponded to the different OSL functions whose concatenation defines the
reduplication process. Without the reduplicative boundary ∼, the learning task is more
difficult. The problem of learning reduplicative processes in the absence of such a marker,
with the result here, reduces to the task of morpheme segmentation, which is an open
problem (Goldsmith et al., 2017).

6. Conclusion

In this paper, we have shown that natural language reduplication can be modeled using 2-
way FSTs. Specifically, a large proportion of the typology on reduplication can be modeled
with a subclass of 2-way FSTs which we call C-OSL functions. These functions are an
extension of the OSL class of functions discovered for 1-way FSTs. We sketched a provably-
correct learning algorithm for the C-OSL class of functions by extending the OSL learner
used by Chandlee et al. (2015) and by enriching the learner’s sample data with boundary
symbols that mark the juncture between the reduplicated copies in the output.

Many questions are left unanswered. First, as stated in Section 4.2, 13% of the surveyed
reduplicative processes require functions that are more powerful than C-OSL. Second, our
learner requires that the sample data be enriched with a special boundary symbols. Future
work will focus on better describing the computational nature of these non-C-OSL functions
and on developing learners without boundary-enriched samples. Third, partial reduplication
can be modeled with either 1-way or 2-way FSTs with different intensional descriptions; it
is an open question if there is a (severe) learnability trade-off between these two models.

9. Criteria on what constitutes a characteristic sample for learning OSL functions with OSLFIA can be
found in Chandlee et al. (2015).
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